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Preface

The need to evaluate computer and communication systems performance and
dependability is continuously growing as a consequence of both the increasing
complexity of systems and the user requirements in terms of timing behaviour.
The 10th International Conference on Modelling Techniques and Tools for Com-
puter Performance Evaluation, held in Palma in September 1998, was organised
with the aim of creating a forum in which both theoreticians and practitioners
could interchange recent techniques, tools, and experiences in these areas. This
meeting follows the predecessor conferences of this series:

1984 Paris 1988 Palma 1994 Wien
1985 Sophia Antipolis 1991 Torino 1995 Heidelberg
1987 Paris 1992 Edinburgh 1997 Saint Malo

The tradition of this conference series continued this year where many high
quality papers were submitted. The Programme Committee had a difficult task in
selecting the best papers. Many fine papers could not be included in the program
due to space constraints. All accepted papers are included in this volume. Also,
a set of submissions describing performance modelling tools was transformed
into tool presentations and demonstrations. A brief description of these tools is
included in this volume. The following table gives the overall statistics for the
submissions.

Country Submitted Accepted Invited Tool
Argentina 4

5
Brazil 1
Canada 4 2

3 2 2
3

France 9 1
5 2 2

3 1 1
3

Germany 8 2
3 4 1 2

India 1
Ireland 3
Israel 1
Italy 6 1

6 1 2
3

Jordan 1
3

Poland 2
3

2
3

Singapore 1
Spain 12 3

4 3 3
4 1

South Africa 1
2

1
2

Sweden 1
The Netherlands 1 1
United Kingdom 3 1

2 1 1
2

USA 12 1
2 7 1 4

Venezuela 1
4

1
4

Total 69 25 9



VI Preface

The papers address important problems from the application and theoretical
viewpoints. The sessions Software Performance Tools, Network Performance,
Measurement and Modelling Tools, Case Studies, and Software Performance
Evaluation Methods contain papers addressing application problems. The sessi-
ons Algorithmic Techniques, Petri Net Techniques and MVA Techniques contain
papers addressing theoretical aspects of performance evaluation.
It is impossible to close this text without acknowledging the efforts made by
several people to help ensure the success of the conference. I express my thanks
to

– The Programme Committee members for the task of reviewing papers and
selecting the best of them.

– The external reviewers, without whose help the task of the Programme Com-
mittee would become impossible.

– The Organising Committee members, all from Universitat de les Illes Balears,
without whose dedicated work the conference could not be set up.

– The scientific societies who have co-organised this conference.
– All public and private organisations that have supported the conference in

some way (funding, offering services, or lending material).

Palma, September 1998 Ramon Puigjaner
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Measurement and Modelling Tools

A Model Driven Monitoring Approach to Support the Multi-view
Performance Analysis of Parallel Responsive Applications . . . . . . . . . . . . . . . 117
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A Modular and Scalable Simulation Tool for Large
Wireless Networks

Rajive. Bagrodia, Mario. Gerla

Department of Computer Science
University of California, Los Angeles

Los Angeles, CA 90095

Abstract. This paper describes a modular and scalable simulation environment,
called GloMoSim, to evaluate end-to-end performance of integrated wired and
wireless networks. GloMoSim has been implemented on sequential and parallel
computers and can be used to simulate networks with a large number of nodes.
It is designed as a set of library modules, each of which simulates protocols
within a specific layer of the communication stack.  Common APIs have been
specified between neighboring layers on the protocol stacks. The modularity
facilitates the study of the interaction between layers as well as the evaluation
and comparison of different layers.  The parallel structure of the simulator
enables the scaling to large network sites without compromising the accuracy.
Two sets of experiments (parallel scaling; TCP and MAC layer interaction)
illustrate the features of the GloMoSim platform.

1. Introduction

The rapid advancement in portable computing platforms and wireless communication
technology has led to significant interest in the design and development of protocols
for instantly deployable, wireless networks (often referred to as "Ad Hoc Networks").
Ad hoc networks are required in situations where a fixed communication
infrastructure (wired or wireless) does not exist or has been destroyed. The
applications span several different sectors of society.  In the civilian environment,
they can be used to interconnect workgroups moving in an urban or rural area or a
Campus and engaged in collaborative operation (e.g., distributed scientific
experiments, search and rescue etc).  In the law enforcement sector, applications such
as crowd control and border patrol come to mind. In the military arena, the modern
communications in a battlefield theater require a very sophisticated instant
infrastructure, with far more complex requirements and constraints than the civilian
applications.

In a nutshell, the key characteristics which make the design and evaluation of
ad hoc networks unique and challenging include: (a) mobility, (b) unpredictable
wireless channel (fading, interference, obstacles etc), (c) broadcast medium, shared by
multiple users, (d) very large number of heterogeneous nodes (e.g., thousands of
sensors).

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 1-14, 1998
© Springer-Verlag Berlin Heidelberg 1998



To these challenging physical characteristics of the ad hoc network, we must
add the very demanding requirements posed on the network by the typical
applications. These include multimedia support, multi-cast and multi-hop
communications. Multimedia (including voice, video and image) is a must when
several individuals are collaborating in critical applications with real time constraints.
Multicasting is a natural extension of the multimedia requirement. Multi-hopping is
justified (among other things) by the limited power of the mobile devices, by
obstacles and by the desire to reuse frequency and/or code.

Thus, we are confronted with a formidable problem. This problem has been
attacked by many researchers leading to several alternative solutions, each offering
competitive benefits. It is imperative to have a model and a methodology to compare
these various options in a "modular" framework where two protocol modules, say,
can be interchanged, all other conditions remaining the same.

In our research, we have addressed this problem by developing a modular,
scalable simulation platform, GloMoSim, to evaluate end-to-end performance of
integrated wired and wireless networks.  The structure of GloMoSim is closely
coupled with the actual layering of the protocols in the real ad hoc network.  Various
options have been proposed in the literature (and some have been implemented and
prototyped) for various layers.  These options are being incorporated in the platform so
as to permit consistent comparison. GloMoSim is designed as a set of library modules
(see Figure 1), each of which simulates protocols within a specific layer of the
communication stack.  Common APIs have been specified between neighboring layers
on the protocol stacks.  This allows rapid composition of models for the entire stack
and facilitates consistent comparison of the performance of protocols at various layers.
As detailed simulation models of large networks can become computationally
expensive, we have developed GloMoSim using the PARSEC parallel simulation
language which has been implemented on diverse sequential and parallel computers
[Bagrodia98].  This allows us to use parallel simulation to reduce the simulation time
for very large networks.

In this paper we illustrate the salient features of the simulator through
various experiments. In the first set of experiments we address scalability. We
illustrate two techniques: aggregation and parallelization, which allow us to handle
thousands of nodes. In the second experiment we study the interplay of MAC and
TCP.  Both layers strive to provide efficient transport in a shared environment, with
some degree of efficiency and with protection from errors and interference. The MAC
layer has only a myopic view of the network, which is a critical limitation in multi-
hop networks. In contrast, TCP provides a true end-to-end control on errors and
congestion.

The rest of the paper is organized as follows: Section 2 describes the
GloMoSim platform, Sections 3 and 4 report the experimental results on scalability
and TCP/MAC layer interaction, respectively. Section 5 briefly describes other
network simulation platforms and compares them to GloMoSim. Section 6 concludes
the paper.

2 R. Bagrodia and M. Gerla



2. GloMoSim: wireless simulation platform

The GloMoSim platform is written using PARSEC, a PARallel Simulation
Environment for Complex Systems [Bagrodia98]. PARSEC offers a number of
advantages: First, it provides an easy path for the migration of simulation models to
operational software prototypes.  PARSEC is built around a portable thread-based
message-passing programming kernel called MPC, for Message Passing C. The MPC
kernel can be used to develop general purpose parallel programs. The only difference
between PARSEC and MPC is as follows: a PARSEC model executes in logical time
and all messages in the system must be processed in the global order of the
timestamps carried in the messages.  In contrast, each entity in a MPC program can
autonomously process messages in the physical order of their arrival.  Because of the
common set of message passing primitives used by both environments, it is relatively
easy to transform a PARSEC simulation model into operational parallel software in
MPC.  Such a transformation has already been demonstrated in the domain of
network protocols, where simulation models of wireless protocols were directly
refined and incorporated into the protocol stack of a network operating system for
PCs [Short95]

Second, it is among the few simulation environments that have been
implemented on diverse platforms and which support efficient sequential and parallel
simulation protocols.  In particular, PARSEC has been ported to laptops under Linux,
to a distributed memory IBM SP2 running AIX, to a shared memory SPARC1000
running Solaris, and to a 4-processor DELL PC running Windows NT.

Third, PARSEC provides support for visual & hierarchical design of
simulation models via an interface called PAVE (for PARSEC Visual Environment).
PAVE may be used to visually configure simulation models using pre-defined
components for a library in a specific application domain like GloMoSim.

Library Design

The primary goal of the GloMoSim library is to develop a modular simulation
environment for wireless networks that is capable of scaling up to networks with
thousands of heterogeneous nodes.  To provide modularity, the library was developed
as a set of models organized into a number of layers as shown in Figure 1. Well-
defined APIs are specified to represent the interactions among the layers such that if a
protocol model at a given layer obeyed the APIs defined at that layer, it would be easy
to swap models of alternative protocols at that layer (e.g., CSMA rather than FAMA
as the MAC protocol) without having to modify the models for the remaining layers
in the stack.   For each layer, the APIs define the format of the data message that is
sent to or received from the layer and also describe the control signals that may be
required  by the layer. Of course, every protocol will not use all the control signals
defined at the layer, but must ensure that it obeys the API for the data messages. For
instance, interfaces between Data Link/MAC layer and network layer are defined as
message passing with the following formats in the simulation library:

3A Modular and Scalable Simulation Tool for Large Wireless Networks



Packet_from_NW_to_DLC(P_type, P_dest, P_source, P_payload, P_size, P_VCID )

Packet_from_DLC_to_NW(P_type, P_dest, P_source, P_payload, P_size, P_VCID )

P_type refers to the type of packet (data packets, control packets, etc.), P_dest and
P_source refer respectively to source and destination node, and the other parameters
are required for packet processing or quality of service support. Each protocol module
at a given layer is required to comply with the APIs defined for that layer

A number of protocols have already been implemented in the GloMoSim
library and many more are being added. Available models at each of the layers
include:
• Channel propagation models: free space model, analytical models using the log

normal distribution, and SIRCIM fading models with shadowing and multipath
fading effects[Rappaport90]

• Radio models: Digital spread Spectrum radios with and without capture
capability

• MAC layer: CSMA, MACA[Karn90] and FAMA[Fullmer95]
• Network layer: Bellman-Ford routing, flooding, and DSDV
• Transport layer:  Free BSD 2.2.4 implementation of TCP;  DVMRP, PIM, RSVP
• Applications:  replicated file systems, file transfers protocol, web caching

GloMoSim provides models at different levels of granularity at each layer.
Thus it is possible to simulate TCP either with a detailed model of the lower layers or
by using an abstract model where the behavior of the lower layers is represented
simply by stochastic delays and bit error rates.   Similarly, the channel can be
simulated either by using a free space model that typically overstates throughput and
other metrics but is computationally fast, or by using the SIRCIM statistical impulse
response model, which is considerably more accurate, but is computationally
expensive.  Many of the preceding models have already been parallelized in the
library such that potential users may directly set up their experiments using the
appropriate protocol models from each layer of the stack and execute the model on a
parallel architecture.

Application Processing

Propagation Model Mobility

Frame Processing Radio Status/Setup

Radio SetupRTS/CTSFrame Wrapper

Ack/Flow Control
Clustering

Packet Store/Forward
VC 

Handle
Flow

ControlRouting

IP Wrapper IP/Mobile IP

RSVP
Transport Wrapper TCP/UDP Control

Channel

Radio

MAC Layer

Network

IP

Transport

Application

RTP Wrapper RCTP

Packet Store/Forward

Clustering

Routing

Link Layer

Application Setup

 Fig.1.  GloMoSim Architecture
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3. Scalability

GloMoSim was designed to be scalable to very large networks.  In this section, we
describe and illustrate with examples two features of its design that permit this
scalability without the use of abstraction: aggregation of multiple physical objects
within a single simulation object and the use of parallel execution.
When simulating networks, a common approach is to map each network node to a
single simulation object (i.e. a PARSEC entity) or to even map each network node to a
set of PARSEC entities, each of which models a single layer in the protocol stack.
However, previous experience has indicated that if either of these two approaches is
used, a large number of simulation objects (i.e. PARSEC entity instances) have to be
created. Such a model can increase the simulation overheads sufficiently to make this
approach untenable for simulating large networks.  Instead, GloMoSim employs an
aggregation approach: it assumes that the network is decomposed into a number of
partitions and a single entity is defined to simulate a single layer of the complete
protocol stack for all the network nodes that belong to a given partition.  This
approach reduces the number of simulation objects dramatically (the number of
objects can be kept nearly constant rather than be linear as in the earlier case) which in
turn reduces the simulation overheads associated with event-list management, event
scheduling, and context switching among multiple objects.

Aggregation

To demonstrate the performance improvements that can be derived from entity
aggregations, we simulate the MAC layer of a wireless network with only 50 nodes
using both the aggregated and non-aggregated approaches.  All the network
configurations are the same except that in the aggregation method, we create one
DLC/MAC entity to simulate 50 network nodes, while in non-aggregation method, we
create 50 entity instances, each of which simulates the DLC/MAC layer for a single
entity.  Table 1 compares the performance of the simulator using the aggregated and
non-aggregated implementations of the given model with respect to their execution
time, total messages processed, number of entity context switching as well as memory
requirement.

Table 1. Performance Comparison of Aggregated Approach vs. Non-aggregated Approach
Approach Exec. Time(s.) # of Messages # of Context

Switches
Memory

(in pages)
Aggregation 91 7862183 577437 214

Non- 100 7859474 3037297 1029

It is apparent that even for such a small network, the aggregated approach is
more efficient. The 10% improvement in execution time is primarily due to the fewer
context switches (which are reduced by a factor of 5 for the aggregated model).  Note
also that the memory requirements are reduced to only 25% and this is likely to be a
significant performance issue as the network is scaled to larger sizes.  Note that the

5A Modular and Scalable Simulation Tool for Large Wireless Networks



total number of messages to be processed by both implementations are very close
indicating that the improvement in efficiency is primarily a consequence of the
reduction in number of simulation objects.

By using the entity aggregation method, we have been able to simulate the
protocol stack shown in figure 1 up to the DLC/MAC layer with 10,000 mobile radios,
and up to the TCP layer with 1000 nodes.   For this experiment, our purpose was
primarily to demonstrate the ability of our simulator to simulate very large networks.
The experiment assumed that the nodes are distributed randomly in an area of 1440 X
1440 units, where each radio has a transmission range of 50 units, such that on average
a radio has 23 immediate neighbors. The traffic rate at each node was assumed to be
exponential with a mean arrival rate of 1 packet/sec, where the average packet length
was 100 bytes with a transmission time of 500 microseconds.  The network was
simulated for duration of 10 seconds.  Table 2 presents the execution time of the
simulator to simulate the MACA, CSMA, and FAMA protocols for the preceding
network configuration as the network is scaled up in size form 2000 to 10,000 radios.
Note that the absence of a network layer in this configuration implies that all
communications are assumed to be single hop. For a given network configuration,
even though the number of data packets generated for each of the three MAC
protocols is identical, note that the total time to execute the models and the number of
internal events (messages) generated for each model are different.  This is primarily
due to the additional control messages used in each protocol.

Table 2. Execution Time Increment with Network Size

Node
Number

Execution Time (s) Number of Messages

CSMA MACA FAMA CSMA MACA FAMA
2000 28 126 172 1056264 4888093 5251246
4000 137 733 1140 4250635 19987812 22449758
6000 385 2280 3756 9640406 45691950 51929666
8000 691 4263 7168 15268500 72608112 82754960

10000 1197 7709 10123 22897268 109097400 13207936

Parallelization

Efficient parallel simulators must address three sets of concerns: efficient
synchronization to reduce simulation overheads; model decomposition or partitioning
to achieve load balance; efficient process to processor mappings to reduce
communications and other overheads in parallel execution.  In general, the parallel
performance of simulation models differs among the different protocols because, when
other things remaining the same, the model of one protocol may have less inherent
concurrency than the other.  Many of the protocols in the GloMoSim library have
already been parallelized such that a user need only specify the experimental
configuration and provide appropriate parameters to execute the model on a parallel
platform [Zeng98].
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To demonstrate the capability of GloMoSim with a parallel implementation
we present the results from the parallel execution of the experimental configuration
whose sequential performance was reported in the previous section.  The experiments
were executed on an IBM 9076 SP, a distributed memory multi-computer. It consists
of a set of RS/6000 workstation processors, each with 128MB RAM connected by a
high-speed switch.   The graph in Figure 2 shows the time to execute a model of the
MACA protocol as a function of both the number of processors available to execute
the model and the size of the network.   As can be seen from the graph, given a fixed
duration of time, the use of multiple processors allows a much larger network to be
simulated than would be feasible using only sequential execution.  For instance, for
this experiment, the use of parallelism allows an analyst to simulate a network with
10,000 nodes in less time than that required for the sequential simulation of a network
with 2000 nodes, without any loss of accuracy!

Fig. 2 Parallel Execution Time of Different Size of Networks

4. TCP and MAC layer interaction

Next, we evaluate the performance of TCP in a wireless multi-hop environment and
its interaction with two MAC layer protocols (CSMA and FAMA).

The TCP protocol provides reliable delivery (via loss detection and
retransmission) as well as congestion control (via dynamic window adjustment).
Congestion is inferred from packet loss, which in wired networks is typically caused
by buffer congestion and overflow. In a wireless environment, however, there is an
additional complication - packet loss is caused not only by buffer overflow, but most
often by channel fading, external interference and terminal mobility.  These causes
are totally unrelated to buffer congestion.  The inefficiency of traditional TCP over
wireless was recently addressed in [Balakrishnan95].  A "Snoop" agent located in the
wired/wireless gateway was proposed to correct the problem.  The Snoop solution
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was developed and evaluated in a wired/wireless interconnection scenario, in which
only a single TCP connection is present and the wireless segment is single hop (e.g.,
cellular system). In our experiment we broaden the scope by considering "multiple"
connections in a "multi-hop" environment and by exposing the interference between
different hops along the path (hidden terminal problem). We focus on two main
issues: the impact of TCP window size on performance, and the fair sharing among
multiple connections.

Experimental Configuration

Fig. 3. String Topology

We consider a network with eight nodes (0 through 7) in a string (See Figure 3).  The
distance between two neighbor nodes is equal to the radio transmission range.  TCP
connections are established between different node pairs to transfer large files (20
MB).  Nodes are static (no mobility).  Free space channel model is used.  Channel
data rate is 2Mbps.  Packet length is 1460 bytes.

Two MAC protocols are considered: CSMA and FAMA.  CSMA (Carrier
Sense Multiple Access) uses carrier sensing to prevent a newly transmitting station
from colliding with a station which is already transmitting a packet.  CSMA cannot,
however, prevent collision if the transmitting station is separated by more than one
hop (i.e., it is "hidden") from the new station.  This problem, known as "hidden
terminal" problem, severely reduces throughput in multihop wireless networks.
FAMA (Floor Acquisition Multiple Access) uses the RTS (Request To Send) and
CTS (Clear To Send) exchange to prepare the "floor" for data transmission (thus
avoiding "hidden terminal" collision in most cases) [Fullmer95].

The TCP simulation model is an accurate replica of the TCP code running in
the Internet hosts today.  In fact, the TCP simulation code was generated from
FreeBSD 2.2.4 code.  In TCP, window size grows progressively until it reaches the
advertised window (i.e., max window allowed by the receiver) or until packet loss is
detected (via duplicate ACKs or timeout). In the latter cases, window size is halved
(fast retransmission and fast recovery) or abruptly reduced to 1 (slow start).  In our
simulation, we can "force" the maximum TCP window to be at a certain value by
setting the advertised window to such value (e.g., 1460 bytes).

MAC layer performance

First, we evaluate the behavior of the MAC layer without TCP.

 0  1  2  3  4  5  6  7
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Table 3. Throughput (Kbps), Variable Number of Hops, Without TCP

# of hops 1 2 3 4 5 6 7
CSMA 1891.5 704.3 562.1 561.8 561.7 562.2 561.8
FAMA 1161.6 672.8 584.5 581.5 580.3 580.4 579.8

We start by considering a single UDP session (no TCP) and evaluate the
throughput achieved for variable path length (in hops). Both CSMA and FAMA
results are shown in Table 3. We note that the performance of CSMA and FAMA
alike converges to a fixed (lower) value after 3 hops. This is as expected since in this
case packets are pipelined on the path, and packets in the 3rd hop and beyond have no
impact on the first link transmissions. We note also that one hop FAMA has lower
throughput than one hop CSMA because of the RTS/CTS overhead.

In the second set of experiments, there are file transfer requirements between
each node and the next.  We use the conventional CSMA and FAMA parameter
settings [Fullmer95], and obtain the performance reported in Table 4.  CSMA
throughput ranges from 0.8 Kbps to 1.7 Mbps. Total throughput is 2.1 Mbps, quite
lower than the theoretical maximum, in this case = 6 Mbps.  The maximum
corresponds to 3 connections separated by "silent" nodes and transmitting at full
channel speed (i.e., 2 Mbps each).  Throughput degradation and uneven performance
are due to hidden terminal and to capture.  The 6-7 connection captures the channel
since it does not suffer from hidden terminal problems.  FAMA behavior is worse,
and even less fair than CSMA.  Again, the connection 6-7 captures the channel.  The
other connections have nearly zero throughput.

The cause of this inefficient and/or erratic multi-hop behavior can be in part
attributed to the fact that transmitters are too "aggressive". That is, after completing a
transmission, a node, after a very short timeout, senses the channel free again and
transmits a data packet (in CSMA) or a RTS (in FAMA).  This will cause repeated
undetected collisions between hidden terminals in CSMA and channel capture in
FAMA (where the timeout of blocked terminals is much larger than that of active
terminals) [Fullmer95].  The result is poor throughput and strong capture.

Table 4. Throughput (Kbps) in String Topology, No TCP

Streams 0-1 1-2 2-3 3-4 4-5 5-6 6-7 Total
Throughput

CSMA 86.0 11.3 90.4 57.3 0.8 183.8 1706.8 2136.3
FAMA 0.2 0.0 1.0 0.0 0.0 0.0 1477.4 1478.6
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Fig. 5. String Topology with 0 -7 Data Stream

In a third round of experiments, we consider a slightly more complex traffic
pattern.  There are single hop file transfer requirements like before, plus an end-to-end
requirement from 0 to 7 (See Figure 5). We are interested in the impact of this end to
end requirement on performance. The results are reported in Table 5.  The most
important observation is that throughput on connection 0-7 is zero in all runs. This is
not unexpected since the packet loss rate on each hop is very high. Therefore, the
probability that a packet survives through 7 hops is practically zero.  As for the other
connections, their performance is similar to that without the end-to-end connection 0-
7.
Table 5. Throughput (Kbps) in String Topology with 0-7 Data Stream, No TCP

Streams 0-1 1-2 2-3 3-4 4-5 5-6 6-7 0-7 Total
Throughput

CSMA 0.9 13.1 63.6 60.6 0.6 109.9 1780.9 0.0 2029.6
FAMA 0.1 0.0 0.6 0.0 0.0 0.0 1477.5 0.0 1478.2

TCP over the MAC layer

The previous MAC layer experiments have shown that both CSMA and FAMA suffer
of capture and of hidden terminal losses. Thus, reliability must be provided by the
TCP transport layer protocol.  In this section, we examine the interaction of TCP with
CSMA and FAMA.

Table 6. Throughput (Kbps), Single TCP Connection, Variable Number of Hops, W = 1460 B

# of Hops 1 2 3 4 5 6 7
CSMA 1838.4 921.3 614.8 461.4 369.2 307.7 263.4
FAMA 1476.5 718.7 475.4 355.3 287.5 239.1 204.7

We start with a single TCP connection that covers a variable number of
hops, from 1 to 7. In the first set of experiments, TCP window (W) is 1460 bytes,
which is equal to packet size.  Thus, the window contains only one packet (i.e., send-
and-wait mode). The throughput results for CSMA and FAMA as a function of
number of hops H are reported in Table 6. Throughput values match exactly the

 0  1  2  3  4  5  6  7
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analytic predictions for a send-and-wait protocol: the throughput is inversely
proportional to hop distance. CSMA throughput is slightly higher than FAMA
because of RTS/CTS overhead of the latter. It is interesting to compare the TCP
results in Table 6 to the non-TCP case reported in Table A. The congestion control
mechanism of TCP provides equal or better (in the case of FAMA) performance at
low hop distances, while for long hop distances the send-and-wait operation of TCP
cannot compete with the pipelining of the UDP case.

Table 7. Throughput (Kbps), Single TCP Connection, Variable Number of Hops, W = 32 KB

# of Hops 1 2 3 4 5 6 7
CSMA 1791.2 439.5 0.5 0.5 0.5 0.5 0.5
FAMA 1458.7 716.2 389.4 71.4 13.5 72.8 66.9

Next, we set W = 32 Kbytes. In this case, the TCP protocol dynamically
adjusts the congestion window as required.  We would expect that in balance the
window increase improves performance since for 7 hops, for example, analysis shows
that the optimal throughput is achieved for W = 3 x 1460 bytes.  The simulation
results shown in Table 7 indicate otherwise. CSMA throughput collapses when H ≥ 3.
FAMA does slightly better, but still with throughput much lower than with W = 1460
bytes.  Basically, as window is increased, multiple packets and ACKs are outstanding
and travel on the path in opposite directions, creating interference and collisions (both
in CSMA and FAMA).  From these results we conclude that there is no gain in using
W larger than single packet size even on connections covering multiple paths.  Thus,
we will use W = 1460 B in all the following experiments.

Next, we repeat the multiple connection experiment already described in the
previous section, this time with TCP on top. Namely, there are 8 nodes (0 through 7)
with single hop file transfer connections (0-1, 1-2 etc).  In addition, there is a
multihop file transfer from 0 to 7.  We run both CSMA and FAMA, with and without
vacation. The results are reported in Table 8.  We only consider W = 1460 B, since
we have observed that W > 1460 B typically degrades performance in the multi-hop
environment.  We start with CSMA, and get zero throughput for the (0-7) connection.

Table 8. Throughput (Kbps) in String Topology, W = 1460 B

TCP
Connection

0-1 1-2 2-3 3-4 4-5 5-6 6-7 0-7 Total
Throughput

CSMA 358.7 20.6 811.3 960.7 21.8 0.0 1630.1 0.0 3803.3
FAMA 334.2 437.5 336.9 147.0 834.0 248.9 387.7 0.1 2726.3

Similarly, in FAMA, we cannot get any significant throughput from 0 to 7.
In comparison with CSMA, we find the behavior of the single hop sources to be more
fair.  However, the aggregate throughput in FAMA is 2.7 Mbps, less than in CSMA
(3.8 Mbps).
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In an attempt to favor the 0 to 7 connection, we did increase its window to
32KB. This however had no positive effects, yielding results similar to those of Table
7.  In a separate set of experiments, we reduced the length of the multi-hop connection
from 7 hops (i.e. 0-7) all the way down to 2 hops (i.e., 2-4).  We were able to observe
significant traffic (111Kbps) only in the 2-4 case with CSMA.  Zero throughput was
yielded by FAMA even for the 2-4 connection.

In summary, the following lessons were learned from the TCP experiments
in heavy file transfer load: (a) large window has a negative effect especially on
CSMA; a window = packet size provides by far the best results; (b) the multi-hop
system is very prone to unfairness; (c) unfairness is particularly severe with respect to
multi-hop connections - no traffic gets through beyond two hops (when the network is
heavily loaded). (d) TCP typically improves fairness especially for FAMA (albeit at
the expense of throughput performance). TCP does not improve performance of
multihop connections, however.

5. Related Work

Simulation has been a widely used tool for performance evaluation of network
protocols and a number of universities and commercial tools have been developed.
For instance, a comprehensive survey of commercial products in this domain may be
found in the March 1994 IEEE  Communications Magazine.

A network simulator called NS (http://www-mash.cs.berkeley.edu/ns/) has
been developed and is being used to develop a Internet-scale simulator called VINT
(http://netweb.usc.edu/vint/). NS is primarily a transport-level simulator that supports
several flavors of TCP (include SACK, Tahoe and Reno) and router scheduling
algorithms.   Models can be described using a variation of the Tool Command
Language, Tcl. Efforts are underway also to include models of wireless protocols in
NS [Bakshi97]. To the best of our knowledge, none of the existing commercial or
widely used public domain network simulators exploit parallel simulation technology
for detailed simulations of very large networks.

Much of the existing research in parallel network simulation has been done
in the context of wired networks that include ATM networks, LAN simulators, and
interconnection networks for parallel computers [Holvoet97] [Clearly96] [Martini97]
or for cellular networks [Carothers94].  Wireless and wired networks differ in
fundamental ways: for example, the signal interference and attenuation concerns are
inherently more complicated and typically more computationally intensive for
wireless mediums than for wired mediums. Also, the broadcast nature of wireless
radio transmission makes communication topology in simulation models relatively
denser than for an equivalent wired network.

6. Conclusion

The design of ad hoc networks presents unique challenges that involve tradeoffs at
multiple levels and there is clear benefit to the evaluation of interactions among the
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wireless protocol layers. Most of the studies so far have focused on a single layer,
using abstracted or approximate models of the remaining layers/protocols.

We have developed a modular and scalable simulation environment, called
GloMoSim, to evaluate end-to-end performance of large wireless networks.
GloMoSim is designed as a set of library modules, each of which simulates protocols
within a specific layer of the communication stack.  Common APIs have been
specified between neighboring layers on the protocol stacks. This allows rapid
composition of models for the entire stack and facilitates consistent comparison of the
performance of a protocol at a given layer as a function of multiple alternatives at
another layer.

The paper has presented the results of a study on the interactions between the
TCP and MAC layers as a specific example of layer integration in a common
simulation model from the radio to the transport layers. In our study, we have shown
that some problems can be detected only if the full detail of the various layers is
reflected in the simulator.  Thus, we advocate the use of a modular simulation
platform which permits the desired degree of accuracy at each layer without a
significant deterioration in computation time.  In particular, our study showed the
clear impact of the window size in TCP on the throughput and fairness of  the
wireless connections and the significant impact of the specific MAC protocol that was
used at the MAC layer.  In the case where multihop connections compete with single
hop connections for the same bandwidth, we showed that the multihop connection
gets virtually zero throughput. This result suggests that an alternative form of per flow
scheduling (e.g., fair queuing) and link level error and loss recovery schemes must be
used to improve performance and fairness.

The set of simulation experiments reported in this paper used small networks
such that it was possible to both understand the results and identify the primary causes
for the observed behavior. We are now in the process of scaling up the simulations
models to larger configurations to determine if the effects are replicated in larger
networks.
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Abstract. When designing and deploying distributed systems it is necessary to
determine process activation policy. A process’s activation policy determines
whether it is persistent or should be created and terminated with each call. For
persistent processes the replication or threading levels must be decided.
Inappropriate replication/threading levels can lead to unnecessary queuing
delays for callers or an unnecessarily high consumption of memory resources.
The purpose of this paper is to present quantitative techniques that determine
appropriate process replication/threading levels. The results also provide
information that can be used to guide the choice of process activation policy.
Chosen replication levels are sensitive to the total number of customers using
the system and the portion of customers belonging to each class. The algorithms
presented consider all workload conditions, are iterative in nature, and are
hybrid mathematical programming and analytic performance evaluation
methods

1  Introduction

Distributed applications are composed of many classes of objects with instances that
interact to accomplish common goals. With the distributed object programming model
there are many decisions that must be made with regard to the composition of objects
into processes; replication, threading and activation policies for the processes; and the
distribution of processes across nodes in a target environment. The results of these
decisions affect the performance and hence the Quality of Service (QoS) of the
resulting system.  Quantitative techniques are needed to support this decision-making
process and to determine the policies that capture these decisions.

In many midware platforms, for example CORBA based environments [9], servers
can be persistent or created on demand and then terminated.  Those servers that are
used frequently should be persistent to minimize startup overheads.  If the objects
within a persistent server are reentrant, their server process can be multithreaded.
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Threading level is limited by both operating system and software constraints [4]. For
example an operating system configuration may limit the number of file descriptors
used by a server process’s connections to 64.  A threading limit would therefore be
64.  When an object’s method is a critical section it must not be used by more than
one thread at a time and its threading limit is 1.  The memory associated with a thread
is in use until its current method’s demands are satisfied.  In systems with layers of
server processes, these demands include visits to local processors and disks but also
include visits to the methods of other objects that may reside in other processes that
are geographically distant. Other objects cannot use the thread and its memory until
its method completes.  Thus nested software demands and queuing delays affect
memory consumption and required threading levels. Furthermore visits to methods in
distant locations can take orders of magnitude longer than the sum of local processor
and disk demands.

The algorithm presented in this paper gives estimates for the maximum replication
or threading levels required for processes with respect to given software and device
utilization limits. Replication beyond this point does not improve user response time.
Additional customers simply substitute their delay for access to the process with
delays for access to other resources. There is no gain for the accepted customer. On
the negative side, the customer may acquire other resources such as memory or
database locks that have a negative impact on the already accepted customers.
Computing the maximum replication or threading level for a process depends on both
the total number of customers in the system and the fraction or mix of customers
belonging to each class. The algorithms consider all population mixes for customer
classes possible under the design constraints and take into account queuing delays for
software entities and devices.

Process replication and threading levels are related to the maximum utilization level
of the processes. The utilization of a process is the percentage of time it is busy and
can be interpreted as the average number of instances of the process or its threads that
are active.  The aggregate utilization of a process can be greater than one for
replicated or multithreaded processes. To compute the maximum process utilization, it
is necessary to consider both the workload mix(es) that cause the maximum to occur
and the mean object response times for the mix(es). Non-linear programming (NLP)
techniques are presented that choose the workload mixes of most interest. Analytic
queuing models are used to estimate mean object response times. The combined
models are then used to study a system with constraints on device utilization.

The following papers have motivated the proposed algorithms.  [1-2] describe an
asymptotic bounds analysis technique that determines the workload mixes that cause
combinations of devices to saturate.  This approach was applied to a Software
Performance Engineering case study [4] to estimate maximum object utilization in
distributed application systems.  However the technique considers only asymptotic
conditions under which combinations of devices are saturated and is limited to three
classes of requests. We consider an arbitrary number of classes and non-asymptotic
conditions, as well.  [7] introduces Mean Value Analysis (MVA) for studying the
queuing delays of application requests that compete for devices.  MVA has been
adapted to support Layered Queuing Models (LQMs) that take into account
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contention for software as well as hardware [8, 10].  These techniques are used to
estimate the mean response times of methods and processes in distributed application
systems.  They take into account the nested demands and queuing delays that affect
required threading levels.

The outline of the paper is as follows.  Section 2 describes the problem of
determining maximum process utilization as a NLP model. In the NLP model, the
process utilization is the objective function and the device utilization limits act as
constraints. A control algorithm is given in Section 3 that integrates the NLP with
LQMs and the Method of Layers [8] to evaluate the process utilization and discover
its maximum over all workload conditions.  Section 4 shows how the results can be
interpreted and used for planning replication and activation policy for distributed
application systems. A summary and description of future work are given in Section
5.

2 Process and Object Utilization in a Multi-Class Distributed
System

This section develops the notion of object utilization and describes the problem of
finding an object’s maximum utilization in a system constrained by device utilization
limits. The notation describes the model and the subsequent algorithms in terms of
classes of objects and their use of devices and other objects.  Each process supports
one class of objects. As a result, process utilization is described as object utilization.
However, the proposed technique is not limited in this way.

2.1 Performance Models for Distributed Applications and Object Utilization

Consider a set of requests that are expected to affect performance most.  Each class of
request c makes use of a collection of objects with methods that interact with one
another.  For each class of requests c the response time of an object used by a request
includes its own direct demands and queuing delays at its node’s devices and its
nested demands and queuing delays for access to the methods of the other objects that
it visits synchronously. Thus, the average response time Rc

o, of an object o for a
request of class c can be expressed as:
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where:
� Ko  is the number of devices at object o node;
� Dc

io is  the mean object o demand at device i for a class c request;
�  Wc

io is the mean waiting time of object  o at device i for a class c request;
� Oo is the set of objects visited synchronously by object  o;



18 M. Litoiu, J. Rolia, and G. Serazzi

� Vc
o,p  is the number of visits from object  o to object p  by a class c request;

� Rc
p  is the mean response time of object p when servicing a class c request;

� Wc
p  is the mean waiting time at object p when servicing class c requests.

Using the utilization law [6], object o utilization Uo is defined as:
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where
�  C is the number of request classes and Xc

 is the throughput of class c. We use Rc
o

instead of a demand value because it includes both software and device queuing
delays. The parameters of (1) and (2) are the input parameters for a system’s
corresponding Layered Queuing Model (LQM) and the results of performance
evaluation.

� Ko, Dc
io, Oo, Vc

o,p, are the input parameters of  LQM. Additionally, the system’s
LQM requires: application configuration parameters -- the number of replicates
and threading level of each process; workload conditions -- per-class think times Zc

and population vector N=(N1, N2 … Nc), where Nc is class c customer population;  
and execution environment policies -- device scheduling disciplines.

� Wc
io, Rc

p, Wc
p, Rc

o and Xc are outputs of a performance evaluation of the LQM.
Additional output values include per-class process, object, and device utilizations
and mean queue lengths.

[4] estimates maximum  object utilization under asymptotic conditions (with at
least one device saturated) with the assumptions of no device or software queuing
delays.  In the presence of one or more saturated devices in the system, throughputs
become constant and are determined by the saturated devices.  Response times
become linear with respect to the number of customers in the system.  Since the object
utilization components at the bottleneck devices become dominant, the total
utilization of an object in the presence of the saturated devices may be considered
linear. However, we are interested in studying systems under non-asymptotic
conditions and hence non-linear conditions as well. When queuing is taken into
account the waiting times at devices and software entities are nonzero. Furthermore
they are non-linear with increasing numbers of customers submitting requests.  This
cause objects utilization to be non-linear with respect to the number of customers as
well and motivates the need for NLP techniques.

2.2  An Objective Function for Object Utilization

We assume there are no threading limits for an object o, but there are limits imposed
on device utilization.  More general constraints are easily introduced and are
described in Section 2.4.

The total utilization Uo of an object o is the sum of per-class object utilizations:

Uo=Uo1+Uo2 + ....+UoC (3)

where Uoi is the utilization of object  o  per  class i.
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We want to find the maximum utilization of the object o such that device
utilizations are less than or equal to their specified bounds. The problem can be
expressed for an object o as a non-linear programming problem as follows:

                                   Max           Uo=Uo1+Uo2+ .... +UoC

subject to   k
C

c
kck bUU ≤= ∑ =1

                           Ukc � 0,   � k � K, � c� C

(4)

where C and K are the sets  of classes and devices (with cardinalities K and C,
respectively),  Uk is the total utilization of device k, Ukc is the utilization of device k
by requests of class c, and bk is the maximum permitted utilization of device k,
referred to as the device k utilization limit. With our notation the use of o as a
subscript of U implies a software object o’s utilization, and should be distinguished
from the Ukc terms. Assuming that we know how to solve (4), the solution of this NLP
model gives maximum object utilization and request class utilization of devices that
cause object o’s utilization to reach its maximum within the feasible space imposed
by the constraints.  The latter is described by U+=(U+

11, U+
21, U+

31,…, U+
12, U+

22,  
U+

32,…).
We now re-express the problem to introduce the object response time Rc

o into the
NLP model. For the time being we assume the Rc

o for all the system’s objects are
known by solving the corresponding LQM, but discuss their relationship to the NLP
model in the next section when the queuing models are discussed in more detail.

Using the utilization law, the utilizations of an object o and a device k by a class c
request is

Uoc = Xc R
c
o   and Ukc=XcDkc  ; o�O; k�K (5)

where O denotes the set of all objects in the distributed system.
The total utilization of object o is:

Uo = X1R
1
o+X2R

2
o +  .... + XCR

C
o (6)

The total utilization of device i is:

Ui=X1Di1+X2Di2 +  .... + XCDiC (7)

Within a customer class, the forced flow law [6] gives the following relations among
utilization and demands:

Uic/Ujc=Dic/Djc  �i, j� K, � c � C (8)

Uic/Ujc=Dic/Rjc  �i � K, �j� O, � c � C (9)

Assuming that there exists a device r shared by all classes (for example a shared
network), and taking this device as reference, we have:

Ujc=Urc Djc / Drc  ; �  j � K; � c � C; and (10)
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Uoc=Urc R
c
o / Drc  ; � o �  O; � c � C (11)

Thus, using device r as reference, we can rewrite (4) as:

Max           Uo=Ur1 R
1
o/Dr1 +Ur2 R

2
o/Dr2 + .... +UrC R

C
o/DrC

                subject to  k
C
c rcrckck bUDDU ≤= ∑ =1 )/(

                                       Ur1,Ur2,....UrC �0

(12)

The solution of this problem gives U+
r  =(U+

r1, U
+

r2, … ,U+
rC) from which we can deduce  

U+ using (10). Note that U0 is a non-linear function since Rc
o depends on  

Ur  =(Ur1,…,UrC) in a non-linear manner. Non-linear programming techniques are  

required to solve (12). The convex simplex method [3] can be used to solve (12), with
Ur1,…,UrC  as decision variables. To secure a unique solution to (12) the decision
variables should be continuos and object utilization should be convex with regard to
decision variables. In section 3 we will show that our NLP model fulfills these
conditions.

2.3 Software Constraints

The constraints we introduced so far are linear with respect to per class utilization of a
reference device. Sometimes, it is necessary to express software constraints: limits for
a method’s total utilization to introduce a critical section; a process’s total utilization
to express a file descriptor limit; or process or device utilization by class for quality of
service management. These software constraints are non-linear with respect to the per
class device utilizations that we chose as control variables. As long as the utilization
limits specified by the software constraints are never met, it is not necessary to
include them as NLP constraints. Their non-linear influences are reflected in the
analytic queuing model and henceforth captured by the objective function. If these
limits can be reached, the software under consideration can become a bottleneck and
can affect the entire NLP problem, which becomes a non-linear program with non-
linear constraints.

Changing the software to avoid the software bottlenecks is the first choice for the
performance engineering process. If it is possible to do this, as mentioned above, the
software constraints will have no impact on NLP problem. However, if it is not
possible, then we suggest the following strategies:
� Change the problem by reducing the device utilization limits (bk) so that the

software utilization limits are never reached
� Take an optimistic approach and just ignore the software constraints. This strategy

will yield overestimated utilization for the object under scrutiny.
� Solve the NLP with non-linear constraints. This requires the use of techniques from

the non-linear programming literature [3] to be closely integrated with analytic
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models to compute the intermediate values of the objective function.
Unfortunately, it comes with a high computational cost.

The following sections do not consider software constraints further. Note that the
analytic queuing models always take into account software utilization limits when
computing object response times and it is possible to recognize if there are software
bottlenecks. Proper treatment of these software constraints in the NLP improves the
study of workload mix.

3 Algorithm for Finding Maximum Object Utilization

This section presents an iterative technique that integrates the non-linear
programming results with a queuing analysis to estimate Rc

o and a searching technique
to find the maximum object utilization and the workload conditions that cause this
maximum.  The model of Section 2 assumed that the decision variables Ur   = (Ur1, Ur2,  

…UrC), are reachable and continuous. This is achievable by allowing the customer
population vector N=(N1, N2 … NC) to take continuous and real values. This technique  
assumes the system under study has a corresponding Layered Queuing Model (LQM)
and that the model is solved using the Method of Layers [8].  The MOL breaks the
LQM into a sequence of two level submodels that can be solved iteratively using
MVA techniques. Residence time expressions have been developed that consider the
kinds of interactions that arise in distributed applications. For example, synchronous
and asynchronous communications, multi-threading, and processes that contain many
objects with many methods. Neither MVA nor the MOL introduce discontinuities
with regard to the input variables N=(N1, N2 … NC) within the feasible space.  

To secure a unique solution for (12), object utilization must be convex within the
feasible space with regard to decision variables. The convex property follows from
continuity and monotone-properties of object utilization with regard to per class
utilization at a chosen device r.  Continuity is secured by the lack of discontinuity
points in MVA and MOL with respect to each Nc. The proof of these two properties is
out of the scope of this paper.

3.1 The Search Algorithm under Non-Asymptotic Conditions

When solving (12), we assume that the think times associated with each request class
are fixed. Also, initial threading levels for processes are set to the sum of the
populations of the request classes to ensure they cannot cause queuing delays. The
following algorithm is used to determine the find the maximum utilization for an
object o. The results provide the population vector N=(N1, N2 … Nc) under which Uo is  
a maximum when we are on the boundary of the feasible space:
1. Formulate (12), with an initial estimate of  Rc

o that does not include waiting times
2. Choose an initial point in the feasible utilization space that gives an initial  Ur  .  

3. Using the simplex algorithm choose a new value  U*
r   to increase Uo  
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4. Repeatedly solve the system’s LQM using the MOL to get an N that causes  U  *
r    

and provides a new estimate for Rc
o

5. Repeat steps 3 to 4 until Ur   can not change without decreasing Uo.  

Step 1 follows from Section 2.1 and 2.2 and is not described further. For Step 2, we
choose to set the per-class device utilizations to zero. Step 3 is an application of the
simplex algorithm.  It finds the search direction in utilization space by establishing a
new goal for Ur  , namely U  

*
r  .  The search path is based on pivoting using natural and  

slack utilization variables by computing numeric estimates for the partial derivatives
of U0 from the MOL results. Once a search direction is found, the new value for Ur   is  

computed by a line search method between the current value and the maximum value
given by the constraints of (12).

Step 4 iteratively applies the MOL with a hill climbing algorithm; it searches for
the customer population N that achieves U  *

r  .  To ensure the reachability of U  
*
r   , the  

components of N are real values.  The algorithm is described as follows.  
From an initial population at the 0-th iteration N0 = (N0

1 N
0
2 ,…,N0

C ),  for example  
the zero vector, we search toward the target point U*

r   with the throughput vector  

(X*
1,…,X*

C) = (U*
r1/Dr1,…..,U*

rC/DrC) by varying class population and solving the LQM.
With each solution of the LQM we have new estimates for Rc

o and Uo.

3.2  Case Study, an Internet Application

For a concrete example, we introduce the following personnel application. Users
interact with the application via a browser. The browser interprets Java applets that
interact with a database on the Server Node (Figure 1).  The application has two
classes of requests that are submitted frequently and are expected to dominate system
performance: query request: a query returns information about an employee; update
request: an update modifies some fields of a personnel record.

Figure 1. Personnel application

The example considers three objects: Browser on the Client Node, and Employee
and Database on the Server Node. The Employee and Database objects reside in the
2d Tier and Server processes respectively.  Table 1 gives the total CPU and disk
demands of each request and demands per object per request.  The query and  update
requests are denoted as classes with subscripts 1 and  2, and the devices with indices
1, 2, and 3 respectively (as indicated in the first column). In the model per-class think
times are 5 seconds.

DISK2CPU2

Client Node

Client
Browser

CPU1

Server Node

Employee
2d- Tier

Database
Server
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Table 1. Total request demands and object demands per request (milliseconds)

Query
class 1

Update
class 2

Browser/
query

Browser/
update

Employee
/ query

Employee/
update

Database/
query

Database/
update

CPU1  (Device 1) D11=20 D12=10 20 10 0 0 0 0
CPU2 (Device 2) D21=50 D22=70 0 0 30 40 20 30

DISK2 (Device 3) D31=64 D32=56 0 0 0 56 64 0

Assume that the maximum permitted utilization of the devices 2 and 3 are 0.8 and
0.9.  For an object o we want to find the maximum utilization of o such that the
constraints are satisfied with respect to our chosen reference device CPU2(device 2).
Using the demands from Table 1, the equation (12) becomes:

Max          U21 R
1
o/50 +U22 R

2
o/70

Subject to
                U21 + U22 = 0.8
               (64/50)U21 + (56/70) U22 = 0.9
                U21, U22 � 0

(13)

Figure 2. The feasibility region of the Personnel application.  ABDC denotes the feasible area
and AB and BE are the search directions for maximum utilization of the Employee object.

Figure 2 shows a geometrical representation of the feasibility space for the objective
function of our example. It is obtained by intersecting the half spaces Ui� bi. Ui=bi are
hyper-planes that bound the feasible space. Object Employee reaches its maximum
utilization at the point E, while the object Database reaches its maximum utilization
at the point D.  The objects’ total utilization for the points C, D, E, B and the number
of customers in each class that cause these utilizations are presented in Table 2. Points
B and C correspond to workload mixes that include only one type of request.  The
maximum object utilizations for this example are caused by mixes of the requests that
are obtained from the solution of the NLP problem.

E

C
U21

UEmployee

A

B

D

U22

U2=0.8

U3=0.9
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Table 2. Maximum object utilizations and the request class populations that causes them

B
N=(78,  0)

D
N= (63,19)

E
N=(33,40)

C
N=(0,63)

Employee 1.34 3.44 3.9 3.7
Database 7.6 9.8 7.0 5.3

4  Using Object Utilization to Define Activation Policy

Replication and activation policies are closely related to the maximum object
utilization.  A process has utilization that is the sum of its object’s utilization. In
general, processes with maximum utilization near zero need not be active. Depending
on the request arrival distribution, the activation policy should be shared server (in
which one instance of the object is shared by all requests) or server per request (an
instance of the object is activated for each request). The latter may be more
appropriate if arrivals come in bursts and the startup overheads are low. Terminating a
process permits the allocation of system resources to other low frequency processes.
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Figure 3.  Query response time versus the Database threading level and number of customers;
( t1,t2) denotes the number of threads of Database and Employee objects. N1 denotes the
number of customers of class 1 query.

Processes with maximum utilization much greater than zero should be active. For
these entities, replication and threading levels must be decided. The maximum
utilization gives the appropriate replication levels.  If the replication levels are lower
than maximum utilization, the customer response times are higher than necessary; if
they are beyond the maximum utilization, more memory may be used but there is no



Designing Process Replication and Threading Policies: A Quantitative Approach 25

improvement in customer response times. Secondary effects from paging overheads
may degrade performance. In the following paragraphs we show the impact of
threading level for Database and Employee objects on query response times.
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Figure 4. Query response time versus the Employee threading level and the number of
customers; (t1, t2) denote the number of threads of Database and Employee objects. N1 denotes
the number of customers of class 1.

Figure 3 and Figure 4 show the query response times versus total number of
customers in the system and the threading level for the Database and Employee
objects. The total number of customers varies from 10 to 82 by keeping the
population of the two classes at a constant ratio 63/19.  This corresponds to point D in
Figure 2 (see Table 2). In the figures the threading level of one of the objects is kept
at its maximum value (4 and 10 respectively) while varying the threading level at the
other object.

It is clear from the figures, that too few threads yield high response times since
requests suffer queuing delays at the process of the object.  Furthermore, more than
the maximum number of threads does not improve customer request response times.
From Figure 3 and Figure 4, the maximum numbers of threads are 10 and 4. The
values predicted using the algorithm of Section 3 were 9.8 and 3.9 respectively (see
Table 2).  In Figure 3, when we chose the threading levels to be (12,4) the mean
response times under high loads are not lowered. Similarly in Figure 4, when we
choose threading levels of (5,10) there is no improvement in mean response times
under high loads. Corresponding queueing delays are simply incurred at devices or
other software servers.
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5 Summary and Future Work

A method for deciding process replication and activation policies was presented. The
method computes the maximum process utilization under design and implementation
constraints.  These values are used to decide whether a process should run
continuously, and if so to estimate its replication or threading level. The technique
makes use of non-linear programming and analytic performance modeling techniques
and takes into account both software and hardware queuing delays under all workload
conditions.

This information is particularly important when the maximum utilization of an
object exceeds licensing, software design, operating system constraints. Under these
conditions a software bottleneck can occur that affects the performance of customer
requests and hence QoS.

Future work includes the development of algorithms for automating the study of
object placement, replication and threading, and activation policy to achieve scaleable
distributed application systems.
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Abstract. Several tools have been developed for the estimation of soft-
ware reliability. However, they are highly specialized in the approaches
they implement and the particular phase of the software life-cycle in
which they are applicable. There is an increasing need for a tool that
can be used to track the quality of a software product during the soft-
ware development process, right from the architectural phase all the way
up to the operational phase of the software. Also the conventional tech-
niques for software reliability evaluation, which treat the software as
a monolithic entity are inadequate to assess the reliability of hetero-
geneous systems, which consist of a large number of globally distribu-
ted components. Architecture-based approaches are essential to predict
the reliability and performance of such systems. This paper presents
the high-level design of a Software Reliability Estimation and Prediction
Tool (SREPT), that offers a unified framework containing techniques (in-
cluding the architecture-based approach) to assist in the evaluation of
software reliability at all phases of the software life-cycle.

1 Introduction

Software is an integral part of many critical and non-critical applications, and
virtually any industry is dependent on computers for their basic functioning. As
computer software permeates our modern society, and will continue to do so in
the future, the assurance of its quality becomes an issue of critical concern. Tech-
niques to measure and ensure reliability of hardware have seen rapid advances,
leaving software as the bottleneck in achieving overall system reliability.

Various approaches based on the philosophies of fault prevention, fault remo-
val, fault tolerance or fault/failure forecasting techniques have been proposed to
achieve software reliability and many of these techniques have been abstracted
into tools. The problem with applying such tools effectively towards improving
the quality of software is that these tools are highly specialized in the approaches
they implement and the phase of the software life-cycle during which they are
� Supported in part by a contract from Charles Stark Draper Laboratory and in part
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applicable. There is thus a need for a tool that can track the quality of a software
product and provide insights throughout the life-cycle of the software. The high
level design of such a tool which provides a unified framework is presented in
this paper.

The rest of the paper is organized as follows. In the next section we provide
the motivation for a new tool. Section 3 presents the high-level design of SREPT.
Section 4 provides an illustration of the use of SREPT in estimating software
reliability. Section 5 concludes the paper.

2 Motivation

For state of the art research efforts to become best current practices in the
industry, they ought to be made available in a systematic, user-friendly form.
This factor has motivated the development of several tools for software reliability
estimation. These tools can be broadly categorized as :

– Tools which use static complexity metrics at the end of the development
phase as inputs and either classify the modules into fault-prone or non-
fault-prone categories, or predict the number faults in a software module.
An example of such a tool is the Emerald system [5].

– Tools which accept failure data during the functional testing of the software
product to calibrate a software reliability growth model (SRGM) based on
the data, and use the calibrated model to make predictions about the future.
SMERFS, AT&T SRE Toolkit, SoRel and CASRE [6] are examples of such
tools.

The Emerald system [5] uses the Datrix software analyzer to collect about 38
basic software metrics from the source code. Based on the experience in assessing
previous software products, these metrics are used to identify patch-prone modu-
les. The Emerald system can thus be used to determine the quality of a software
product after the development phase, or pre-test phase. However it does not
offer the capability of obtaining predictions based on the failure data collected
during the testing phase. On the other hand, tools [6] like SMERFS, AT&T SRE
Toolkit, SoRel, CASRE [11] can be used to estimate software reliability using
the failure data to drive one or more of the software reliability growth models
(SRGM). However they can only be used very late in the software life-cycle,
and early prediction of software quality based on static attributes can have a
lot of value. Techniques to obtain the optimal software release times guided by
the reliability estimates obtained from the failure data have also been encap-
sulated in tools like ESTM [14], [15]. But once again, ESTM addresses only a
particular problem (though very important) in the software life-cycle. Though
some of the conventional techniques are available in the form of tools, these tech-
niques have been shown to be inadequate to predict the reliability of modern
heterogeneous software systems. System architecture-based reliability prediction
techniques have thus gained prominence in the last few years [7], [16]. Presently
there exists no special purpose tool for architecture-based analysis. The above
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factors highlight the need for a new tool for software reliability estimation and
prediction to overcome the limitations of existing tools.

3 Design and Architecture of SREPT

This section presents the high-level design of SREPT. The block diagram in
Fig. 1 depicts the architecture of SREPT. As can be seen from the figure, SREPT
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supports the black-box-based and the architecture-based approaches to software
reliability prediction.
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3.1 Black-Box Based Approaches

Black-box based approaches treat the software as a whole without considering its
internal structure. The following measures can be obtained to aid in black-box
predictions -

Complexity metrics - These include the number of lines of code, number of
decisions, loops, mean length of variable names and other static attributes of
the code.

Test coverage - This is defined to be the ratio of potential fault-sites exercised
(or executed) by test cases divided by the total number of potential fault-sites
under consideration [4].

Interfailure times data - This refers to the observed times between failures when
the software is being tested.

When complexity metrics are available, the total number of faults in the
software can be estimated using the fault density approach [8] or the regression
tree model [9]. In the fault density approach, experience from similar projects in
the past is used to estimate the fault density (FD) of the software as,

FD =
total number of faults

number of lines of code
. (1)

Now, if the number of lines of code in the software is NL, the expected number
of faults can be estimated as,

F = NL ∗ FD . (2)

The regression tree model is a goal-oriented statistical technique, which attempts
to predict the number of faults in a software module based on the static comple-
xity metrics. Historical data sets from similar past software development projects
is used to construct the tree which is then used as a predicting device for the
current project.

Interfailure times data obtained from the testing phase can be used to para-
meterize the ENHPP (Enhanced Non-Homogeneous Poisson Process) model [4]
to obtain estimates of the failure intensity, number of faults remaining, reliability
after release, and coverage for the software.

The ENHPP model provides a unifying framework for finite failure software
reliability growth models [4]. According to this model, the expected number of
faults detected by time t, called the mean value function, m(t) is of the form,

m(t) = a ∗ c(t), (3)

where a is the expected number of faults in the software (before testing/debugging
begins), and c(t) is the coverage function. Table 1 shows the four coverage func-
tions that the ENHPP model used by SREPT provides by default to reflect four
types of failure occurrence rates per fault. Given the sequence of time between
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failures (t1, t2, . . .) the object is to estimate two or more parameters of the chosen
model(s). Commonly, one of these parameters is the expected number faults in
the program (before testing/debugging begins), denoted by a, as in Equation (3).

Table 1. Coverage functions and parameters estimated

Coverage Function Parameters m(t) Failure Occurrence Rate
per fault

Exponential a, g a(1 − e−gt) Constant
Weibull a, g, γ a(1 − e−gtγ

) Increasing/Decreasing
S-shaped a, g a[1 − (1 + gt)e−gt] Increasing
Log-logistic a, ω, κ a (ωt)κ

1+(ωt)κ Inverse Bath Tub

By explicitly incorporating the time-varying test coverage function in its
analytical formulation (m(t) = a ∗ c(t)), the ENHPP model is capable of hand-
ling any general coverage function and provides a methodology to integrate test
coverage measurements available from the testing phase into the black-box mo-
deling approach. The user may supply this as coverage measurements at different
points in time during the testing phase, or as a time-function. This approach,
combining test coverage and interfailure times data is shown in Fig. 1.

The framework of the ENHPP model may also be used to combine the esti-
mate of the total number of faults obtained before the testing phase based on
complexity metrics (parameter a), with the coverage information obtained du-
ring the testing phase (c(t)). This is also shown in Fig. 1.

The ENHPP model can also use interfailure times from the testing phase to
obtain release times (optimal time to stop testing) for the software on the basis
of a specified release criteria. Release criteria could be of the following types -

– Number of remaining faults - In this case, the release time is when a fraction
ρ of all detectable faults has been removed.

– Failure intensity requirements - The criterion based on failure intensity sug-
gests that the software should be released when the failure intensity measured
at the end of the development test phase reaches a specified value λf .

– Reliability requirements - This criteria could be used to specify that the
required conditional reliability in the operational phase is, say Rr at time t0
after product release.

– Cost requirements - From a knowledge of the expected cost of removing a
fault during testing, the expected cost of removing a fault during operation,
and the expected cost of software testing per unit time, the total cost can
be estimated. The release time is obtained by determining the time that
minimizes this total cost.

– Availability requirements - The release time can be estimated based on an
operational availability requirement.
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The ENHPP-based techniques described above assume instantaneous debug-
ging of the faults detected during testing. This is obviously unrealistic and leads
to optimistic estimates. This drawback can be remedied if the debugging rate
(repair rate) can be specified along with the failure intensity. SREPT offers
two approaches to analyze explicit fault removal - state-space method [17] and
discrete-event simulation.

In the state-space approach, SREPT takes the failure occurrence and de-
bugging rates to construct a non-homogeneous continuous time Markov chain
(NHCTMC) [3]. The solution of the NHCTMC is obtained using the SHARPE
[12] modeling tool that is built into SREPT. The solution of the NHCTMC using
SHARPE will enable estimates of failure intensity, number of faults remaining,
and reliability after release to be obtained. The effect of different debugging rates
can be studied by specifying the rates accordingly [17]. For example, debugging
rates could be constant (say μ), time-dependent (say μ(t)), or dependent on the
number of faults pending for removal.

The discrete-event simulation (DES) approach offers distinct advantages over
the state-space approach -

– DES accommodates any type of stochastic process. The state-space method
is restricted to NHCTMCs with finite number of states, since a numerical
solution of the Markov chain is required.

– Simulation approaches are faster for large NHCTMC’s that could be very
time-consuming to solve using numerical methods.

– The number of states in the Markov chain increases dramatically with an
increase in the expected total number of faults in the software. SHARPE
imposes restrictions on the number of states in the Markov chain and hence
the maximum number of faults possible. DES imposes no such restrictions.
But DES requires a large number of runs in order to obtain tight confidence
intervals.

3.2 Architecture Based Approach

The second approach to software reliability supported by SREPT (from Fig. 1) is
the architecture-based approach. Architecture-based approaches use the internal
control structure of the software [7] to predict the reliability of software. This
assumes added significance in the evaluation of the reliability of modern soft-
ware systems which are not monolithic entities, but are likely to be made up of
several modules distributed globally. SREPT allows prediction of the reliability
of software based on :

Architecture of the Software. This is a specification of the manner in which
the different modules in the software interact, and is given by the intermodular
transition probabilities, or in a very broad sense, the operational profile of the
software [13]. The architecture of the application can be modeled as a DTMC
(Discrete Time Markov Chain), CTMC (Continuous Time Markov Chain), SMP
(Semi-Markov Process) or a DAG (Directed Acyclic Graph) [3], [18]. The state
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of the application at any time is given by the module executing at that time,
and the state transitions represent the transfer of control among the modules.
DTMC, CTMC, and SMP can be further classified into irreducible and absorbing
categories, where the former represents an infinitely running application, and the
latter a terminating one. The absorbing DTMC, CTMC, SMP and DAG can be
analyzed to give performance measures like the expected number of visits to a
component during a single execution of the application, the average time spent
in a component during a single execution, and the time to completion of the
application.

Failure Behavior. This specifies the failure behavior of the modules and that
of the interfaces between the modules, in terms of the probability of failure (or
reliability), or failure rate (constant/time-dependent). Transitions among the
modules could either be instantaneous or there could be an overhead in terms
of time. In either case, the interfaces could be perfect or subject to failure, and
the failure behavior of the interfaces can also be described by the reliabilities or
constant/time-dependent failure rates.

The architecture of the software can be combined with the failure behavior
of the modules and that of the interfaces into a composite model which can then
be analyzed to predict reliability of the software. Various performance measures
such as the time to completion of the application, can also be computed from
the composite model. Another approach is to solve the architecture model and
superimpose the failure behavior of the modules and the interfaces on to the
solution to predict reliability. This is referred to as the hierarchical model.

SREPT also supports architecture-based software reliability evaluation using
discrete-event simulation as an alternative to analytical models. Discrete-event
simulation can capture detailed system structure, with the advantage that it is
not subject to state-space explosion problems like the analytical methods.

4 Illustration

This section gives some examples of the use of SREPT in estimating software
reliability. Fig. 2 shows a snapshot of the tool if the ENHPP engine is cho-
sen. Among the details of the tool revealed in this snapshot are - a means of
specifying the type of input data (which can be one of interfailure times data
only, interfailure times and coverage data, or estimated # faults and coverage
data). In the snapshot, it has been specified that the input to the ENHPP engine
will consist of interfailure times data only. The user can then choose one of the
coverage functions offered by the ENHPP model to estimate the reliability as
well as other metrics of interest. The snapshot shows the Exponential coverage
function. When asked to “estimate”, the tool then brings up a window with sug-
gested initial values of the parameters of the selected model. The convergence
of the numerical routines depends largely on the initial guesses, and hence by
changing the initial guesses using this window, the user can control it. The re-
sults of the estimation including the expected number of faults in the software,
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the estimated model parameters, and the mean value function are printed in the
“Messages” area.

Fig. 3 shows a snapshot of the plot of the mean value function. The figure
indicates that initially no faults have been detected, and as time (testing) pro-
gresses more and more faults are expected to be detected. Other metrics that can
be plotted include the failure intensity, faults remaining, reliability after release
(conditional reliability) and the estimated coverage. Release times can now be
obtained based on release criteria.

SREPT also allows the user to let the ENHPP engine determine the best mo-
del for the given interfailure times data. This is done on the basis of a goodness-
of-fit, u-plot and y-plot [10]. Other interfaces will enable the user to access the
different techniques supported by SREPT.

Fig. 2. Choosing the ENHPP engine of SREPT

5 Conclusion

In this paper we presented the high-level design of a tool offering a unified frame-
work for software reliability estimation that can be used to assist in evaluating
the quality of the overall software development process right from the architec-
tural phase all the way up to the operational phase. This is because the tool
implements several software reliability techniques including complexity metrics-
based techniques used in the pre-test phase, interfailure times-based techniques
used during the testing phase, and architecture-based techniques that can be
used at all stages in the software’s life-cycle. Architecture-based techniques are
being implemented in a tool in a systematic manner for the first time. SREPT
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Fig. 3. Plot of the mean value function from the ENHPP engine. The actual number of
faults detected is represented by the irregular curve and is derived from the interfailure
times data supplied

also has the ability to suggest release times for software based on release cri-
teria, and has techniques that incorporate finite repair times while evaluating
software reliability. The tool is expected to have a widespread impact because
of its applicability at multiple phases in the software life-cycle, and the incorpo-
ration of several techniques in a systematic, user-friendly form in a GUI-based
environment.
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Abstract. This paper discusses software reusability strategies for per-
formance and reliability modeling tools. Special emphasis is on web-
embedded tools, and the potential interaction between such tools. We
present the system analysis tools (SAT) application programming in-
terface, which allows for quickly embedding existing tools in the web,
and generally simplifies programming analysis tools by structured reuse.
We also introduce the FREUD project, which has as primary aim to
establish a single point of access to a variety of web-enabled tools. In
addition, FREUD facilitates configurable web tools by allowing a user
to select from the registered modeling formalisms, solvers and graphics
tools, and by providing glue between the tools through scripting. We will
argue that this form of reuse is particularly suitable for performability
modeling tools because of their predictable usage pattern.

1 Introduction

As witnessed by the contributions to the series of workshops on performance
tools [23], the last decade has seen a proliferation of software support for model-
based analysis of system reliability, performance and performability. Most soft-
ware tools, however, support only the modeling formalism or solution methods
under investigation, and do not provide a software platform that support future
development of similar tools (possibly by other developers). As a consequence,
practice shows that similar but incompatible software is being developed at va-
rious places, with only limited cross-fertilization through reuse.

The current status of software design and development methodology, and its
deployment in the field, seems to create opportunities for some major changes
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in this situation. First of all, readily available software packages like Tcl/Tk or
Java’s abstract windowing toolkit, already significantly simplify the program-
ming of user interfaces. In addition, methodology underlying software develop-
ment and reuse becomes more and more widely accepted [28], like that of com-
ponents [17,31], coordination [11,22], frameworks [8] and patterns [10]. Based on
these developments, we discuss in this paper domain-specific opportunities for
reuse in the area of performance and reliability modeling tools.

Recently, there have been the first developments in the direction of providing
programming interfaces for performability tools. The generic net editor system
AGNES, developed at the TU Berlin is the first major effort we know of [20,32].
It provides the necessary C++ classes to create front-ends for tools in the style
of TimeNet [12], UltraSAN [30], DyQNtool [15], GISharpe [26], and the like. In
the SAT application programming interface (earlier introduced in a hand-out
[18]), we provide a subset of the functionality of AGNES, in Java. The SAT
API also includes reusable software for creating web-enabled tools, and we will
discuss this effort in more detail in this paper. Another recent development is
the Mobius Java-based framework developed at the University of Illinois [29].
It takes things one step further than AGNES and SAT in that it also provides
reusable software for algorithms, such as state-space generation algorithms.

Certainly other tool developers have considered forms of reuse, but the above
are the ones we know off where software is designed with as a primary purpose
to assist (other) tool developers with future projects. Of particular interest is the
development of generic languages that can be used for specifying a variety of mo-
del formalisms, or can be used to interface with a variety of solvers. Examples are
the FIGARO workbench [2] developed at Electricité de France, or the SMART
language developed at the College of William and Mary [5]. However, languages
are only potential (but very important and far reaching) enablers for software
reuse, they do not deal with the software architecture itself. Similarly, the very
successful efforts in the scientific computing community to provide standard im-
plementations and templates for numerical algorithms are reuse enablers, and
must be complemented by software solutions [3].

In this paper we discuss two complementary approaches to reuse we follo-
wed in providing performability tools over the web. The presented techniques
use known reuse methods, tailored specifically to performability modeling tools.
First, we introduce the system analysis tools API, which is constructed in the
form of a framework [8]. It contains reusable Java classes, and aims at reuse at
the source code level. Using the SAT API existing tools can be made web-enabled
quickly, and new tools (web-based or not) can be developed very efficiently. Se-
condly, we introduce the FREUD tool configuration architecture, which allows
users to configure a tool from components registered with the FREUD web site
(components are for instance graphical modeling interfaces, core mathematical
descriptors, solution engines, or display facilities). Each of the components has
mature stand-alone functionality, but a combination of components is needed to
solve a user’s problem. Reuse of components is run-time, using scripting to glue
components together [25]. The web-based FREUD implementation assumes that
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all components are web-embedded, and uses JavaScript as glueing language, but
similar approaches can be followed outside the web context.

Before discussing in detail the SAT API and FREUD, we first discuss cha-
racteristics common to performability tools. This will help identify what tool
modules to consider when configuring tools.

2 Performability Tools Components

We identify typical building blocks for performability tools, and discuss require-
ments for these tools. We base the search of common structures of performability

System to be modeled

Model level i

Model level i - 1

Model level 0

Solution at level 0

Results level i

Results level i - 1

Results level 0

Virtual
solution
level i

Virtual
solution

level i - 1

Fig. 1. General modeling tool framework, functional view.

tools on the general modeling tool framework, given in Figure 1. Haverkort [14]
formulated the GMTF to classify and compare performability tools with re-
gard to their user-perceived functionality (note that Figure 1 is some what less
detailed than the GMTF presented in [14]). In the GMTF a system model is for-
mulated at level i, then transformed into a level i − 1 formalism, etc. At level 0
the actual solution takes place, after which the results are translated back to the
original model level (level i) formalism, so that they can be directly interpreted
by the user. As an example, a stochastic Petri-net tool first creates a Petri net
description (level 1), then maps it on a Markov chain description (level 0), then
solves the Markov chain and gives results in terms of probability distribution of
markings in the Petri net.

The above framework is based on a functional view of tools, from a user
perspective, but we are interested in discussing tools from an implementation
(or software design) perspective. Therefore, we transform Haverkort’s ‘functional
view’ GMTF into a ‘software view’ GMTF, as depicted in Figure 2. In Figure 2
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Fig. 2. General modeling tool framework, software view.

the (transparent) boxes now correspond to software modules or tool components,
while the ovals indicate a modeling formalism (at some level). So, the ovals do
not indicate software components, but indicate that the components surrounding
an oval operate on a corresponding formalism.

There are several differences between the functional and software GMTF.
First, it is observed that a ‘generator’ module is required to map a level i for-
malism to a level i− 1 formalism. For instance, a state space generator to create
a Markov chain from a Petri net specification. Secondly, we choose not to di-
stinguish different levels of results. Although this is important from a functional
perspective [14], from a software perspective the display of results will typically
consist of the same component, independent of the level. Thirdly, more subtle,
the functional view GMTF in Figure 1 must be filled in on a ‘per tool’ basis,
that is, the levels will have a different meaning depending on what tool is fit
to the GMTF. In the software-view GMTF, we want to fit different tools into
one picture, so that different GUIs, different model formalisms, different solvers
can be related to each other. Thus, multiple GUIs are possible in the modified
GMTF, as are multiple solvers. Note also that solvers on different levels can be
applied (for instance on-the-fly solutions [6] or matrix-geometric solutions [16]).

The software-view GMTF of Figure 2 is not claimed to be the only or pre-
ferred way of relating performability tool software components. It is set up so
that it motivates the component approach we take in the FREUD configurable
tools facility (see Section 4). We have for instance not included libraries, docu-
mentation and debugging software components in the GMTF, since it is beyond
the scope of this paper to go in too much detail. The point we want to make is
that performability modeling tools naturally lend themselves for a component-
based software design. All components have clearly defined functionality, and are
able to execute largely independently their respective tasks. Moreover, because
they operate independently, different implementations of each component may
be substituted for each other, without impairing the functioning of any of the
other tools. As a consequence, special-purpose GUIs and solvers can be plugged
in easily, provided the software is designed to allow for such enhancements.
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3 An Application Programming Interface for
Web-Embedded Tools

In FREUD, and the configurable tool facility of FREUD, it is assumed that all
software components in the GMTF1 can be accessed and used over the web.
We therefore discuss in this section how to make these tool components web-
enabled.2 We introduce the system analysis tools API, which provides reusable
Java code for making tools available over the web.

3.1 Web-Enabled Software

Web-embedded applications are being developed in various fields [3,13], and
performance modeling tools have been shipped to the web as well [18,26]. The
advantages of using tools over the web are plenty, both for the user and tool
developer [18]. The major advantages come from the fact that only one version
of the tool (put on a web site) is public, and can run in any suitable web browser.
In addition, computing facilities on client as well as server side can be used. As
a consequence, overhead caused by installation, updating and distributing, and
performance degradation caused by inadequate user equipment do no longer play
a role. If issues of reliability, security and network performance can be kept in
control, and if the process of making tools web-enabled is simple enough, then
the web is in many cases the preferred platform. In this paper we make no
attempts to tackle quality of service issues, but we do attempt to simplify the
development of web-embedded tools.

In its simplest form, a web-based tool is a stand-alone application running
fully in the client’s web browser; this can be in the form of an applet or plug-in
(applets run Java code, plug-ins for instance Tcl/Tk programs, or any other code
for which a C++ implemented plug-in is provided). If connection with a server
is needed, the HTTP protocol provides the possibility to execute CGI scripts,
but this is often not sufficient. Instead, communication will be based on sockets
or other higher level protocols, like CORBA’s IIOP or Java’s RMI.

3.2 SAT API

The system analysis tools application programming interface (SAT API) pro-
vides all the necessary code to make tools web-enabled. The SAT API is a
framework of Java classes which take care of all aspects of communication, from
the applet to the server-side executables. In addition, the SAT API provides
performability-tools specific Java classes for user interface creation. The SAT
1 Unless otherwise noted, in what follows GMTF denotes the software-view GMTF of

Figure 2.
2 We interchangeably use ‘web-embedded,’ ‘web-based,’ ‘web-enabled,’ to indicate

tools that can be accessed and used over the world-wide web. That is, a front-end
is started up in the user’s browser, and, if necessary, a back-end server is available
(typically for heavy-duty computation).
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API is designed such that GUIs, menu options, and communication classes in-
terface through abstract classes, not through their implementations. Hence, im-
plementations of user interface, menu options and communication methods can
be changed independently. We introduced an earlier version of the SAT API in
a hand-out [18].

Abstract GUI
     Abstract 
CommunicationAbstract Option

Textual  Graphical

Tool dependent
    extensions

Save Solve Help

Tool dependent
    extensions

 TCP
Socket

CORBA
 IIOP

Java
RMI

Tool dependent
    extensions

Fig. 3. Client side class hierarchy of System Analysis Tools API.

The SAT API contains classes for the client side and the server side of a web-
embedded tool, and we first discuss how the client side is designed, using Figure 3.
The main classes are the abstract classes ‘GUI’, ‘Option’ and ‘Communication,’
which interface with each other. Instantiatable subclasses implement (at least)
the methods in the abstract classes; if necessary, tool-specific subclasses can be
created to override and extend the implemented generic classes. Figure 3 depicts
this set-up, using a triangle to indicate a class-subclass relation (as in [10]). So,
for instance, there are GUI classes for textual as well as graphical interfaces, and
communication classes for socket communication, Java RMI, etc. With this set-
up, classes can easily be extended for specific tools, and can easily be replaced
by specific implementations or by different technology (the communication can
be TCP socket communication, Java RMI, etc., without impacting the GUI and
menu options).

The GUI and Option classes are respectively the “view” classes (following
the model-view-controller paradigm [7]), corresponding to the visual aspects of
the GUI, and the “control” classes, corresponding to the options in the menu
bar (‘save’, ‘load’, ‘help’, etc.). There has been made no advanced attempts to
create extensive graphical user interfaces (Figure 7 shows a GUI based on the
SAT API); the ‘textual’ classes provide xterm-like functionality to take over the
role of the terminal window for textual tools. Of course, there is a need for
reusable Java GUI classes for modeling tools, the same as AGNES provides in
C++.

On the server side, the SAT API provides a server daemon that continuously
listens for users that want to access the back-end, and there is a wrapper provided
in which executables are being called. Figure 4 depicts the client and server
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   Socket Class
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Tool Frontend Tool Executables
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Fig. 4. Client-server functionality in System Analysis Tools API.

modules for the case that a specially developed communication protocol is used.
In Figure 4 the ‘Tool Frontend’ includes the GUI and Option classes from Figure
3, while the ‘Communication Socket Class’ denotes a particular Communication
class. Together they constitute the applet appearing in the user’s web browser.

For each individual tool, the server daemon must be configured by setting
some parameters, while the wrapper must be adjusted to execute the correct
programs depending on the user input. This requires minor effort; we have im-
plementations for SHARPE [27], AMPL [9] and TALISMAN [24], and they only
differ through a few lines. The SAT communication protocol mentioned in Fi-
gure 4, specifies the message format for communication between front-end and
back-end. If this protocol is being used, the construction of messages to be sent,
and the parsing of receiving messages can be provided as a reusable class. Note
that this communication protocol is based on message passing; if techniques ba-
sed on remote method invocations (RMI, CORBA) are being used one will not
use the SAT communication protocol.

4 FREUD

In this section we discuss the FREUD architecture and implementation. FREUD
provides users with a single point of access to web-embedded system analysis
tools of the type described in the previous section, and allows users to configure
their own software support out of components registered at the FREUD site.
We first discuss the basics of FREUD, without the configuration aspects. Then
we discuss how FREUD supports configurable tools.

4.1 Registration Service

The provision of a “one-stop-shopping” facility is the original motivation behind
FREUD, see Figure 5. Imagine people are interested in analyzing their system
for performance or reliability, and want to find the tool that is most suitable.
Then it would be attractive if there is a central, well-publicized, site with links
to usable tools. This central site, or gateway, does not need to offer much other
functionality, since that is left to the individual tools. Effectively, FREUD is
thus a regular web site with a database for registered tools (For a more sophi-
sticated view point, we refer to the discussion in [19], where it is argued that
authentication, fault tolerance and load balancing may be done centrally. In this
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Fig. 5. FREUD.

paper we do not concern ourself with these issues.) In Figure 5, the FREUD site
is in the center, and various tools have registered with FREUD (step I); these
tools can be accessed by the user from a page with appropriate links dynamically
created by FREUD (step II), after which the tool will be downloaded, and future
communication is established in any desired way (step III).

Space limitations prohibit us from showing all web pages a user of FREUD
may download, but the pages include user authentication displays, tool listings,
tool registration forms, etc.

4.2 User View

When the user who accesses FREUD decides to build up a ‘new’ tool out of
registered tool components, the applet in Figure 6 pops up. This configuration
applet contains three panels. The left-most panel shows the tool components
registered (the shown list contains all tools we have currently available over the
web). The user selects desired components in this panel; for instance, a GUI to
specify a model, a solution engine to solve the model, and a data display tool
to show results. The selected components will then be displayed in the second
panel. In Figure 6 Markovtool (a locally developed tool for drawing a hybrid
Markov model/Petri net) and NetSolve (a solution engine from the University
of Tennessee [3]) are being chosen.

The user then needs to specify how the tool components should interact;
that is, which component’s output should be forwarded to which component’s
input. In the example, Markovtool output (a model) will be forwarded as Net-
Solve input (for solution). Since the formats of Markovtool and NetSolve do



Reusable Software Components for Performability Tools 45

Fig. 6. Configuration facility FREUD.

not match, a translator must exist to convert. The user therefore clicks ‘match’
to see whether a translator between Markovtool and NetSolve is available. The
FREUD gateway will search its database; if the translator exists, it shows up as
a marked square between the selected tools. In Figure 6 it can be seen that a
translator from Markovtool to NetSolve is available. Finally, the FREUD gate-
way then dynamically creates an HTML document with the desired collection of
tool components and translators (after the user clicks ‘OK’). The page in Figure
7 appears (Section 4.3 explains how the page is constructed).

To put this example in context, we illustrate how Markovtool, NetSolve, and
the translator fit the GMTF. Markovtool is a level i modeling formalism (for
some i; if no further tools are considered one can take i = 1), with as output
a description of the Markov model, and an initial distribution. The translator
then generates a level i−1 model in terms of a system of linear equations, which
NetSolve then solves. The translator thus functions as a ‘generator’ component
in this example, while NetSolve is a solver at level i − 1.
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Fig. 7. Configured tool, showing Markovtool and a translator to NetSolve.

4.3 Coordination Mechanisms

In FREUD it is assumed that all registered tools are client-server applications
themselves, and there is therefore communication between different components
possible on the client side as well as at the server side. We implemented two
types of communication, one on the server side based on file I/O, and one on
the client side based on scripting using JavaScript. We will concentrate on the
client-side coordination through scripting.

The nature of performability tools is such that the pattern of usage of com-
ponents is typically predictable, as manifested by the GMTF. When we carry
out an evaluation, we start with a GUI to create the model, then generate the
mathematical model that lends itself for solution, and then display the results.
In the GMTF as depicted in Figure 2, this typical user pattern corresponds to a
path from left to right. Coordination between components therefore is ‘sequen-
tial’: output of one tool becomes input of the next, possibly after conversion
between formalisms and formats. The coordination mechanisms do therefore not
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need to be very advanced to lead to useful results; in fact, we need a variation
of the ‘pipe’ construct.

JavaScript is a scripting language for controlling browsers, and can be inclu-
ded in HTML documents. Not all browsers know how to interpret JavaScript,
but for instance the Netscape browser does. When configuring tools, JavaScript
allows for exchanging information between different applets running in the same
HTML document. This is even possible if the two applets come from different
machines. JavaScript interfaces with Java applets by calling its methods; for in-
stance, to read the model from Markovtool, JavaScript calls Markovtool’s public
method model2String().

Using JavaScript it is relatively straightforward to construct a translator that
functions as a ‘pipe’ between applets. The remaining task of the translator then
is to convert the format. This can be done in JavaScript as well, or one can
choose to create a conversion applet, and it depends on the complexity of the
operation what method is preferred. In any case, the JavaScript code, including
possibly a reference to an applet, is registered with FREUD, and can from then
on be used to glue together tool components.

Below we show the JavaScript code used in the Markovtool-NetSolve trans-
lator.

function transfMtoN() {
var aPanel = document.Gui.draw panel;
var aString = aPanel.model2String();
document.HighLevel.display.value = aString;
document.Markov2Netsolve.transform(aString);

}
The JavaScript variable aPanel takes as ‘value’ the instantiated object draw
panel in the Gui, which is the tag used in the HTML code to identify the
Markovtool applet. Then JavaScript calls the method model2String() in Mar-
kovtool to obtain a string representation of the model. In the last line the string
is input to the applet that is part of the translator.

Note that there is no call to a NetSolve method; instead we used the option
of file input and output. The reason for this is symptomatic for the current state
of Internet software. The NetSolve Java interface (publicly available) uses a later
version of the SUN Java development kit than the Netscape browser accepts. The
SUN HotJava browser runs the NetSolve interface, but does not yet know how
to interpret Netscape’s JavaScript. As a consequence, we have to split up the
use of the tools (we run NetSolve in HotJava or appletviewer using URL upload
of the translator’s output). When Netscape is able to use a newer JDK version
(hopefully in the near future), or when HotJava starts supporting JavaScript
(supposedly in the near future) we may decide that scripting is preferred over
file transfer and change the implementation accordingly. It should also be noted
that for the in-house developed tools we have combinations of tools that do
coordinate through scripting only.

One important element remains to be discussed, namely the posting of inter-
faces. To create a translator, one must know the methods available to interface
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with the respective tools. Therefore, at registration with FREUD, a tool posts
the public methods available, and gives a description of its semantics. This is
done using the same registration page submitted when registering a tool. For the
Markovtool, the method model2String is posted, as well as the way to access it
through draw panel. In the current setting the interfaces are posted in natural
language, listing the relevant method calls and their functioning. This could be
substituted by a more formal way of describing the interface definition.

4.4 Discussion of the FREUD Implementation

FREUD establishes coordination between software components with minimal re-
quirements on these components. We started from the premise that tools should
not have to be adjusted before they can fit in the FREUD configuration service.
That is a very important decision with far-reaching consequences, since it limits
the level of sophistication one can establish in the coordination between tools (a
‘for’ loop over a global variable, or interactive display as for the transient solvers
in TimeNet [12] are some examples of more complex interaction patterns). We
think, however, that performability tools are used in relatively predictable ways,
and we therefore establish useful interaction by simple means.

If we are willing to impose further rules on the tool implementations registe-
red with the FREUD configuration service, we can use more advanced coordina-
tion mechanisms [1,4,17,21]. These mechanisms have properties like event sha-
ring and state persistence, enabling much more intricate forms of coordination.
Then GUIs may interoperate, and front ends and back ends can be registered
independently (instead of only full-blown client-server tools as in the FREUD
architecture). If developers are willing to code within component architectures
more advanced forms of cooperation can be achieved, but it is not beforehand
clear whether upgrade to complex existing coordination platforms (Java Beans
and the like) is required and advisable for our purposes.

5 Conclusion

In this paper we have presented the FREUD architecture, which offers users a
single point of access to web-based performability modeling tools. More impor-
tantly, it provides mechanisms to let users configure ‘new’ tools out of registered
components. As a consequence, users are able to leverage of existing tools, like
GUIs, numerical solution libraries [3] or linear programming executables [18].

We have embedded the discussion of the FREUD configurable tool facility
into the larger issue of programming for reuse, since we expect that performance
and reliability modeling tools can benefit from this greatly. We therefore also
paid considerable attention to the system analysis tools API we developed. This
Java API allows legacy tools as well as new tools to be made web-enabled with
minor effort. In addition, we proposed a software-view GMTF (as variation of
the functional-view general modeling tool framework in [14]) to help structure
software and identify requirements for performability tools.
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Compositional Performance Modelling
with the TIPPtool

H. Hermanns, U. Herzog, U. Klehmet, V. Mertsiotakis, M. Siegle
Universität Erlangen-Nürnberg, IMMD 7, Martensstr. 3, 91058 Erlangen, Germany

Abstract. Stochastic Process Algebras have been proposed as compositional
specification formalisms for performance models. In this paper, we describe a
tool which aims at realising all beneficial aspects of compositional performance
modelling, the TIPPtool. It incorporates methods for compositional specification
as well as solution, based on state-of-the-art-techniques, and wrapped in a user-
friendly graphical front end.

1 Introduction
Process algebras are an advanced concept for the design of distributed systems. Their
basic idea is to systematically construct complex systems from smaller building blocks.
Standard composition operators allow one to create highly modular and hierarchical
specifications. An algebraic framework supports the comparison of different system
specifications, process verification and structured analysis. Classical process algebras
(e.g. CSP [20], CCS [26] or LOTOS [5]) describe the functional behaviour of systems,
but no temporal aspects.

Starting from [17], we developed an integrated design methodology by embedding
stochastic features into process algebras, leading to the concept of Stochastic Process Al-
gebras (SPA). SPAs allow to specify and investigate both functional and temporal prop-
erties, thus enabling early consideration of all major design aspects. Research on SPA
has been presented in detail in several publications, e.g. [11, 19, 4, 28, 15, 8] and the se-
ries of Workshops on Process Algebras and Performance Modelling (PAPM) [1].

This paper is about a modelling tool, the TIPPtool, which reflects the state-of-the-art
of SPA research. Development of the tool started as early as 1992, the original aim being
a prototype tool for demonstrating the feasibility of our ideas. Over the years, the tool
has been extensively used in the TIPP project as a testbed for the semantics of different
SPA languages and the corresponding algorithms. Meanwhile, the tool has reached a
high degree of maturity, supporting compositional modelling and analysis of complex
distributed systems via a user-friendly graphical front end.

The core of this tool is an SPA language where actions either happen immediately
or are delayed in time, the delay satisfying a Markovian assumption [15]. Beside sup-
port for analysis of functional aspects, the tool offers algorithms for the numerical analy-
sis of the underlying stochastic process. Exact and approximate evaluation techniques
are provided for stationary as well as transient analysis. As a very advanced feature,
the tool supports semi-automatic compositional reduction of complex models based on
equivalence-preserving reduction. This enables the tool to handle large state spaces (the
running example given here is small, due to didactical reasons and limited space).

Among related work, the PEPA Workbench [9] is another tool for performance eval-
uation, where Markov chain models are also specified by means of a process algebra.

The paper is organised as follows: In Sec. 2, we summarise the theoretical back-
groundof stochastic process algebras. Sec. 3 gives an overview of the tool’scomponents.
All aspects of model specification are discussed in Sec. 4, and analysis algorithms are
the subject of Sec. 5. The paper concludes with Sec. 6.

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 51-62, 1998
© Springer-Verlag Berlin Heidelberg 1998



2 Foundations of Stochastic Process Algebras
2.1 Process algebras
Classical process algebras have been designed as formal description techniques for con-
current systems. They are well suited to describe reactive systems, such as operating
systems, automation systems, communication protocols, etc. Basically, a process alge-
bra provides a language for describing systems as a cooperation of smaller components,
with some distinguishing features.

Specifications are built from processes which may perform actions. The description
formalism is compositional, i.e. it allows to build highly modular and hierarchical sys-
tem descriptions using composition operators. A parallel composition operator is used
to express concurrent execution and possible synchronisation of processes. Another im-
portant operator realises abstraction: Details of a specification which are internal at a
certain level of system description can be internalised by hiding them from the envi-
ronment. Several notions of equivalence make it possible to reason about the behaviour
of a system, e.g. to decide whether two systems are equivalent. Apart from a formal
means for verification and validation purposes, equivalence-preserving transformation
can be profitably employed in order to reduce the complexity of the system. This can also
be performed in a compositional way, by replacing system parts through behaviourally
equivalent but minimised representations.

Let us exemplify the basic constructs of process algebras on a simple queueing
system. It consists of an arrival process Arrival, a queue with finite capacity, and
a Server. First, we model an arrival process as in infinite sequence of incoming ar-
rivals (arrive), each followed by an enqueue action (enq), using the prefix operator ‘�’.

Arrival �� arrive� enq� Arrival
The behaviour of a finite queue can be described by a family of processes, one for each
value of the current queue population. Depending on the population, the queue may per-
mit to enqueue a job (enq), dequeue a job (deq) or both. The latter possibility is described
by a choice operator ‘��’ between two alternatives.

Queue� �� enq� Queue�
Queuei �� enq� Queuei�� �� deq� Queuei�� � � i � max

Queuemax �� deq� Queuemax��
Next, we need to define a server process, as follows:

Server �� deq� serve� Server
These separate processes can now be combined by the parallel composition opera-
tor ‘j�� � ��j’ in order to describe the whole queueing system. This operator is para-
metrised with a list ‘� � �’ of actions on which the partners are required to synchronise:

System �� Arrival j�enq�j Queue� j�deq�j Server

A formal semantics associates each language expression with an unambiguous in-
terpretation, a labelled transition system (LTS). It is obtained by structural opera-
tional rules which define for each language expression a specific LTS as the unique
semantic model. Fig. 1 (top) shows the semantic model for our example queue-
ing system (assuming that the maximal population of the queue is max � �).
There are 16 states, the initial state being indicated by a double circle. A tran-
sition between two states is represented by a dashed arrow and labelled with the
corresponding action. Since we assume that we are not interested in the inter-
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Fig. 1. Semantic model, hiding and reduction
nal details of interaction between Arrival and Queue, respectively Queue and
Server, we may wish to only observe actions arrive and serve. This requires ab-
straction from internal details, and is achieved by employing the hiding operator:

hide enq� deq in System

As a result, actions enq and deq are now internal actions, i.e. they are not visible from
the environment. Actions hidden from the environment become the distinguished inter-
nal action � . In other words, the semantic model of the above expression is obtained by
turning all enq or deq labels appearing in Fig. 1 (top) into � .

Such � -actions can be eliminated from the semantic model using an equivalence
which is insensitive to internal details of a specification, such as weak bisimulation.
Weak bisimulation is one of the central notions of equivalence in the general context
of process algebras [26]. Fig. 1 (bottom) shows an LTS, which is weakly bisimilar to
the one on top (where all enq- and deq-actions have been replaced by � ). It may be sur-
prising that the resulting LTS has 6 and not 4 states (we assumed max � �). This is
due to the fact that the arrival of a customer and its enqueueing into the queue are sep-
arate actions, so that one more arrival is possible if the queue is already full. Likewise,
dequeueing and serving are modelled as separate actions, such that at the moment the
queue becomes empty, the server is still serving the last customer.

2.2 Stochastic Process Algebras
Stochastic Process Algebras (SPA) are aimed at the integration of qualitative-functional
and quantitative-temporal aspects in a single specification and modelling approach [11].
In order to achieve this integration, temporal information is attached to actions, in the
form of continuous random variables, representing activity durations. The additional
time information in the resulting LTS makes it possible to evaluate different system as-
pects:
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� functional behaviour (e.g. liveness or deadlocks)
� temporal behaviour (e.g. throughput, waiting times, reliability)
� combined properties (e.g. probability of timeout, duration of an event sequence)
Let us give a SPA specification for the above queueing system by attaching distribu-
tions to actions. We assume that the arrival process is a Poisson process with rate �

and the service time is exponentially distributed with rate �. We are not forced to asso-
ciate a duration with every action. Actions without duration happen as soon as possible,
therefore they are called immediate actions. In our example, enqueueing and dequeue-
ing is assumed to happen without any relevant delay, thus enq and deq are immediate.

Arrival �� �arrive� ��� enq� Arrival

Server �� deq� �serve� ��� Server
The queue is specified as before (it is only involved in enq and deq, therefore its spec-
ification does not have to be changed) and the composed System is also as above.
Fig. 2 depicts the labelled transition system associated with this model (again assuming
max � �). Note that there are two kinds of transitions between states: Timed transitions
(drawn by solid lines) which are associated with an exponential delay, and immediate
transitions which happen as soon as the respective action is enabled.

States without outgoing immediate transition are shown emphasised in the figure.
They correspond to states of a Continuous Time Markov Chain (CTMC) (shown at the
bottom of the figure) isomorphic to an LTS obtained by applying the notion of weak
Markovian bisimulation, after hiding enq and deq. Weak Markovian bisimulation is an
adaptation of weak bisimulation to the setting of timed and immediate actions [14]. Ab-
straction from the two immediate actions enq and deq is an essential prerequisite for
unambiguously determining the Markov chain underlying this specification. If, say, enq
is hidden, we can be sure that our assumption that enq happens without any delay is jus-
tified. Otherwise, it may be the case that System is used as a component in further com-
position contexts, which require synchronisation on action enq. In this case, the Markov
chain depends on additional timing constraints imposed on enq. Therefore it is not pos-
sible to remove enq, as long as further synchronisation on enq is still possible (indeed,
abstraction rules out any further synchronisation, since � is not allowed to appear in the
list ‘� � �’ of synchronising actions of a parallel composition operator ‘j�� � ��j’.)

2.3 Bisimulation and Compositional analysis
As illustrated in the running example, the notion of bisimulation is important. Two states
of a process are bisimilar if they have the same possibilities to interact (with a thirdparty)
and reach pairwise bisimilar states after any of these interactions [26]. This definition
only accounts for immediate actions. On the level of Markov chains, a corresponding
definition is provided by the notion of lumpability. Two states of a Markov chain are
lumpable if they have the same cumulative rate of reaching pairwise lumpable states
[23]. Markovian bisimulation reflects lumpability and bisimulation on timed transitions,
by imposing constraints on actions and rates, see [15, 19] for details. Weak Markovian
bisimulation additionally allows abstraction from internal immediate actions, in anal-
ogy to ordinary weak bisimulation [16]. Equivalences are defined in terms of states and
transitions, i.e. on the level of the LTS. It is possible to characterise their distinguishing
power on the level of the language by means of equational laws [13].
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Fig. 2. Top: The LTS for the example queueing system. Bottom: The corresponding CTMC
In the presence of composition operators, such as hiding and parallel composition,

it is highly desirable that equivalences are substitutive. Intuitively, substitutivity allows
to replace components by equivalent ones within a large specification, without chang-
ing the overall behaviour. Substitutiveequivalences are also called congruences. Indeed,
Markovian and weak Markovian bisimulation are congruences. Practically important,
such equivalences allow compositional reduction techniques, where the size of a com-
ponent’s state space may be reduced, without affecting any significant property of the
whole model. Compositional reduction has successfully been applied to a variety of sys-
tems, see e.g. [7] for an impressive industrial case study.

We return to our queueing example in order to illustrate compositional re-
duction. We now consider a queueing system with one Poisson arrival process,
two queues and two servers. We build this system from the same components,
i.e. processes Arrival, Queue and Server are defined as above. The system is now:

System �� Arrival j�enq�j ��Queue� j�deq�j Server� jjj
�Queue� j�deq�j Server��

If the queue sizes are given by max � �, the model has 128 states and 384 transitions.
By hiding actions enq and deq and applying weak Markovian bisimulation to the com-
plete system, the state space can be reduced to 22 states and 48 transitions. However,
reduction can also be performed in a compositional fashion: The subsystem consisting
of one queue-server pair has 8 states, which can be reduced down to 5 states. Combining
both (reduced) queue-server pairs, we obtain 25 states which can be reduced down to 15
states (this reduction step mainly exploits symmetry of the model). If this reduced sys-
tem is combined with the arrival process, we get 30 states which can again be reduced
to 22 states. This concept of compositional reduction is illustrated in Fig. 3, where the
size of the state space and the number of transitions are given for each reduction step.

It is interesting to observe that this system exhibits non-deterministic behaviour: Af-
ter the completion of a Markovian timed action arrive, it is left unspecified which of the
two queues synchronises with the arrival process on immediate action enq (provided, of
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Fig. 3. Compositional reduction of the example queueing system

course, neither queue is full, in which case the behaviour is deterministic). As a conse-
quence, the Markov chain underlying this specification is not completely specified. One
may assume that both alternatives occur with the same probability. Alternatively, one
may explicitly add information (such as a scheduling strategy) in order to resolve non-
determinism. In Sec. 4, we will follow the latter path.

3 Tool overview
The TIPPtool consists of several interacting components. Specifications can be created
with an editor which is part of the tool. A parser checks specifications for syntactic cor-
rectness. Another component is responsible for the generation of the LTS and for the
reduction of the LTS according to different bisimulation equivalences (currently, four
bisimulation algorithms are provided). The user can specify performance and reliability
measures to be calculated (such as state probabilities, throughputsand mean values). Ex-
periments can be specified, providinginformationabout activity rates which may vary. A
series of experiments can be carried out automatically in an efficient manner, generating
numerical results for different values of a certain model parameter, while the state space
only needs to be generated once. The tool provides several numerical solution methods
for the steady state analysis as well as for transient analysis of Markov chains. The re-
sults of an experiment series are presented graphically with the tool PXGRAPH from
UC Berkeley.

The export module of the tool provides interfaces to three other tools, PEPP [12],
TOPO [24], and ALDEBARAN [6]. The former interface is based on a special seman-
tics for SPAs which generates stochastic task graphs [18], for which the tool PEPP offers
a wide range of both exact and approximate analysis algorithms, some of which work
even for general distributions. The second interface provides support for the translation
of SPA specifications into a format suitable for the LOTOS tool TOPO. Among other
functionalities, this tool is capable of building C-programs from LOTOS specifications.
The third interface can be used in order to bridge to the powerful bisimulation equiva-
lence algorithms of the tool ALDEBARAN.
4 Model specification
In this section, we explain the details of the specification language supported by the
TIPPtool. It is an extension of basic LOTOS [5], the ISO standardised specification lan-
guage. To reflect the passing of time in a specification, randomly varying delays may be
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attached to actions (at the moment, for reasons of analytical tractability, only exponential
distributions are supported).

The available operators are listed in Table 1; Action prefix, choice, hiding and paral-
lel composition (with synchronisation) have already been used in Sec. 2. If no synchro-
nisation between two processes is required, the pure interleaving operator ||| mod-
els independent parallelism. Synchronisation is possible both between immediate or be-
tween timed actions. Synchronising a timed with an immediate action is not allowed.
When synchronising on timed actions, we define the resulting rate to be the product of
the two partner rates (this definition preserves compositionality [15]). The intuition of
the remaining operators is as follows:stop represents an inactive process, i.e. a process
which cannot perform any action.exit behaves likestop after issuing a distinguished
signal which is used in combination with the enabling operator >> to model sequential
execution of two processes. Disruption with [> is useful to model the interruption of
one process by another. Process instantiationsP �a�� � � � � an� resemble the invocation of
procedures in procedural programming languages.

Name Syntax Name Syntax
timed action prefix �a� r�� P inaction stop
immediate action prefix a� P successful termination exit
choice P [] Q enabling P >> Q

parallel composition P |[a�� � � � � an ]| Q disruption P [> Q

– pure interleaving P ||| Q process instantiation P �a�� � � � � an�
hiding hide a�� � � � � an in P

Table 1. Basic syntax. P�Q are behaviour expressions, ai are action names.

The concept of process instantiationmakes it possible to parameterise processes over
action names. In addition, it is often convenient to parameterise a specification with
some data values, such as a rate, or the length of a queue (the above specification is a sim-
ple example for a data dependent specification, since parameter i governs the synchro-
nisation capabilities of Queuei). We have incorporated the possibility to describe data
dependencies in the TIPPtool. In addition, data can also be attached as parameters to ac-
tions, and therefore be exchanged between processes, using the concept of inter-process
communication [5]. This is highly beneficial, in order to conveniently describe complex
dependencies. Data values are declared in the form!value, attached to an action, where
value may be a specific value, a variable or an arithmetic expression. Variable decla-
rations are the counterpart of value declarations. They have the form ?variable:type
where variable is the name of the variable. These basic ingredients can be combined to
form different types of inter-process communication (note that inter-process communi-
cation is currently only implemented for immediate actions), among them:

� value passing: If value declaration and variable declaration are combined in a syn-
chronisation, the value is transmitted from one process to the other and the variable is
instantiated by the transmitted value. An example is:
a!2 ; stop |[a]| a?x:int ; b!(x+1) ; ...
If several actions are synchronised, each with a variable declaration of the same type,
a synchronisation with another process which offers a value of the required type yields
a form of multicast communication.
a!2 ; stop |[a]| a?x:int ; P |[a]| a?y:int ; ...
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� value matching: If synchronisation on actions is specified where both actions involve
value declarations, this synchronisation is only possible if the values turn out to be
equal, as in the example given below.
a!2 ; stop |[a]| a!(1+1) ; ...

To illustrate the power of these language elements, we return to our running exam-
ple of a queueing system. We modify the model in order to represent the join-shortest-
queue (JSQ) service strategy. The idea is to insert a new process, Scheduler, between
arrival and queue, whose task it is to insert an arriving job into the shortest queue. For
this purpose, Scheduler scans all queues in order to determine the shortest queue,
whenever an arrival has occurred. Process Server is defined as before. The arrival
and queue processes do not communicate directly via action enq any more, but via the
Scheduler. Therefore we simplify the arrival process as follows (‘process’ and
‘endproc’ are keywords enclosing a process specification):

process Arrival := (arrive, lambda); Arrival endproc

i.e. Arrival and Scheduler now synchronise on the timed action arrive. The
top-level specification is as follows:
( Arrival |[arrive]| Scheduler(2,1,1,100,100) )

|[ask,repl,enq]|
((Queue(1,0) |[deq]| Server) ||| (Queue(2,0) |[deq]| Server))

The Scheduler is a parametric process, which can be used for an arbitrary number
noq of queues. After an arrival (action arrive with the “passive” rate 1), the sched-
uler polls all noq queues in order to identify the queue with the smallest population (ac-
tionsask and repl). Each queue sends as a reply its current population. After polling,
Scheduler has identified the shortest queue. It then enqueues the job into that queue
(action enq). Parameters c, b, nc and nb are needed to store the current queue, the
queue with (currently) smallest population, the current population and the (currently)
smallest population. In the example, nc andnb are initialisedwith the value 100, a value
larger than any real queue population (note that the tool provides the possibility to spec-
ify choice alternatives which depend on conditions ‘[ ...] ->’).

process Scheduler(noq,c,b,nc,nb) :=
(arrive, 1); AskQueue(noq,c,b,nc,nb)
where
process AskQueue(noq,c,b,nc,nb) :=
ask!c; repl?x:int; Decide(noq,c,b,x,nb)
endproc
process Decide(noq,c,b,nc,nb) :=
[c<noq and nc<nb] -> AskQueue(noq,c+1,c,nc,nc) []
[c<noq and (nc>nb or nc=nb)] -> AskQueue(noq,c+1,b,nc,nb) []
[c=noq and nc<nb] -> (enq!c; Scheduler(noq,1,1,100,100)) []
[c=noq and (nc>nb or nc=nb)]->(enq!b;Scheduler(noq,1,1,100,100))
endproc
endproc

The Queue process has to be modified as well: It now has a parameter s which denotes
the identity of the queue. In addition, it can now perform actions ask and repl in order
to supply information on the current queue size to the scheduler. Note how value match-
ing is used with actions ask and enq, and value passing is used with action repl.

58 H. Hermanns et al.



process Queue(s,i) :=
ask!s; repl!i; Queue(s,i)

[]
([i<3] -> enq!s; Queue(s,i+1) []
[i>0] -> deq; Queue(s,i-1) )

endproc

5 Analysing a specification
5.1 Generating and analysing the semantic model
The formal semantics of SPA provides an unambiguous description of how to construct
the semantic model in a mechanised way. The structural operational rules can be imple-
mented in a straight-forward fashion. The resulting LTS is either saved directly to files
(while a hash-table of all states is maintained in memory) or it is temporarily stored in
main memory as an adjacency list, depending on whether equivalence checking algo-
rithms are selected or not.

Once the LTS is generated, it can be used for functional analysis. Our tool provides
the capabilities of checking for deadlocks and tracing through the states, i.e. showing a
path of actions leading from the initial state to a user-specified target state. Apart from
that, equivalence checking algorithms can be used for deciding equivalence of two mod-
els. In this way it can be checked, for instance, whether a model meets the requirements
of a high-level specification.

5.2 Performance evaluation
Transforming the semantic model into a CTMC and then analysing it by means of nu-
merical solution algorithms for Markov chains, we can obtain performance and reliabil-
ity measures for a given specification.

Models without immediate actions: For any SPA model with timed actions only
and finite state space, the underlying CTMC can be derived directly by associating a
Markov chain state with each node of the LTS [10, 19]. The transitions of the CTMC
are given by the union of all the arcs joining the LTS nodes, and the transition rate is
the sum of the individual rates (see Fig. 4). Transitions leading back to the same node
(loops) can be neglected, since they would have no effect on the balance equations of
the CTMC. The action names are only taken into account later on, when high-level per-
formance measures are to be computed.
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Fig. 4. Deriving a Markov chain

Models with both timed and immediate actions: As discussed in Sec. 2, imme-
diate actions happen as soon as they become enabled. In order to ensure that this en-
abling cannot be delayed by further composition, abstraction of immediate actions is
mandatory. In the stochastic process, these immediate actions correspond to immedi-
ate transitions. The presence of immediate transitions leads to two kinds of states in this
process: States with outgoing immediate transitions (vanishing states) and states without
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such transitions (tangible states). If several immediate transitions emanate from a single
state, the decision among these alternatives is non-deterministic, and it may depend on
which action is offered by the environment. If we consider the system as a closed sys-
tem (which is made explicit by hiding all immediate actions) the decision among several
immediate transitions still has to be taken. One possible solution is to weight all alter-
natives with equal probabilities. The standard method used for eliminating immediate
transitions is to incorporate transitions into the CTMC which are due to the traversal
of some vanishing states between two tangible states. This is done until all vanishing
states are bypassed [2]. The rate of these arcs is computed by multiplying the rate of the
Markovian transitions leaving the source tangible state with the probability of reaching
the target tangible state. However, [29] showed that this technique should be applied
with care in the SPA context, essentially because a non-determinstic decision is concep-
tuallydifferent from an equi-probable decision. Therefore, in order to remove immediate
transitions, it is more appropriate for SPAs to eliminate them on the basis of bisimula-
tion equivalences, as it has been done in Fig. 2. If non-deterministic alternatives only
lead (via some internal, immediate steps) into equivalent states, equivalence-preserving
transformations allow to remove this non-determinism, see Sec. 5.3.

In the TIPPtool, standard numerical solution algorithms (Gauß-Seidel, Power
method, LU factorisation, refined randomisation) are employed for steady state analysis
as well as transient analysis of the CTMC. Apart from these, prototypical implementa-
tions of two efficient approximation methods are realised. Both approaches are based on
decomposition.Time Scale Decomposition (TSD) is a method which can exploit the Near
Complete Decomposability (NCD) property of many Markov chains. Response Time Ap-
proximation (RTA) works on the specification level rather than on the CTMC level [25].

5.3 Compositional model reduction
Equivalence relations such as (weak) Markovian bisimulation, introduced in Sec. 2.3,
are beneficial both for eliminating immediate transitions, and for reducing models with
very large state spaces. Both effects can be achieved by means of the same strategy. For a
given specification, say System, the key idea is to compute an equivalent specification,
System� , which is minimal (with respect to the number of states). Performance analysis
can then be based on the minimised specification which is obtained by a partition refine-
ment strategy: The bisimulation algorithm computes a partition of the state space, such
that the subsets correspond to the bisimulationequivalence classes. This is achieved by a
successive refinement of an initial partition which consists of a single subset containing
all states. The partition becomes finer and finer until no further refinement is needed, or,
in algebraic terms, a fixed-point is reached. This fixed-point is the desired result.

This general strategy can be realised by means of very efficient algorithms [21, 27].
For specifications which do not contain timed transitions, we implemented Kanellakis
and Smolka’s algorithm to compute strong and weak bisimulation. For the converse case
(only timed transitions), we implemented an algorithm which is due to Baier [3] for fac-
torising specifications with respect to Markovian bisimulation. These two implementa-
tions form the basis of the general case, where timed and immediate transitions coexist:
Weak Markovian bisimulation is computed by alternating the algorithms for weak bis-
mulation (for immediate transitions) and Markovian bisimulation (for timed transitions)
until a fixed-point is reached. Since weak Markovian bisimulation abstracts from inter-
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nal, immediate transitions, this opens a way to eliminate immediate transitions from a
specification, as long as they are internal. However, in some cases hiding of immediate
transitions is not sufficient, because non-deterministic internal decisions may remain af-
ter factorisation. In this case the system is underspecified, and the TIPPtool produces a
warning message to the user.

Bisimulation-based minimisation is particularly beneficial if it is applied to compo-
nents of a larger specification in a stepwise fashion. Since all implemented bisimulations
have the algebraic property of substitutivity, minimisation can be applied composition-
ally, as illustrated in Fig. 3. In this way, specifications with very large state spaces be-
come tractable. In the TIPPtool, compositional minimisation is supported in an elegant
way. By dragging the mouse inside the editor window, it is possible to highlight a certain
component of the specification and to invoke compositional minimisation of this com-
ponent. When the minimised representation is computed, a new specification is gener-
ated automatically, where the selected component has been replaced by the minimised
representation.

6 Conclusion
In this paper, we have presented the status quo of the TIPPtool. Although a lot has been
achieved, there remain, of course, many open problems for future research. We will
briefly present some aspects of ongoing work in the TIPP project.

Several attempts have been made in order to incorporate generally distributed ran-
dom variables into the model, see e.g. [18, 22]. However, they all suffer from the prob-
lem that general distributions lead to intractable stochastic processes. Another problem
is that, so far, it is not completely solved how to obtain an algebraic framework (equiv-
alences and equational laws) for a process algebra with general distributions. A promis-
ing approach, however, is reported in [8], using stochastic automata as a model based
on Generalised Semi-Markov processes.

We are currently building a prototype tool for graphical model specification as an
easy-to-use front-end for users who are not familiar with the syntax of the TIPPtool’s
specification language. With the view on models with large state spaces, we are currently
investigating techniques for the compact symbolic representation of the semantic model
of an SPA description, based on Binary Decision Diagrams [30].

To summarise, the TIPPtool realises state-of-the-art techniques for compositional
performance and reliability modelling. As we have indicated, there is a lot of ongoing
activity, both in theoretical research, and concerned with the further development and
optimisation of the tool.
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Abstract. In this paper we present QNA-MC (Queueing Network Analyzer sup-
porting MultiCast), a new performance evaluation tool for the analytical evalua-
tion of multicast protocols. QNA-MC is based on the QNA tool which
(approximately) analyses open networks consisting of GI|G|m nodes. We extend
this method by allowing a more general input in form of multicast routes. These
routes are then converted to serve as input for standard QNA. From the results
delivered by QNA our tool derives several performance measures for multicast
streams in the network. We validate our approach by comparison to simulation
results. Moreover, we give an application example by evaluating different multi-
cast routing algorithms in the European MBONE using QNA-MC.

1  Introduction

Point-to-multipoint (or multicast) communication has become an essential part of
today's communication protocols, because a number of applications require the same
data to be sent to a group of receivers. Such applications are most efficiently realised
via multicast. Moreover, the world-wide deployment and use of the IP multicast proto-
cols (in the MBONE [1, 2]) has driven the development of new applications, which
would not have been possible without a multicast infrastructure (e.g. distributed simu-
lation with several thousands of computers involved). Thus, performance investiga-
tions of existing and new multicast protocols become more and more important.

Most performance investigations of multicast protocols so far are based on meas-
urement (e.g. [3, 4]), protocol simulation (e.g. [5, 6]) or Monte Carlo simulation on
random graphs (e.g [7, 8]). Analytical evaluations are rather seldom because there is
still a lack of appropriate analytical models for multicast. Existing analyses make a lot
of simplifying assumptions, e.g. they use static delays and do not consider queueing
delays in intermediate nodes [9, 10]. Moreover, their results are usually restricted to
mean values. Measures like delay variation, which are important for instance in real-
time multicast communication, cannot be derived from these models. 

Queuing networks (QN), which have proved to be very useful for the performance
evaluation of communication systems, have not yet been applied to multicast proto-
cols. The reason for this lies in the fact that existing queueing networks assume com-
munication between different nodes to be point-to-point, i.e. copying of data as
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required for multicast data streams is not supported. Moreover, well-known QN
approaches such as Jackson networks [11] have a number of limitations, e.g. the
restriction to exponentially distributed interarrival or service times, and thus may not
model real system behaviour very well. One solution to overcome the disadvantage of
exponential distributions is the Queueing Network Analyzer (QNA), which is based on
the ideas of Kühn [12] and was extended and tested extensively by Whitt [13, 14].
QNA allows interarrival and service times to be generally distributed (characterized by
the first two moments) and yields an approximate analysis of the queueing network.
Recently, QNA has been extended in a number of ways, e.g. by Heijenk et al. [15], El
Zarki and Shroff [16] and Haverkort [17]. 

This paper describes QNA-MC, an enhancement of QNA to support the analysis of
multicast data streams. An input consisting of one or more multicast routes is con-
verted into the standard input required by Whitt's QNA in order to compute general
performance measures. The output of QNA is finally converted back to measures for
individual multicast streams, such as the maximum response time and its variation. 

The focus of this paper is to present the theoretical background of QNA-MC as
well as its practical application. After a brief summary of standard QNA in Section 2
we will describe in Section 3 the conversion from multicast routes to the standard input
and from the QNA output to multicast route measures. In Section 4 we will present
some implementation aspects of QNA-MC and compare the approximate results deliv-
ered by QNA-MC to those of simulations. In Section 5 we will show in a practical
application how QNA-MC can be used to compare different multicast routing algo-
rithms. Finally, Section 6 will give some concluding remarks. 

2  Standard QNA

Below we very concisely summarize the QNA approach. Details of QNA not directly
related to our study are omitted (see [13]). We briefly discuss the QNA model specifi-
cation, the employed traffic equations and the performance measures computed,
focussing only on the single-class case here.

2.1  Model specification

With QNA it is assumed that there are n nodes or queueing stations, with mi servers at
node i, i ∈ {1, ..., n}. Service times at node i are characterized by the first moment
E[Si] = 1/μi and the squared coefficient of variation . From the external environment,
denoted as node 0, jobs arrive at node i as a renewal process with rate λ0i and squared
coefficient of variation . Internally, customers are routed according to Markovian
routing probabilities qij; customers leave the QN from node i with probability qi0.
Finally, customers may be combined or created at a node. The number of customers
leaving node i for every customer entering node i is denoted by the multiplication fac-
tor γi. If γi < 1, node i is a combination node; if γi > 1, node i is a creation node. Finally,
if γi = 1, node i is a normal node. Created customers are all routed along the same path,
or are probabilistically distributed over multiple outgoing routes. Note that this differs
fundamentally from multicast routing where also multiple customers are created, but
exactly one is routed to each of the successor nodes in the multicast tree (cf. Section 3).
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2.2  Traffic equations

Once the model parameters have been set, the analysis of the traffic through the QN
proceeds in two main steps:

Elimination of immediate feedback. For nodes with qii > 0 it is advantageous for the
approximate procedure that follows to consider the possible successive visits of a sin-
gle customer to node i as one longer visit. This transformation is taken care of in this
step.

Calculation of the internal flow parameters. In this step, the arrival streams to all the
nodes are characterized by their first two moments. This proceeds in two steps:

First-order traffic equations. Similarly as in Jackson QNs, traffic stream balance equa-
tions are used to calculate the overall arrival rate λi for node i. Next the node utiliza-
tions ρi = λi/miμi can be computed. They all should be smaller than 1, otherwise the
QN does not show stable behaviour. If this is the case, the second step can be taken.

Second-order traffic equations. QNA approximately derives the squared coefficients of
variation of the customer flows arriving at the nodes ( ). The squared coefficient of
the customer stream departing node i ( ) is computed with Marschall's formula [18]
using the Krämer and Langenbach-Belz approximation for the expected waiting time
at GI|G|1 nodes.

2.3  Performance measures

Once the first and second moment of the service and interarrival time distributions
have been calculated, the single nodes can be analysed in isolation. 

An important measure for the congestion in a node is the average waiting time. To
derive this value in general GI|G|1 queues, only approximate results are available, most
notably, the Krämer and Langenbach-Belz approximation [19]. It delivers an exact
result whenever we deal with M|G|1 and M|M|1 queues. 

From the waiting time, other congestion measures such as the mean response time,
and (using Little's law) the average queue length and the average node population can
be derived. Using a series of approximations, also the squared coefficient of variation
for the waiting time at a node is computed (see Whitt [13]: (50)-(53)).

From the per-node performance measures, QNA calculates network-wide (end-to-
end) performance measures by appropriately adding the per-node performance meas-
ures. Performance measures for multi-server nodes are only computed approximately,
using the evaluation of the M|M|m queue, with average interarrival and service time as
in the corresponding G|G|1 queue, as a starting point (see Whitt [13]: (70)-(71)).

3  Integration of Multicast Routes

QNA as defined in Section 2 does only support the analysis of point-to-point connec-
tions, either given by the routing probabilities, i.e non-deterministic, or by determinis-
tic routes. In order to allow customers or packets to be duplicated at certain nodes
QNA-MC generalizes the route input of QNA to support multicast routes. The conver-
sion of multicast routes to the standard input of QNA is quite simple, if the route con-
versions given in [13] are taken as an example.
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3.1  Input Conversion

In QNA-MC the network is described first:
• n : number of nodes in the network,

• mi : number of servers at node i, i ∈ {1, ..., n}, and

• r : number of routes.

Each multicast route k ∈ {1, ..., r} is described in the form of a tree with input:
• Nk : set of nodes in route k,

• firstk ∈ Nk : first node in route k,

•  : external arrival rate for route k, and

•  : squared coefficient of variation of external arrival process for route k.

For each node l ∈ Nk of a multicast route k the following additional information is
required (using the typical record notation “l.”):
• l.number : node number,

• l.μ : node service rate,

• l.  : squared coefficient of variation of the service-time distribution of the node,

• l.γ : creation/combination factor of the node (default value 1),

• l.λ : modified external arrival rate of the node, i.e. the creation/combination factors of previ-
ous nodes are taken into account (automatically calculated by QNA-MC),

• l.succ_no : number of successors of the node,

• l.succi : ith successor of the node.

Note that there is a difference between a “route node” l ∈ Nk and a “network node”
l.number ∈ {1, ..., n}. The same “network node” may occur several times in a route,
i.e. as several different “route nodes” with possibly different values l.μ, l.γ, etc.

This input is converted by QNA-MC to obtain the standard input for QNA. First,
the external arrival rate λ0i per node i is derived as the sum of all route arrival rates: 

where the function 1{condition} denotes the indicator function, i.e. 1{A} = 1, if A =
TRUE, and 1{A} = 0, if A = FALSE.

The overall flow rate λij between two nodes i and j is the sum of the flow rates in
each route going from i to j. It can be written as 

Similarly, the departure rate λi0 from node i, i.e. the flow from the node out of the net-
work, is given by the sum of the departure rates of all route nodes with number i and no
successor (leaf nodes): 

Based on these rates the Markovian routing probabilities qij, i.e. the proportion of the
customers that go from i to j to those leaving i, can be calculated by normalizing the
flow rate λij to the overall flow rate out of node i:

(1)
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Next the average creation/combination factor γi of node i can be computed. It depends
on the arrival rates and creation/combination factors of the individual multicast routes
and is given as a weighted average of the individual node factors l.γ (marked grey):

Similarly, the average service-time μi per customer at node i and the corresponding
squared coefficient of variation  can be derived as weighted averages as follows: 

Note that (7) uses the fact that the second moment of a mixture of distributions, i.e.
, equals the mixture of the second moments of the mixed distributions.

Finally, the squared coefficient of variation  for all external arrival processes is
determined (see Whitt [13]: (10) - (12)). If the external arrival rate λ0i = 0, then  is
set to 1 and thus has no further impact on the QNA calculations. If λ0i ≠ 0 then

where the value for wi is defined as

and ρi = λi/(μimi). 
After calculation of all these values QNA-MC starts the standard QNA method as

described in Section 2, which delivers several network and node measures.

3.2  Output Conversion

In addition to the results delivered by standard QNA, QNA-MC computes measures
for individual multicast routes and for different paths p within these routes, i.e. meas-
ures for individual receivers of the stream. Note that we define a path to be the unam-
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biguous node sequence from the sender to a single receiver in a multicast route. 
Let Pk denote the set of paths of multicast route k. From the standard QNA output

we know the mean and variance of the waiting time of an arbitrary customer in net-
work node i (denoted E[Wi] and V[Wi], resp.). Thus, the response time E[Rp] of the
receiver at the end of path p ∈ Pk is the sum of the expected service times and expected
waiting times of all nodes l in the path p:

and the variance is calculated in a similar way as

Of particular interest for many analyses (see e.g. the application of QNA-MC in Sec-
tion 5) are the maximum response times and variances within a multicast route. Hence,
these values are computed as well. 

Finally, if we define the weight ωp as the proportion of the customers leaving the
network at the end of path p to those departing from the overall route

then (similar to equations (5) - (7)) the mean response time of the overall route k, i.e.
for a “general” customer of the multicast stream, can be written as

and the corresponding variance can be calculated from the weighted second moments
of the individual paths minus the squared expectation value delivered by (13):

4  Tool Support: QNA-MC

We implemented QNA-MC in C++ on a Solaris platform based on the C code of
QNAUT (QNA, University of Twente). After rewriting most of the code in C++ we
added the input and output conversions described in the last Section. 

We tested QNA-MC for a number of different parameter sets and network scenar-
ios by comparing the QNA-MC results to the results of equivalent simulations. Here,
we present only those results relevant for our example application in Section 5. How-
ever, results for other parameter combinations had the same quality (see [20]). The
simple test scenario is shown in Fig. 1.

The investigated network consists of four nodes. The only “real” multicast route
(black) enters the network at node 1, passes on to node 2 and then goes on to node 3
and 4, where the customers leave the network. The other routes (grey) model back-
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ground traffic and are used to increase the overall load ρ in the nodes. Customers of
these routes leave the network directly after having passed their entrance node. 

Fig. 1.  Test scenario for QNA-MC validation

The following parameter combinations have been selected according to our application
example (cf. Section 5), i.e. constant interarrival times for the multicast data stream,
constant service times at the nodes and background traffic with high variance. The
respective parameter values are given in Table 1. 

Fig. 2 compares the results of QNA-MC to those of simulation. Since the 95% confi-
dence intervals of the simulations were too small to be distinguishable from the mean
values (less than 0.02) they are not explicitly shown. Because of the symmetric multi-
cast tree the performance measures for individual receiver response times (see (10) and
(11)) and overall multicast route response time (see (13) and (14)) are the same.

Fig. 2.  QNA-MC and simulation results for the test scenario 

a. The same values are used for all background traffic routes in the network.
b. The node parameters are the same for all nodes in all routes.

Table 1. Model parameters

Load Multicast Route Background Traffica Node Serviceb

ρ λroute_mc croute_mc λroute_bg croute_bg μ cs

0.25 1 0 4 {2, 3} 20 0

0.5 2 0 8 {2, 3} 20 0

0.7 3 0 11 {2, 3} 20 0

0.9 4 0 14 {2, 3} 20 0
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The left diagram of Fig. 2 shows the load dependent mean response times for both
multicast receivers. For small load the results of QNA-MC are very close to the simu-
lation results. When the load is increased the absolute difference becomes slightly
larger but is still within an (from our point of view) acceptable range. Looking at the
response time variance calculated by QNA-MC (Fig. 2 right) the values are even better. 

It should be mentioned that a further increase of the coefficient of variation leads to
a more significant overestimation of the response time by QNA-MC. If a high coeffi-
cient of variation is used then the results of QNA-MC have to be interpreted more care-
fully because of the pessimistic approximations delivered by QNA-MC.

Overall (also if all other validation results are taken into account, see [20]) QNA-
MC has shown to be an appropriate tool for the calculation of approximate measures in
general QNs with multicast data streams. Because of its short run time QNA-MC can
be applied to multicast QN models for which simulation times are no longer acceptable
(see e.g. the example in Section 5). The run times of QNA on a Sun Ultra for all exam-
ples in this paper were less than a second. In contrast to this even the simple model
shown in Fig. 1 required a simulation time between 15 and 30 minutes (30.000 seconds
simulated time, simulation tool OPNET, Sun Ultra), i.e. QNA-MC yields a speed up
factor of 1000 to 2000 even for simple networks.

5  Example Application: Multicast Routing Algorithms

We will now show in an example how QNA-MC can be applied to analyse multicast
protocols. Particularly, we describe the application of QNA-MC to evaluate multicast
routing algorithms in the European Internet. 

5.1  Introduction

The most popular multicast protocol used in wide area networks is IP multicast. Its
routing algorithm calculates multicast routes based on shortest path trees between the
source and all members of the multicast group or as core-based trees (e.g. in the Proto-
col Independent Multicast Architecture [21]), where all senders share a delivery tree
rooted at a special node called core. To realize such a point-to-multipoint routing algo-
rithm in the Internet, where most routers do not support multicast routing, an overlay
network topology between multicast-capable routers (called MBONE, see Fig. 3 left)
is required. “Direct” routing of multicast packets between multicast routers is achieved
by interconnecting these routers by so-called IP tunnels, i.e. point-to-point connections
transporting encapsulated multicast packets. 

To compare shortest path multicast routing with core-based tree routing we first
model a network, particularly a part of the European MBONE (MBONE-EU).

5.2  Modelling the Topology of the Basic MBONE-EU

Starting from the overlay network MBONE-EU (Fig. 3 left) we refine this topology by
adding all the nodes usually involved in a multicast transmission (Fig. 3 right). Note,
that the topology refinements are just made by rule of thumb and the network might
look different in reality. We add non-multicast routers (white nodes) for tunnels in the
backbone and local area, local area multicast routers (small black nodes), members of
the multicast group (white squares) and two different cores (black squares) used only
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for core-based tree routing. The distinction between all the different router types is
meaningful, because backbone routers usually have a higher performance than local
routers and handling of a multicast packet usually takes more time than handling of a
unicast packet. Finally, we have to consider the constant propagation delay between
the backbone multicast routers. We make the simplifying assumption that it is propor-
tional to the distance as the crow flies and model this by GI/D/100 nodes (grey). Our
investigations showed that the queuing delay in nodes with 100 servers is negligible.
The propagation delay in the local area, i.e. between a receiver, sender, or core and its
nearest backbone router is neglected. 

Fig. 3. European MBONE: overlay network topology (left) and basic model (right)

5.3  Parameterization of the Basic MBONE-EU

In the next step we define the node service rates. Both, for background and multicast
packets, the service rates μ of all routers (pps = packets per second) are assumed to be
constant (i.e. cs = 0) as given in Table 2. 

a. Encapsulated packets have a larger packet length and thus a longer service time.

Table 2. Node service rates

Node Type Background Service Rate Multicast Service Rate

Backbone Multicast Router 200,000 pps 100,000 pps 

Local Multicast Router 10,000 pps 2000 pps

Backbone Router 200,000 pps 190,000a pps

Local Router 10,000 pps 9000a pps

Source / Receiver - (not required) 500 pps

Core - (not required) 10,000 pps

Stockholm

Amsterdam

Stuttgart

CERN

Paris

Bologna

Backbone Multicast Router

Local Multicast Router

Backbone Router

Local Router

Group Member (may act as sender)

Propagation Delay Node

MBONE Europe (1996) Basic MBONE-EU Model

Core1

Core2

Stockholm

Paris

CERN

Bologna

Stuttgart

Amsterdam
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Similar to Fig. 1 we model background traffic in routers as independent cross data
streams. According to arguments given in [22] the coefficients of variance of the back-
ground streams are chosen to be larger than 1 (namely cbg = {3, 5, 7}), i.e. they repre-
sent traffic with high burstiness. The overall network load ρ is modified by
proportionally increasing or decreasing the background traffic arrival rate at all nodes. 

5.4  Definition of Multicast Routes

Finally, we have to define the external arrival process for the multicast data stream
under investigation. We assume the sender to be the source of an audio stream (e.g. a
PCM encoded stream of the MBONE tool “vat” [23]), which produces packets with
rate λroute_mc = 50 pps and constant interarrival time, i.e. croute_mc = 0. 

We restrict our investigations to the three multicast trees shown in Fig. 4. 

Fig. 4. A shortest path and two core-based multicast trees for the same group (black arrows
indicate the path from the source to the core)

The maximum response times for an individual path in the tree (here always from the
source near Stockholm to a receiver near Bologna at the right bottom) and the mean
response times for the overall tree (calculated according to (10) and (13) resp.) are
shown in Fig. 5 for cbg = 3.

Fig. 5. Response times for the maximum path (left) and overall tree (right) for cbg = 3.

In both diagrams the values are very similar independent of the routing tree used. Even
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the “longer” paths via core number 2 do not influence the overall delay very strongly.
Furthermore, if we take 150 ms as the maximum acceptable delay for audio transmis-
sions (see e.g. [24]) then this delay bound is reached by the mean response time only if
the load is higher than 95%.

Let us now take a closer look at the influence of the background traffic burstiness
on the response time measures (shown for the shortest path tree only) in Fig. 6. In
order to obtain traffic with higher burstiness we set the coefficients of variation cbg to 3,
5 and 7. Although the absolute response time and variance values are overestimated by
QNA-MC for coefficients of variation larger than 3 (cf. Section 4) we think that the
results shown in Fig. 6 accurately represent the general tendency of response time and
variance for increasing burstiness.

Fig. 6. Maximum path response time and variance for bursty traffic

The influence of the background traffic burstiness on both mean response time and
response time variance is rather strong. The higher the burstiness the earlier the critical
delay bound of 150 ms for audio samples is reached. Because the variance values
increase rather fast with the overall load the response time of individual packets will
often be larger than 150 ms even for less load. For an audio data stream this leads to
the dropping of audio samples and thus to quality loss. 

6  Conclusions

In this paper we have presented QNA-MC, which can be used for the performance
evaluation of large communication networks with multicast data streams. We have
described the theoretical background and have shown by comparison to simulations
that QNA-MC delivers accurate results at low cost. Moreover, we have shown in an
example based on the European MBONE, how QNA-MC can be used to compare dif-
ferent multicast routing algorithms. Whereas similar simulations cannot be performed
in reasonable time, QNA-MC calculates the performance measures of interest immedi-
ately. Moreover, these measures include response time variances. Thus it is possible to
use e.g. Chebyshev’s inequality to determine the probability that packets arrive within
a certain delay bound, what is very important all sorts of real time multicast applica-
tions. Overall QNA-MC shows itself to be a promising alternative to existing analysis
and simulation methods of multicast protocols.
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Abstract. In this paper we study a queueing model with a server that
changes its service rate according to a finite birth and death process.
The object of interest is the simultaneous distribution of the number
of customers in the system and the state of the server in steady-state.
Both infinite and finite storage capacity for customers is considered. The
influence of the operating time-scale is investigated by letting the under-
lying birth-death process move infinitely fast as well as infinitely slow.
The model can be applied to the performance analysis of (low priority)
Available Bit Rate (ABR) traffic at an ATM switch in the presence of
traffic with a higher priority such as Variable Bit Rate (VBR) traffic and
Constant Bit Rate (CBR) traffic. For a specific example we illustrate
by numerical experiments the influence of the latter traffic types on the
ABR service.

1 Introduction

This work was motivated by the introduction of the Available Bit Rate (ABR)
service class in Asynchronous Transfer Mode (ATM) networks. The ABR ser-
vice is a low-priority service that was designed for carrying data connections in
ATM networks. The amount of transmission capacity that is reserved for ABR
traffic is typically a very small portion of the total network capacity and, in ge-
neral, not sufficient to handle all ABR traffic. Apart from this low-level reserved
capacity, ABR connections can profit from (temporarily) unused capacity from
other service classes, such as the more traditional Constant Bit Rate (CBR) and
Variable Bit Rate (VBR) services. Thus, ABR connections will receive a varying
service capacity. Other specific characteristics of the ABR service class are (i)
the ability to react dynamically to network congestion by means of feedback
information from the network’s links to the ABR sources, and (ii) fair sharing
of the available capacity among ABR connections. For ABR connections, the
cell loss fraction should be very small. This can be achieved by incorporating
large storage buffers at the switches, that can be controlled with the already
mentioned feedback mechanisms: As soon as traffic congestion is detected at a
switch, for instance because the contents of the switch’s storage buffer exceed
some threshold level, the switch sends a feedback signal to the ABR sources,
that forces them to lower their input rates. When the congestion is released, the

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 93–104, 1998.
c© Springer-Verlag Berlin Heidelberg 1998
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sources are notified in a similar way. For more detailed specifications of ABR we
refer to the ATM Forum [2].

In this paper we focus on the ABR service at the connection level. We as-
sume that all transient effects of the feedback mechanism, that operates at the
cell-level, can be ignored. This seems to be a reasonable assumption, since the
durations of ABR connections are typically large, compared to oscillations at
the cell level. An active ABR source continuously sends cells to the network at
the permitted rate. When a source has no more cells to send, the connection is
terminated.

We propose a queueing model for the analysis of the ABR service at the
connection level. We model a single ATM switch by a server that can be in
different states. The state of the server determines the service capacity. We
assume that the state of the server changes according to some general finite
birth and death process. For ABR, the service capacity is determined by the
load of higher priority traffic. In the queueing model, an ABR connection is
represented by a customer (the service requirement of the customer corresponds
to the amount of cells to be transmitted). All customers present at the service
station – i.e. all active ABR sources – are served according to the (egalitarian)
processor sharing service discipline, which is the mathematical translation of the
‘fair sharing’ requirement for ABR connections.

Our model is a two-dimensional Markov process, and we study it through its
steady-state distribution. The two components of the process are (i) the number
of customers at the service station and (ii) the state of the server. We assume
that customers (ABR calls) arrive according to a Poisson process. This is a
reasonable assumption for ABR calls at the connection level: There are many
sources and each of them can become active (with small probability) at any point
in time. We further assume that the service requirement of a customer (i.e. the
amount of data that an ABR source transmits) is drawn from an exponential
distribution.

Although the assumption of exponentially distributed service requirements
is quite restrictive, the presented model may be used to gain useful qualitative
insights into the performance of low priority traffic (ABR) that is offered a vary-
ing service capacity. For our model we determine the steady-state distribution of
the number of active ABR sources, and compare it to the case with a fixed avai-
lable link capacity. Note that, because of the exponentially distributed service
requirements, the queue length process is identical to that of the same model
with First Come First Served (FCFS) service discipline, instead of processor sha-
ring. However, in future studies we will investigate the sojourn time (delay) of
customers in this model, for which the processor sharing discipline complicates
the analysis considerably, even under the above mentioned assumptions. For a
review on processor sharing queues, see Yashkov [22].

In our model we consider both an infinite and a finite storage capacity for cu-
stomers. The latter corresponds to the situation where the individual customers
are assigned a guaranteed minimum capacity, see Sect. 6.
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The presented model is a generalisation of the priority model analysed by
Núñez Queija and Boxma [18]. In that report, the state of the server is expli-
citly given by the number of higher priority customers in the system (e.g. VBR
and CBR connections), which form an M/M/n/k queue. In Núñez Queija [19]
the results were generalised and extended for the present model with infinite
capacity.

Variants of the priority model were studied by several authors. The case
where both types of customers have an infinite waiting space and within each
customer type the service discipline is FCFS, was solved first by Mitrani and
King [15] and later by Gail et al. [7]. Falin et al. [6] analysed the case with
processor sharing among the low priority customers. An extensive treatment of
the spectral analysis of M/G/1-type Markov chains is given in Gail et al. [8].
Daigle and Lucantoni [5] analysed a model that contains our model with infinite
storage capacity. However, we use somewhat different arguments and we are able
to carry the analysis somewhat further (see Sect. 4). In addition, we also discuss
the case with finite storage capacity.

Recently, several other studies were concerned with the application of similar
models to the performance analysis of ABR. Blaabjerg et al. [3] consider a model
similar to the one in [18] and give various performance measures in terms of
the steady-state distribution, rather than analysing this distribution in greater
detail. Independent from our studies, Altman et al. [1] obtained different results
for a model that is contained in [19]. Kulkarni and Li [11] analysed a similar
model with finite storage capacity by means of Laplace-Stieltjes Transforms.

The remainder of the paper is organised as follows. We present the model in
Sect. 2. In Sect. 3, a starting point for the analysis is provided using the matrix-
geometric theory of Neuts [17]. A detailed spectral analysis is presented in Sect.
4. The steady-state distribution for the infinite storage model is given in Sect. 5.
For the model with finite storage capacity the results are mentioned in Sect. 6.
In Sect. 7 the influence of fast- and slowly-changing service modes is discussed,
and illustrated by a numerical example. Finally, in Sect. 8, conclusions are drawn
and current research is mentioned.

2 The Model

We consider a service station where customers arrive according to a Poisson
process with rate λ. The probability distribution of the service requirement of
each customer is assumed to be exponential with mean 1 (this is no restriction)
and independent of everything else. All customers present at the station are
served according to the processor sharing discipline. I.e., if the station would work
at constant rate μ then the model would become the standard M/M/1 processor
sharing queue, and each customer would be served at rate μ/j, whenever there
are j > 0 customers present.

The service capacity of the service station changes according to a birth
and death process. More precisely: Let [Y (t)]t≥0 be a birth and death pro-
cess on {0, 1, . . . , N}, N being a positive integer, with birth rate q(+)

i > 0



96 R. Núñez-Queija

(i = 0, 1, . . . , N − 1), and death rate q(–)
i > 0 (i = 1, 2, . . . , N), whenever

Y (t) = i (for notational convenience we set q(–)
0 = q(+)

N = 0). We further de-
fine qi := q(–)

i + q(+)
i . We assume Y (t) to be independent of the arrival times and

service requirements of the customers. The station works at rate μi > 0 when
Y (t) = i ∈ {0, 1, . . . , N}. The restriction μi > 0, ∀i, is purely for compactness
of presentation. The case where some of the μi are equal to 0 can be treated in
the same manner, see Remark 1.

We already mentioned in Sect. 1 that, because of the exponentiality assump-
tion on the service requirements, the fact that the service discipline is processor
sharing has no effect on the queue length process: It is equivalent to the queue
length process of the same model with FCFS service discipline.

We will consider both the case where there is an infinite storage buffer for
customers at the station, and the case with a finite storage buffer for L customers,
L ∈ {1, 2, 3, . . .}. In the latter model, if a customer arrives at the service station
and finds L other customers present, the new customer is rejected and is lost.

In this paper we will use the superscript (∞) for the model with infinite buffer,
and the superscript (L) for the finite buffer model. When it concerns both models,
no superscripts are given.

Let X(t) be the number of customers present in the system at time t.
Then the process (X(t), Y (t)) is an irreducible and aperiodic Markovian pro-
cess. Moreover, by definition, Y (t) is not influenced by X(t), i.e. if we define
pi := P{Y = i} := limt→∞ P{Y (t) = i}:

p0 =

(
1 +

N∑
i=1

i∏
k=1

q(+)

k−1

q(–)

k

)−1

,

pi = p0

i∏
k=1

q(+)

k−1

q(–)

k

, i = 1, . . . , N, (1)

see for instance Sect. I.4.1 of Cohen [4]. The vector of these steady-state proba-
bilities is denoted by p = (p0, p1, . . . , pN ).

We define the simultaneous equilibrium probabilities

πj,i := P{X = j, Y = i} := lim
t→∞ P{X(t) = j, Y (t) = i}, (2)

and partition them into vectors πj := (πj,0, πj,1, . . . , πj,N ) of length N + 1.
Note that πj is associated with the states in which j customers are present.
This partition enables us to write the equilibrium vector as a block vector
π(∞) = (π(∞)

0 , π
(∞)
1 , π

(∞)
2 , . . .) for the model with infinite storage buffer, and

π(L) = (π(L)
0 , π

(L)
1 , . . . , π

(L)
L ) for the model with a storage buffer for L customers.

The corresponding infinitesimal generators of the processes (X(∞)(t), Y (t)) and
(X(L)(t), Y (t)) are given by:
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Q(∞) :=

⎡
⎢⎢⎢⎣

Q
(0)
d λI 0 . . .

M Qd λI 0 . . .
0 M Qd λI 0 . . .
...

. . . . . . . . . . . . . . .

⎤
⎥⎥⎥⎦ , (3)

Q(L) :=

⎡
⎢⎢⎢⎢⎢⎢⎢⎣

Q
(0)
d λI 0 . . . . . . 0

M Qd λI 0 . . .

0
. . . . . . . . . . . .

...
...

. . . M Qd λI

0 . . . 0 M Q
(L)
d

⎤
⎥⎥⎥⎥⎥⎥⎥⎦

. (4)

Here, Q
(0)
d = QY − λI, Qd = QY − λI − M , and Q

(L)
d = QY − M .

Q(L) consists of L + 1 block rows and block columns. The matrices QY , I,
and M are of dimension (N + 1) × (N + 1). I is the identity matrix, M is the
diagonal matrix diag[μ0, μ1, . . . , μN ] and QY is the (tri-diagonal) infinitesimal
generator of the process Y (t):

QY :=

⎡
⎢⎢⎢⎢⎢⎣

−q0 q(+)
0 0 . . . . . . . . . 0

q(–)
1 −q1 q(+)

1 0 . . . . . . 0
0 q(–)

2 −q2 q(+)
2 0 . . . 0

...
. . . . . . . . . . . . . . .

...
0 . . . . . . . . . . . . q(–)

N −qN

⎤
⎥⎥⎥⎥⎥⎦ . (5)

By Theorem 3.1.1 of Neuts [17], we have that the process (X(∞)(t), Y (t)) is
ergodic if and only if

λ < pMe =
N∑

i=0

piμi. (6)

Here e is the N + 1 dimensional column vector with all entries equal to 1.
In the sequel, when addressing the infinite buffer model, we assume that

(6) holds. For the finite buffer model the steady-state distribution also exists
when (6) is not satisfied. The case λ = pMe can be analysed by the same
techniques, but requires some extra work and does not add significantly to the
results. Therefore we restrict ourselves to the case when λ �= pMe.

3 Infinite Buffer Model

This section is concerned with providing a starting point for the analysis of
the model with infinite capacity. For this, we use arguments from the matrix-
geometric theory developed by Neuts [17] and the highly related spectral expan-
sion technique (see for instance Mitrani and Mitra [16] and Mitrani and Chakka
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[14]). In Sect. 6 we discuss the implications for the finite capacity model.

When the ergodic condition (6) holds, the unique probability vector π(∞) =
(π(∞)

0 , π
(∞)
1 , π

(∞)
2 , . . .) satisfying π(∞)Q(∞) = 0 has the matrix-geometric form,

π
(∞)
j+1 = π

(∞)
j R, (7)

where the matrix R has all its eigenvalues inside the unit disc, and is the minimal
nonnegative solution to the quadratic matrix equation,

λI + RQd + R2M = 0, (8)

(see Theorem 3.1.1 of Neuts [17]). For an interpretation of the elements of the
matrix R, see Sect. 1.7 of [17].

In Sect. 4 we show that the matrix R has a full set of eigenvectors. When
this is the case, we can rewrite (7) to the ‘spectral expansion’ form

π
(∞)
j =

N∑
k=0

αk (rk)j
vk. (9)

Here, r0, . . . , rN are the eigenvalues of the matrix R and v0, . . . , vN the cor-
responding left eigenvectors, i.e. vkR = rkvk, k = 0, 1, . . . , N . In Sect. 5 we show
how the coefficients αk can be found, once all the rk and vk are determined.

We now define the quadratic matrix polynomial T (z) by,

T (z) := λI + zQd + z2M. (10)

Note that if v is an eigenvector of the matrix R corresponding to the eigenvalue
r, then v is in the left nullspace of the matrix T (r) (this can be seen by pre-
multiplying (8) with v), and so det[T (r)]=0. It follows immediately that R is
nonsingular, since T (0) = λI is nonsingular. Therefore, using (8), we may write

T (z) = (R − zI) R−1λI (I − zG) , (11)

where G = 1
λRM . To the author’s knowledge, the factorisation (11) of the matrix

T (z) has not been reported before in the literature.
The matrix G is stochastic, and satisfies

λG2 + Qd G + M = 0.

For more on the matrix G see Sect. 3.3 of Neuts [17].
The factorisation (11) is very useful, since det[R − zI] is precisely the cha-

racteristic polynomial of R, and for z �= 0: det[I − zG] = zN+1 det[ 1z I − G].
The polynomial det[T (z)] is of degree 2(N + 1). In the ergodic case, the zeros of
det[T (z)] inside the complex unit disk coincide with the eigenvalues of R, and
the remaining zeros coincide with the eigenvalues of G−1. In Sect. 4 we show
that the zeros of det[T (z)] are all different, positive reals, and hence, so are all
eigenvalues of R and G−1 (and also G).

Note that if some of the μi are zero, then G is singular, and the degree of
the polynomial det[I − zG] becomes smaller than N + 1, see Remark 1.
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4 Spectral Analysis

In this section we investigate the roots of the polynomial det[T (z)]. We show
that, unless λ = pMe, all these roots are different, real and positive. Some of
the results in this section, concerned with the case where (6) holds, were already
obtained by Daigle and Lucantoni [5]. In particular they found the number of
zeros of det[T (z)] in (0, 1) and in (1,∞). However, they did not prove that these
zeros are different but assumed they were, so that the spectral expansion (9)
holds. Also, our methods are different from theirs: We use continuity arguments
to prove our results, whereas they use the fact that the matrices λI, QY and M
are semidefinite.

Because of space limitations, most proofs in this section had to be omitted.
Partial proofs concerning the case λ < pMe can be found in [19]1. Full proofs
are given in the extended version of this paper, see [20].

Lemma 1. For real z �= 0 the matrix T (z) has N + 1 different real eigenvalues.

The fact that the eigenvalues of T (z) are real for real z, simplifies the analysis
considerably. In the sequel we only consider the eigenvalues as real functions of
the real variable z. Therefore, using Lemma 1, for real z �= 0, we may denote the
eigenvalues of T (z) by

τ0(z) < τ1(z) < . . . < τN (z). (12)

Obviously, τ0(0) = τ1(0) = . . . = τN (0) = λ.

Lemma 2. All eigenvalues τk(z), k = 0, 1, . . . , N , are continuous functions of
z ∈ IR.

Lemma 3. τN (1) = 0, and for k = 0, 1, . . . , N − 1 the equation τk(z) = 0 has
(at least) one solution for z ∈ (0, 1) and (at least) one solution for z ∈ (1,∞).

Lemma 4. If λ < pMe, then τN (z) = 0 for some z ∈ (0, 1). If λ > pMe, then
τN (z) = 0 for some z ∈ (1,∞). If λ = pMe, then the zero of τN (z) at z = 1 is
of multiplicity 2.

Theorem 1. If λ �= pMe then all roots of det[T (z)] are different. If λ < pMe
then N + 1 of them lie in (0,1), one at z = 1 and N in (1,∞). If λ > pMe then
N of them lie in (0,1), one at z = 1 and N + 1 in (1,∞).

Proof. By Lemmas 3 and 4 we have found all 2(N + 1) roots of det[T (z)] with
the required positions. ��

Remark 1. Let n0 be the number of states i, of the process Y (t), for which
μi = 0. The degree of det[T (z)] is 2(N + 1) − n0. If n0 > 0, then the number of
zeros of det[T (z)] in the interval (1,∞) becomes N − n0 when λ < pMe, and
N + 1 − n0 when λ > pMe. This can be proved using the same arguments as in
the analysis with strictly positive service rates.
1 see ˜http://www.cwi.nl/static/publications/reports/PNA-1997.html.
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5 Steady State Distribution for the Infinite Buffer Model

In Sect. 4, we have shown that, under the ergodicity condition (6), R has N + 1
different eigenvalues in the interval (0,1); therefore the equilibrium distribution
can be written as in (9). We order the eigenvalues of R as 0 < r0 < r1 <
. . . < rN < 1, and construct the diagonal matrix Λ = diag[r0, r1, . . . , rN ]. The
corresponding (normalised) eigenvectors v0, v1, . . . , vN compose the matrix V ,
vk being the k + 1st row of V . We have the (obvious) Jordan decomposition
R = V −1ΛV .

Having determined the rk and vk, it remains to find the coefficients αk in (9).
Writing α = (α0, α1, . . . , αN ), and using the obvious relation

∑∞
j=0 π

(∞)
j = p,

we have,
α (I − Λ)−1

V = p. (13)

The probability vector p is given by (1). Equation (13) uniquely determines α.
Now, the steady state probability vectors π

(∞)
j , j ≥ 0, are determined through

(9). In particular, the marginal queue length distribution is given by

P{X(∞) = j} = αΛjV e =
N∑

k=0

αk (rk)j
vke. (14)

Remark 2. From (14) the moments of the number of customers in the system are
easily determined, in particular the mean IE

[
X(∞)

]
and the variance var

[
X(∞)

]
.

Using Little’s formula we immediately obtain the mean processing time (or so-
journ time) from IE

[
X(∞)

]
.

6 Finite Buffer Model

In this section we discuss the finite buffer model using the results obtained in
Sect. 4. In the finite buffer model, if a customer arrives at the service station
and finds L other customers present, the new customer is rejected and leaves
the station. Therefore, the minimum rate at which an individual customer is
served, is mini∈{0,1,...,N}

μi

L . For the application of the model to ABR this is
an important matter: Individual ABR connections are assigned a guaranteed
Minimum Cell Rate (MCR). In our model the service rates μi, i = 0, 1, . . . , N
and the buffer size L can be designed such that the chosen MCR is guaranteed.
The parameter L determines the Call Acceptance Control policy for ABR. The
rates μi are determined by the link capacity and the traffic characteristics of
higher priority traffic.

Unlike the infinite buffer model, the steady-state probability vector for the
finite buffer model does not satisfy a matrix geometric relation like (7). However,
since the model is an irreducible finite Markov process, we know that the (unique)
steady-state distribution exists, see Theorem 3.4 of Cohen [4]. Then, from the
standard theory of difference equations (for instance by using Theorem S1.8 of
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Gohberg et al. [9]), it follows that if the matrix T (z) has a complete set of null-
values and corresponding null-vectors, then the steady-state probabilities must
be of the form,

π
(L)
j =

2N+1∑
k=0

αk (rk)j
vk, j = 0, 1, . . . , L, (15)

where r0, . . . , r2N+1 are the zeros of det[T (z)] and v0, . . . , v2N+1 are the corre-
sponding left null-vectors. In Theorem 1 we showed that, unless λ = pMe, all
the rk are different (and positive real numbers), and therefore (15) holds.

It can be shown that the coefficients αk are uniquely determined by combining
(15) with the boundary equations,

π
(L)
0 [QY − λI] + π

(L)
1 M = 0,

π
(L)
L−1λI + π

(L)
L [QY − M ] = 0,

and the normalisation
∑L

j=0 π
(L)
j e = 1.

7 Numerical Experiment

In this section, we illustrate how the results can be used in numerical experi-
ments. We investigate how the queue length distribution is influenced by fast
and slowly changing service modes. More precisely, we replace QY , the genera-
tor of the process Y (t), by sQY , with s ∈ (0,∞). The factor s is a time-scale
parameter.

If s → ∞, the queue length distribution converges to that of the M/M/1/L

model (including L = ∞) with service capacity fixed at the average
∑N

i=0 piμi.
Also, if s ↓ 0, in the limit, with probability pi, customers arrive at an M/M/1/L
queue with fixed service capacity μi. If at least one μi is smaller than or equal
to λ, the infinite model becomes unstable. In [20] these statements are proved
formally, by first showing that the null-values of the (new) matrix T (z), with
QY replaced by sQY , are continuous functions of s.

We now illustrate these effects numerically. For this we use the model spe-
cified in [18]. In that model, Y (t) is the number of higher priority connections
on the link, for instance VBR (or CBR) connections. It is assumed that VBR
connections are requested according to a Poisson process (with rate ν). Holding
times of VBR connections are assumed to be drawn from an exponential dis-
tribution (with mean h). A maximum number N of VBR connections can be
carried simultaneously on the link, and new requests for VBR connections when
this maximum number is reached, are rejected and lost. Thus, Y (t) is the queue
length process of the M/M/N/N loss model, and its generator QY is given by

q(+)
i = ν, i = 0, 1, . . . , N − 1,
q(–)
i = i

h , i = 1, 2, . . . , N .
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All other off-diagonal entries are zero.
In particular the steady-state distribution of Y (t) is:

pi =
(ρY )i/i!∑N

m=0(ρY )m/m!
, i = 0, 1, . . . , N,

where ρY := νh is the offered load by VBR traffic. The mean number of VBR
connections will be denoted by IE[Y ].

During the complete holding time, a VBR connection uses a fixed capacity
1 (this is no restriction). The capacity that is not required by VBR connections
is assigned to ABR traffic. It is assumed that the link capacity is equal to N ,
i.e. when there are N VBR connections, no capacity is left over for ABR traffic.
The matrix M is therefore determined by,

μi = N − i, i = 0, 1, . . . , N.

For more details on this model we refer to [18].
In our experiments, N = 17 (in accordance with data supplied by KPN

Research for The Netherlands). Further, we also fix ρY = 10. This value for ρY is
not of any particular interest, the resulting graphs are of the same form for other
values of ρY . Note however, that for fixed ρY the steady-state probabilities pi of
the process Y (t), and in particular the average number of service units available
to the low-priority traffic (N − IE[Y ]), are also fixed.

We set ν = 10s (and consequently h = 1/s), where, as before, s ∈ (0,∞) is
a time-scale parameter.

For s = 1
5 , 1 and ∞, we have plotted, in Fig. 1, the mean number of ABR

connections for increasing λ. The lowest curve, denoted by ‘limit’ (s = ∞), cor-
responds to the regular M/M/1 queue with fixed service capacity N − IE[Y ]. We
already indicated above that the curves converge to this lowest curve as s → ∞.
In Fig. 2 we have done the same for the variance of the number of ABR connec-
tions. Again we observe the indicated convergence as s increases.

Space limitations do not allow for an extensive numerical study at this point.
However, we do spend a few words on the efficiency of our computations. In
general, use of spectral methods instead of matrix-geometric routines to find the
matrix R, improve computational efficiency. Using matrix-geometric techniques,
the computation time increases with L (for the finite buffer model), and with λ
(for the infinite buffer model). The computational effort using spectral methods
is insensitive to these parameters. For a comparison of the spectral method with
traditional matrix-geometric methods, see Mitrani and Chakka [14]. However,
it must be noted that the matrix-geometric techniques used in that comparison
are not the most efficient. For an improvement of these techniques, see Latouche
and Ramaswami [12]. Still, these procedures are sensitive to L and λ.

In our case, numerical evaluation is further facilitated by the fact that the
nullvalues of T (z) are positive real numbers. They can essentially be found using
bisection.
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8 Concluding Remarks

In this paper we have studied a queueing model with a server that changes its
service rate according to a finite birth and death process. Both the cases of an
infinite and a finite buffer were considered. This model captures many features of
ABR traffic at the connection level on an ATM link, in the presence of other traf-
fic types with higher priority (CBR, VBR). Under exponentiality assumptions,
regarding the distributions of the service requirements and the process regula-
ting the available service capacity (finite birth-death process), we were able to
give a detailed analysis of the distribution of the number of ABR connections.
Although the assumption on the exponential distribution of the service requi-
rements is restrictive, we believe that the model is useful to gain qualitative
insights into the performance of ABR traffic, because of the detailed analysis.
Currently, these models are used in joint experiments with KPN Research for
performance studies of ABR traffic. In this paper, only a small numerical expe-
riment was presented to illustrate the effect of the varying service rate on the
queue length distribution. We observed that, depending on time-scale differen-
ces, ignoring the service variability and fixing the capacity at the mean, can be
a very bad approximation.

Through Little’s formula we also obtained the mean processing time. Of
course, in practice one would also like to know the variance of the processing
time and possibly higher moments. Also the (mean) processing time conditioned
on the amount of work is a valuable performance measure. These issues are the
subject of our current research.
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Abstract. The information about the location of a mobile user belongs to
the most sensitive data within mobile communication networks. One possi-
bility to protect it especially against curious insiders with access to the net-
work consists of storing the actual information in so-called "home trusted
devices" and using temporary pseudonyms for user registration in the network
databases. This paper presents a detailed OPNET simulation and evaluation of
the signalling cost of this approach compared to standard GSM.

1 Introduction

In contrast to previous mobile communication networks, GSM offers a much higher
level of security to its users and the network operator, e.g. by authentication and
speech encryption procedures as well as the use of temporary identities protecting the
user's privacy. Despite these features, there are some security weaknesses in the GSM
standard, e.g. the issue of protecting location information about the user (as it is con-
tained within the GSM signalling information). The temporary pseudonym method
[11, 7] is one recent approach for protecting this rather sensitive information against
attacks coming from inside the network (especially against corrupt network providers).
This paper presents a thorough simulative investigation and performance evaluation of
this method.

GSM networks have roughly the following structure [13]: The total supply area of
the network consists of several MSC areas (managed by a Mobile Switching Center
MSC each) which are subdivided into several Location Areas LA (each of them
managed by a Base Station Controler BSC), each being constituted of several cells,
where a respective Base Transceiver Station BTS emits and receives radio waves in a
certain frequency spectrum. The distributed location management consists of a central
database, the Home Location Register HLR, containing the respective current MSC
area of each user, whereas for each MSC area a local database, the Visitor Location
Register VLR, contains the current LA in the respective MSC area.

Each user moves within the supply area, and her mobility is managed by
procedures for mobile originated (MO) calls setup, mobile terminated (MT) calls
setup, Handover and Location Update (LU). The latter one is initiated by the Mobile
Station (MS) while leaving one LA and entering a new one and performs the update of
the user location information in the network databases (HLR and VLRs). The
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procedure is handled locally as soon as both LAs belong to the same MSC, otherwise
the MSC of the new LA forwards the LU request to the HLR which thereupon cancels
the record in the VLR of the old MSC and confirms the insertion of the new record in
the VLR of the new MSC which in turn acknowledges the MS request.

The so-called Gateway MSC (GMSC) allows to establish MT calls from the
Public Switched Telephone Network PSTN to a GSM subscriber. In order to route the
call to the MSC in whose area the MS of the respective user currently is roaming, the
GMSC requests routing information from the HLR and the respective VLR. The
MSC then manages the establishment of a radio connection between the MS and the
BTS of the cell where the user currently is registred.

There are already several different approaches for protecting the location of a
mobile user (see [7] for a comprehensive overview). This paper focusses on the
concept of "temporary pseudonyms", which has been developped in order to comply
with the following demands:
• the user location information should be protected as long as the user moves with

the mobile switched on and no MT call arriving;
• the implementation should avoid major changes of the GSM standard and should

allow real-time communication;
• the responsibility for sensitive data should be moved to the user as far as possible.

Having introduced the idea of temporary pseudonyms in section 2, the following sec-
tion 3 presents the results of a detailed OPNET simulation of the TP method compa-
red to standard GSM signalling, before some concluding remarks finish the paper.
Note that the companion paper [11] is much more focussed towards investigating this
method analytically and discussing a generalization of it in depth.

2 The Method of Temporary Pseudonyms

"Temporary Pseudonyms" (TP) have been proposed first in [9, 10]. The basic idea re-
lies heavily on the concept of trusted parties: In the simplest case, this means that a
Home Trusted Device (HTD) is used for storing sensitive data (authentication keys,
location information etc.) or even handles the complete location management (thus
replacing the VLR) confidentially. It is important to note that the HTD is completely
under the control of the user.

In the TP method, the trusted region is no longer used for saving the actual LAI of
the user. Instead, the basic idea consists of protecting a mobile user's location
information (within a mobile network) by protecting her identity. Hence, the user is
assigned a pseudonym (Pseudo Mobile Subscriber Identity PMSI). As long as the user
is registered under a pseudonym, the network provider may know that a user under a
certain pseudonym currently is at a certain place, but he cannot connect the real
identity of the user with her actual location.

The pseudonym is generated time-synchronously in the MS and the HTD, i.e.
both stations generate at the same time a random number by using identically
parameterized random generators PRG (the seed for initializing the PRG must have
previously been exchanged between MS and HTD). This random number works as an
implicit address, i.e. as "identity" of the user, under which she may register in the
data bases (HLR and VLR) of the mobile network. Within the procedures in the GSM
network, the implicit address plays the role of the standard IMSI (International Mobile
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Subscriber Identification Number). [5, 8] present a much more detailed discussion of
implicit addressing.

As soon as a call is arriving at the network, the HTD of the user (which is
reachable e.g. through a fixed network like ISDN) is asked for the currently used
pseudonym. This information allows the network provider to find out the necessary
location information and to set up the call as usual. Note that the user remains
anonymous as long as no call arrives for him from outside. If moreover the user uses
prepaid phone cards, even MO calls may take place anonymously. Note that the user
must not be assigned an unambiguous secret key in order to prevent the possibility of
linking her often changing pseudonyms. Encryption of the data sent via the air inter-
face during an MO call is guaranteed by the MS itself informing the network provider
about the key that is used for communication.

MSISDN
PMSIA :=PRG(kA,t )

t

t

PMSIA:=PRG(kA,t)

PMSIA VLR

Trusted Device

HLR

PMSIA LA

PMSI_Insert

VLR

Fig. 1. Generation and insertion of a new pseudonym

Fig. 1 demonstrates how pseudonym changes between MS and HTD are performed
in time-synchronous manner. Changing them exactly while changing the location
area, i.e. by registering in the new location area under a different pseudonym (without
cancelling the old one, because otherwise the two pseudonyms could be linked) might
be the most efficient way, because then any information about a direction of the
pseudonym is hidden. On the other hand, the user anonymity is lost (as e.g. a con-
stant driving velocity yields constant pseudonym changes which can be linked). Note
that it is not possible to directly inform the HTD about the pseudonym update as
every message between the user and her HTD allows the user's identity to be combi-
ned with her location area. This may be solved by drawing the time between two
changes from an exponential (memoryless) distribution. This approach moreover pre-
vents situations in which the channel capacity of the mobile network might be excee-
ded as all users have to update their pseudonyms at the same time.

3 Simulation Results

The TP method has been integrated into an existing GSM model for the simulation
platform OPNET [3]. The model consists of the OPNET network layer for building
the network topology, the OPNET node layer for modelling the data flow within net-
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work components, and the OPNET process layer, in which the behaviour of the
components is characterized by finite automatas. In this model, the main GSM hard-
ware and signalling procedures are simulated (see fig. 2). Included are mobile stations
(MS), base transceiver stations (BTS), base station controlers (BSC), mobile
switching centers (MSC), visited location registers (VLR), home location registers
(HLR), gateway mobile switching centers (GMSC) and the public switched telephone
network (PSTN).

Signalling has been modelled close to the GSM standard down to layer 3 of the
protocol model. In addition to [3], packets sent over the SS7 network are piggybacked
by appropriate packets of the lower layers TCAP, SCCP and MTP3.
The simulation comprises the procedures Mobile Originated Call, Mobile Terminated
Call, (Inter-BSC, Inter-MSC) Location Update, (Inter-BSC, Inter-MSC) Handover and
Paging. Service handling and authentication are not integrated, in contrast to System
Information and Measurement messages, which are evaluated for deciding on the in-
itiation of location updates and handovers.

The simulation area consists of 12 cells, 4 location areas, 2 MSC/VLRs and N =
21 mobile users. Each location area consists of 3 cells. Larger networks with up to 40
cells, 4 MSCs and 50 mobile users have been tested, the restriction to the smaller one
is due to simulation duration and consistency of the results. The radius of the cells de-
pends on the mobility scenario and has been chosen to be 1.5 km for a city scenario,
15 km for countryside, 10 km for "Autobahn" (i.e. German Highway) and 9 km for a
mixed scenario.

The mobility model for the MS has been implemented according to results from
[2] who measured delays in bus traffic and found out that these delays could be
modeled by an Erlang-4-distribution. The bus delays mainly occur due to the
individual traffic sharing the roads with the buses. Though based on slightly different
driving conditions (e.g. time schedule at every bus stop), the results can be transfered
to individual traffic. Hence, the mean delay may be calculated as "perturbation" of the
usual mean driving time according to

t t X t X tmean Erl Erl= + ⋅ = +( ) ⋅min min min1                      (3.1)

where XErl  is drawn from an Erlang-4 distribution. This yields a mean simulated
speed of

v v
Xmean

Erl
=

+
max

1
.                                      (3.2)

This leads to the following mobility algorithm that is executed for every mobile
node during the simulation:
1. Mobile users are distributed randomly across the simulation area.
2. Each mobile user draws a random destination from a uniform distribution.
3. Each mobile node has parameters indicating the real mean speed and the maxi-

mum speed. Thus the delay for part of the way and the simulated speed may be
calculated.

4. At certain times each mobile node decides whether it performs a 90˚ turn towards
the destination or not. The distance between these points and the turn probability
are given as parameters and depend on the simulation scenario; they have been
calculated based on typical respective scenarios in the region of Aachen.

5. The mobile node moves according to its calculated speed and direction.
6. If the destination is reached, a new destination as chosen according to step 2, and

the algorithm continues from step 3 onwards.
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Fig. 2. The OPNET model for the simulated GSM network

Note that the mean speed of mobile nodes has been assumed to be 10 km h  in the
city, 65 km h  in the countryside, 100 km h  in the "Autobahn" and 58 km h  in the
mixed scenario (cf. [12]).  

Measurements in real mobile networks [1] state that during the busy hour approxi-
mately 2 3 of the calls are mobile originated whereas 1 3 are mobile terminated calls.
Measured mean call setup rates are around 0.45 calls/hour for mobile originated calls
and 0.225 calls/hour for mobile terminated ones, yielding a global call interarrival
time of about 5333 seconds. Furthermore, the mean duration of mobile terminated
calls has been measured to be 115 seconds in contrast to 105 seconds for outgoing
calls. According to [4, 6], call holding times as well as interarrival times may be
drawn from exponential distributions.

Finally, the length of the pseudonyms has been set to 100 bits, which is perfect
for avoiding collisions between pseudonyms (as derived in [11]).

3.1 Variation of the Mobility Behaviour

In this section it is demonstrated how changes in the mobility behaviour effect the
load of the mobile network. To this end, the three scenarios "city", "countryside" and
"Autobahn" are explored. The simulation parameters are given in table 1.

Fig. 3 shows the total signalling load generated by one user in the mobile
network. On the one hand, the network load depends strongly on the mobility
environment of the user. A user in the countryside scenario with large location areas
and medium speed causes less load than a user who is fast or moves in areas with
small cell sizes. This demonstrates the influence of the rate of location area updates.
On the other hand, the difference between the signaling in the GSM network and with
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the TP method appears to increase proportionally to the mobility behaviour as well,
being 75% in the countryside, 80% in the city and 96% in the Autobahn scenario.

city countryside Autobahn
cell radius [km] 1.5 15 10
speed [km/h] 10 65 100
turning probability 0.7 0.4 0.2
distance between two turns 0.5 3.0 9.0
PMSI updates/h 2.4 1.88 3.9
time between two PMSI updates [min] 25 32 15
PMSI length [bit] 100
call setup rate MO [attempts/h] 0.45
time between two MO calls [min] 133
call setup rate MT [attempts/h] 0.225
time between two MT calls [min] 266

Table 1. Simulation parameters for variation of mobility behaviour
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Fig. 3. Total network load in the three
scenarios
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Fig. 4. Mean duration of the procedures
for location update and pseudonym change

The mean duration of the procedures for location update and pseudonym change is
demonstrated in fig. 4. On the air interface the location update procedure uses the
TMSI for either method. Thus the length of the PMSI here is of no influence at all.
Within the SS7 network PCM30-connections are used. The 64 kbit/s speed of their
signalling channel is high enough to prevent the location update delay from rising
heavily. The PMSI Insertion procedure has to send one pseudonym across the air in-
terface. Due to its length and the low rate of the dedicated signalling channel the dura-
tion of the procedure increases by 67%. Nevertheless it is not as time-critical as a
handover procedure.

Where does the high signalling load come from? The responsible factor turns out
to be the share of the location update procedure, which is extended for the PMSI inser-
tion procedure, in the global load. Fig. 5 left shows that in the chosen simulation
environment the location updates (inter-MSC and inter-BSC) cause nearly 60% of the
global load, whereas the low impact of the call procedures results from the call rates
being adjusted to the values given in [1]. With the TP method being implemented, lo-
cation updates and pseudonym insertions amount to 74% of the global load. The load
increase under the TP method is caused by the concept of adapting the pseudonym
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change rate to the location update rate in order to reveal as little as possible over the
connection of a movement path and the corresponding pseudonym. Hence, increasing
the location update rate yields a load increase under the TP method by the location up-
date expense plus the pseudonym change expense. As we use a modified Inter-MSC-
location-update procedure for changing pseudonyms, this corresponds approximately
to double the expense.

MO Call End
0.17 = 3.4%

   Handover
0.06 = 1.1%

Inter MSC LocUp
1.89 =   38.0%

Inter BSC LocUp
1.09 =  21.9%      Paging

0.29 = 5.9%

MT Call End
0.08 = 1.6 %

MT Call Start
0.52 = 10.4%

MO Call Start
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PMSI Updating
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1.15 = 12.4%MT Call Start
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MT Call End
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Inter MSC LocUp
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MO Call End
0.17 = 1.8%

Fig. 5. Distribution of the global load w.r.t. the different GSM procedures (in bit/s) for
the case of the city scenario

Fig. 6 shows the share of system information and measurement messages with
respect to the total load. Note that system information messages are between 22 and
23 bytes long and cause – sent continuously every 0.235 seconds – more than 90% of
the total load, whereas  measurement messages are sent every 0.48 seconds and cause
about 4% of the total load.

   others
2.0= 0.4%

System Information
  460.2 = 95.3%

Measurement
17.5 = 3.6%

Location Update
   3.0 = 0.6%

Location Update
   3.2 = 0.7%

PMSI Handling
  3.7 = 0.8%

Measurement
16.4 = 3.4%

System Information
  459.6 = 94.7%

   others
2.4= 0.5%

Fig. 6. Load distribution to the different procedures for the GSM network (left)
and the TP method (right) with system information and measurement messages

Fig. 7 finally presents the call setup time for incoming and outgoing calls. The
call setup times for both kinds of calls coincide as long as no (public key encrypted)
session key is sent from the mobile to the network. Conveying a session key causes a
delay of 0.66 seconds per direction if sent over a dedicated signalling channel with
netto bit rate of 782 bit/s. The pseudonym has to be sent twice with an initial mes-
sage in order to prevent two users from accessing the same traffic channel: First a ran-
dom number is sent from the user to the network which afterwards is contained in the
answer of the network to indicate that the user is now owner of the channel which is
assigned by the network. Then the initial message is sent "piggybacked" to a layer 2
LAPDm SABM-message which is answered by an exact copy of it within an LAPDm
UA-message (see [13]). If the mobile does not receive an exact copy of its initial mes-
sage, it has to clear the connection.
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Fig. 7. Duration of the Call Setup without (left) and with (right) encrypting a session key
for Mobile Originated calls

3.2 Variation of the Pseudonym Length

This section deals with the influence of the pseudonym length to the signalling load
in the mobile network. The signalling under the TP method is compared to standard
GSM signalling. Moreover it is investigated how the load behaves if instead of the
TMSI (Temporary Mobile Subscriber Identity as used in standard GSM) in all relevant
signalling messages the IMSI or the PMSI, resp., are used. The mobility behaviour
and pseudonym change rates are modelled as averages over the values shown in the
last section. The important parameters are listed in table 2.

Lenght of PMSI 50 bits, 100 bits, 200 bits, 600 bits
cell radius [km] 9
speed [km/h] 58
turning probability 0.43
distance between two turns 0.5
PMSI updates/h 6
time between two PMSI updates [min] 10
call setup rate MO [attempts/h] 1.2
time between two MO calls [min] 50
call setup rate MT [attempts/h] 0.6
time between two MT calls [min] 100

Table 2. Simulation parameters for variation of pseudonym length

As in the previous section, the TP method shows again a significant load increase
in the different scenarios compared to the signalling expense of standard GSM. Fig. 8
left shows for example that the total network load is doubled. Moreover, the load va-
ries linearly with the pseudonym length. Note that a pseudonym length of 600 bits
has only be simulated to demonstrate the trend of the load development. It may be
shown [7, 11] that in fact a pseudonym length of 70 bits is sufficient for preventing
two users from choosing the same pseudonym.
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Fig. 8. Global load (left) and duration for location update and PMSI insertion (right),
depending on the length of the pseudonym

The duration of location update and call setup procedures does not depend on the
length of the pseudonym as shown in fig. 8 right, the reason being that the location
update and call setup procedures use the TMSI while sending messages on the air in-
terface; only in the fixed network with its much higher transmission capacity GSM
uses IMSI, whereas TP uses PMSI. In contrast, the duration of the PMSI insertion
procedure is heavily depending on the PMSI length, as the new PMSI has to be
transmitted on the air interface, where e.g. 100 bits long pseudonyms delay the inser-
tion by 128 ms.

3.3 Variation of Pseudonym Change Rate

This section explores the influence of the pseudonym change rate on the load of the
GSM network. We have investigated pseudonym change intervals from two minutes
up to one hour. The mobility and call model is the same as in the previous section.
The parameters correspond to those of table 2 for a PMSI length of 100 bits except
for those listed in table 3.

PMSI updates/hour 30 6 2 1
time between two PMSI updates [min] 2 10 30 60

Table 3. Simulation parameters for variation of pseudonym change rates

Fig. 9 left shows that the shorter the interval between two pseudonym changes,
the larger the increase in the global load and vice versa. Note that the load may be in-
fluenced to a much larger extent than e.g. by the call rate (or PMSI length, as further
experiments have shown). Fig. 9 right demonstrates how the PMSI insertion pro-
cedure becomes more and more responsible for the total network load: For the time
between two PMSI changes being 600 sec (corresponding to 6 changes/hour) the in-
sertion causes 47% whereas for a time of 120 sec between two changes (i.e. 30 chan-
ges/hour) this share is already approximately 81%. The reason for this lies in the
"length" of the PMSI insertion procedure (i.e. the sum of lengths of all respective
messages) which is a couple of times the length of the PMSI. Hence it can be conclu-
ded that increasing the PMSI exchange rate has much more effect than prolonging the
PMSI.
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Fig. 9. Global load for different PMSI change rates (left)
and load caused by the PMSI insertion procedure (right)

Fig. 10 shows the distribution of the total load at the different GSM interfaces.
Obviously, the air interface Um is affected most by the signalling of a user. As the
dedicated signalling channels at the air interface are assigned exclusively to the users,
whereas the signalling messages of all users use the ressources of the same SS7 net-
work, the load in the SS7 network must be viewed in relation to the user number. A
load increase of 0.1 bit/s (as caused by increasing the pseudonym change rate from 2
to 6 changes/hour) increases the total load in the SS7 network for a user number of 1
million by approximately 98 Kbit/s.
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Finally, the average number A of entries in the HLR has been simulated. In [11],
we have derived analytically that for the case of our TP scenario, A N= ⋅2  (N being
the number of active users, 21 in our case), i.e. double the value as in standard GSM.
Fig. 11 shows the close matching between theoretical prediction and measurement.
The slight increase for the case of very high pseudonym change rates is caused by an
artifact: Drawing the TTL from an exponential distribution one may get values of un-
der some seconds, which in turn may cause the deletion of a pseudonym during an on-
going signalling procedure due to normal transmission delay and possible high signal-
ling traffic in the network. To avoid simulation errors, the minimum TTL has been
set to values between 2 and 10 seconds, thus guaranteeing that the use of a pseudo-
nym is finished before it is deleted. Therefore, increasing pseudonym update rates may
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yield new pseudonyms arriving faster than they can be served (i.e. deleted), thus cau-
sing an increasing number of entries in the database.

3.4 Variation of the Call Rate

In this section the effect of varying the call attempt rate is investigated. The ratio
between outgoing and incoming calls is assumed to be 2:1. The parameter values of
table 3 remain unchanged except for the ones listed in table 4. Note that the sending
of a transmission key is neglected here.

call setup rate MO [attempts/h] 4 2.4 1.6 1.2
time between two MO calls [min] 15 25 38 50
call setup rate MT [attempts/h] 2 1.2 0.8 0.6
time between two MT calls [min] 30 50 75 100
average time between call attempts [sec] 600 1000 1500 2000
PMSI updates/hour 6

Table 4. Simulation parameters for variation of call attempt rates

Fig. 12 shows two characteristic results. It may be concluded that the total
network load as well as the load on the HLR interfaces increases with the rate of
arriving calls. The increase is equal for the GSM network and the TP method, hence
the request at the user's HTD does not matter because of the high transmission rates.
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Fig. 12. Global load for varying call attempt rates (left)
and load on the HLR interface (right)

4 Concluding Remarks

This paper has dealt with the question of how to protect information about user loca-
tion against insider attackers in a GSM network. It has been demonstrated that the TP
method yields feasible solutions to this problem by hiding the relation between user
identity and location with pseudonyms whose unavoidable changes can be protected
from being linked together by an attacker. The performance aspects of this approach
have been thoroughly investigated by a detailed OPNET simulation and evaluation
that has dealt with the influence of mobility behaviour, pseudonym length, their
change rate and the call setup rate on the performance of the method.
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Abstract. This paper describes an approach to carry out performance analysis of
parallel responsive applications. The approach is mainly based on measurement,
but in addition, the idea of driving the measurement process (application instru-
mentation and monitoring) by a behavioral model is introduced. Using this model,
highly comprehensible performance information can be collected. The combined
use of both modeling and measurement techniques is referred to as Model Driven
Monitoring. The whole approach relies on this behavioral model, one instrumen-
tation method and two tools, one for monitoring and the other for visualization and
analysis. Each of these is briefly described, and the steps to carry out performance
analysis based on them are clearly defined. They are explained by means of a case
study. Finally, one method to evaluate the intrusiveness of the monitoring approach
is proposed, and the intrusiveness results for the case study are presented.

1 Introduction

Monitoring tools for parallel computers have been a very active field of research for the
last decade, as they have always been considered indispensable for parallel application
development. Most of them are oriented to measuring the computational behavior of large
scientific applications [5,11] (normally related to numerical simulation of very complex
systems), providing two typical views of application behavior: 1) how the application
programming structures (processes, threads, procedures, etc.) are executed — program
execution view —; and 2) how the resources are utilized — resource utilization view —.
Starting from the measurements obtained according to these views, the metrics which
explain the performance of these applications, e.g. the execution time, the speedup and
so forth, can be easily calculated.

However, other types of applications, such as the so called responsive applications
[7], cannot be fully understood using these two views exclusively. Responsive applicati-
ons are constantly interchanging information with the environment in which they work.
They receive external requests, elaborate responses and issue them to the environment.
Thus, their behavior could well be understood in terms of external events (external re-
quest arrivals) and the sequences of partially ordered activities (activity execution paths)
carried out in response to these events; and their performance should be expressed by
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means of two metrics: response time and processing throughput for each external event.
All of this represents an additional behavioral view — activity execution path view —
complementary to those offered by standard monitoring tools.

Therefore, monitoring tools for parallel systems (those oriented to executing res-
ponsive applications) should ideally provide performance information for this activity
execution path view, in order that analysts can asses application performance (response
times and throughputs) precisely and easily. The use of such monitoring tools must inevi-
tably be driven by a modeling process. Thus, applications must first be modeled (defining
for each external event the sequence of activities which make up the response), and later,
measured in accordance with their models. This special monitoring procedure provides
a full method to carry out application performance analysis (in contrast to simulation or
analytical modeling), which takes advantage of the full integrated use of modeling and
measurement techniques. We refer to it as Model Driven Monitoring (MDM) [3].

In this paper, we present the MDM approach to support the performance analysis of
responsive applications developed on parallel architectures. In Section 2, an overview
of the approach is shown. Section 3 outlines the main characteristics of the behavioral
model used as the basis of the approach. Section 4 briefly describes the instrumentation
system and the monitoring tool developed to support the approach on two different
parallel architectures. Section 5 summarizes the use of the approach by means of a
case study. Finally, in Section 6, the problem of monitor intrusiveness is posed, and a
simple method to calculate the instrumentation impact on application response time is
presented.

2 The MDM Approach For Performance Analysis: Overview

The aim of the MDM approach is to provide a complete method to support the perfor-
mance analysis of responsive applications developed on multiprocessors. The approach
is based on the following elements:

1. A behavioral model which allows the definition of application behavior in terms
of external events and the sequences of activities which must be carried out as
responses. We refer to these sequences as activity graphs, which will be defined in
Section 3.

2. An instrumentation method — called model driven instrumentation — which trans-
lates the behavioral information held in the model into instrumentation probes into
the application source code.

3. A monitoring tool to measure instrumented applications.
4. A visualization and analysis tool to show the measured behavior of an application in

accordance with its behavioral model (activity graphs), and to provide the automatic
calculation of the application performance metrics (response times and processing
throughputs for each external event).

Before applying these elements in the performance analysis of an application, the
functional specification and one implementation of this application must be available,
given that the MDM approach is based on measurement. This does not mean that the
application must be completely finished, only a prototype, developed to a greater or
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lesser extent, is needed. Prototypes can be easily obtained using fast prototyping tools
[8], thus, the MDM approach can be used with little effort from the early stages of the
application design. Once a preliminary implementation of the application is available
(referred to in Figure 1 as preliminary development stages), the four steps of the MDM
approach can begin (these are also summarized in Figure 1).

Behavioural Model

Instrumented Prototype

MODELING
1

External Event

Activity

Activity Execution Path

Path Description
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MODEL DRIVEN
INSTRUMENTATION
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Application Prototype
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PRELIMINARY DEVELOPMENT
STAGES

Fig. 1. Model Driven Monitoring (MDM) approach

1. Modeling. This is the process by which a behavioral model of the application is
obtained. Starting from the functional specification, all the external events (requests)
to which the application must respond are determined. Then, an activity graph
describing the activities which must be carried out as response, is defined for each
one of them, generating one activity graph for each external event. In the prototype,
each activity must be implemented by a piece of software, however, some of them
may be refined by parallelization (to reduce their execution times), or by replication
(to improve the throughput). These high-level design details can also be added to
the activity graphs in order to improve the expressiveness of the model. When the
modeling process is finished, all the information relative to the model is stored in
the Path Description File.

2. Model Driven Instrumentation. As each activity of the behavioral model must be
associated to a determined piece of code of the application software, they can be
easily instrumented on the source code with a “beginning” and “end” of execution.
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In addition, the points of the source code where external events are recognized must
also be instrumented.

3. Monitored Execution. The instrumented application is executed together with the
monitoring system. During the execution, the events relative to the behavioral model
(“external event occurrences” and “beginnings” and “ends” of activity executions)
are captured by the instrumentation probes and stored in the monitoring system
buffers. These events are the basis for the activity execution path view. In addition,
other types of events (e.g. “communications”, “synchronization primitives”, “I/O
services”, etc.) are also captured, providing the information for the program execu-
tion and resource utilization views. When the application execution finishes, all the
events are recorded in a set of trace files.

4. Multi-view performance analysis. The information relative to the activity execution
paths (stored in the trace files) together with the Path Description File is used by the
visualization tool to show the activity execution path view. Each execution path for
each external event occurrence (with the execution times for all the activities of the
path obtained from the trace) can be visualized. It turns out to be quite natural to
present the basic performance metrics (response time and processing throughput)
in this view. The rest of the trace information allows the visualization tool to show
the program execution and resource utilization views. These are crucial, in order to
understand where performance problems are. Thus, if problems are detected in the
activity execution path view, the analysis can continue in the program execution and
resource utilization views.

In Section 5, the use of these steps is shown by means of a case study, highlighting
how the three views can be used in combination to carry out an application performance
analysis.

3 Behavioral Model Description

One behavioral model must be defined to represent applications in terms of activity
execution paths. In the MDM approach, we have chosen the model proposed in [10].
This is a graph based model called activity graph. These graphs are made up of two main
elements:

1. Activities. These represent the functions which must be carried out by applications,
and how they are executed, explained in temporal terms. Thus, activity executions
can be represented by means of a sequence of three events, which are added to the
model. They are the following:

– “Ready”: when the activity is ready to begin executing, i.e., when all its prede-
cessors in the graph have already completed their executions.

– “Begin”: when it actually begins to execute.
– “End”: when it finishes its execution.

Starting from these events, the model describes activity executions using three times:
– Waiting time: the difference between the times of “ready” and “begin” events.

Normally, it is related to synchronization problems.
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– Service time: the difference between the times of “begin” and “end” events. It
is related to the resources demanded by the activity.

– Response time: the sum of waiting and service times.
2. Precedence and synchronization relationships. These are used to describe the partial

ordering of the activities making up a path. They are: “direct sequence”, “and-fork”,
“and-join”, “or-fork” and “or-join”.

In Section 5, the two uses of these activity graphs can be observed during the ap-
plication of the MDM approach in a case study. The former deals with the behavioral
modeling of the application, in order to drive the instrumentation process; this is re-
presented in Figure 5. The latter is related to the visualization tool, which employs the
activity graphs, as can be seen in the left window of Figure 6, to display the appli-
cation behavior, using the event trace obtained after the application execution. In this
display, activity executions are represented by two colored boxes; the light part depicts
the activity waiting time, and the dark part the service time.

In the context of this visualization tool, the activity graphs are called macroactivi-
ties, so, throughout this paper, the terms: activity graph, activity execution path and
macroactivity will be considered as synonymous.

4 The Monitoring System

The MDM approach can be considered a general methodology which can be applied
to any multiprocessor: the behavioral model and the instrumentation method relies on
general concepts, independent of target architectures, and the visualization tool can inter-
pret traces coming from different multiprocessors (by simply using some configuration
options). However, monitoring systems are inevitably dependent on target architectures,
and hence, must be specifically developed for each kind of multiprocessor.

In the context of this research work, two full software monitoring tools have been
developed: one for a SN9500 computer based on T9000 transputers [4], and the other
for an embedded multiprocessor based on C40 DSPs [9]. Although both monitors are
quite similar, some differences exist between them. Their main characteristics will now
be described.

4.1 Monitor Functionality

The function of the monitoring system is to trace the occurrence of the most relevant
events during application execution, and store information related to them in a set of
trace files. Therefore, in order to specify the functionality of the monitoring system, the
set of relevant software events has been defined.

1. Run-Time system events. These represent calls to the run-time system. The main ones
are: communications, synchronization primitives and I/O operations. The informa-
tion provided by these events is the basis for the program execution and resource
utilization views.
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2. Activity execution events. These determine: the moment an activity is executed; in
response to what external event; and its execution state (waiting or executing). They
provide the information for the activity execution path view.

3. Monitoring system state events. These express important states reached by the moni-
toring system, such as, the start and end of monitoring, or thefilling of the monitoring
buffer. They are very important in order to interpret the trace correctly.

4.2 Monitor Structure

The monitoring system is structured in two main components, a distributed monitor and
a collection of instrumentation probes spread over the application processes.

The distributed monitor, as shown in Figure 2, is made up of a set of monitoring
processes (one per CPU of the multiprocessor), and a central monitor. The monitoring
processes hold the buffers in which events are stored. The central monitor is devoted
to synchronizing the main activities that must be carried out by the monitoring system
during a measurement session.
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Application
Process

Local
Monitor

Application
Process

Application
Process

Application
Process

Local
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Application
Process

Application
Process

Application
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HOST
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Fig. 2. Distributed monitor structure

The instrumentation probes are the elements that capture event occurrence. They are
inserted in the source code of the application in two ways: either by using instrumented
runtime functions (provided by an instrumented runtime library, following the same
approach as in [2,6]); or by using special instrumentation functions, supplied by a special
purpose instrumentation library. The latter allows the introduction of probes in the code,
in order to capture activity execution events.

4.3 Monitor Operation

The operation of the monitor is divided into three stages:

1. Initial monitoring tasks. At this stage, the monitoring system is initiated. First,
it loads configuration information in a set of internal data structures. Secondly, the
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clocks of the CPUs are synchronized. The synchronization is performed by a master-
slave algorithm, and using, if necessary, several repetitions to guarantee minimum
error [1]. Finally, the central monitor sends a signal to all monitoring processes to
begin the execution and measurement of the application.

2. Execution and measurement of the application. During this phase, the monitoring
processes behave as passive entities (buffers). The instrumentation probes carry out
the work. All the probes share the monitoring buffers placed in the CPU where they
are located.

3. Final monitoring tasks.When the applicationfinishes, the central monitor collects all
the information stored in the monitoring buffers in order to store it in the filesystem.
At this point the measurement session is finished.

5 Case Study Analysis

5.1 Case Study Description

Now, a brief description of a case study to illustrate the MDM approach is presented using
a simple graph. It consists of a high performance router with encryption capabilities.
This case is a variation of an example presented in [6]. Figure 3 shows the functionality
required for this system.
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Buffer
D

Starting event

Finishing event

read

write

Fig. 3. Sequence of activities in the router

When a packet arrives at the system, the network interface places the packet in Buffer
D. The first task is devoted to checking the integrity of data and calculating its checksum.
This task is called Activity A in Figure 3. Next, using the checksum, a hardware key
is consulted to obtain a code. Using this code and the header and tail of the original
packet, an algorithm is executed to obtain an encryption sequence. All these functions
are grouped in Figure 3 as Activity B. The next task involves the calculation of the new
header, including the target destination of the packet. Following this, the encryption
sequence is combined with the original packet and the resulting values are the new
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encrypted data. The new header, tail and encrypted data overwrite the old packet stored
in Buffer D. This task is called Activity C in Figure 3. Finally, the packet is retransmitted
to the network.

The design used to implement this functionality is shown in Figure 4. This design uses
four CPUs (represented by rhombs) and eight processes (represented by ellipses). Each
activity is implemented using a block of sequential code (represented by rectangles).
Figure 4 also shows the association of these code blocks (and therefore of activities)
to processes and the mapping of processes on CPUs. The arrows represent the calling
sequence of activities.
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Fig. 4. Design of the router

In this design, the originalActivityA has been replicated four times (A0,A1,A2,A3).
Activity C has been divided in two, C1 (which finds the new destination of the packet)
associated to Process PC, and C2 (which rebuilds the packet) associated to Processes
PA. Activity C2 is also replicated four times (C20, C21, C22, C23).

5.2 Behavioral Modeling and Model Driven Instrumentation

In the left part of Figure 5, the behavioral model of the router, representing the sequence
of activities carried out to process a packet, is shown. This model was obtained from
the functional specification and the preliminary design, and it is used to guide the in-
strumentation of the application source code. In the following paragraphs this process
is described.

The behavioral model of the router, composed of only one macroactivity (activity
execution path), determines all the events which must be instrumented. These are the
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“begin” of the macroactivity (represented by the thick black segment, in which the chain
of activities starts), and one “begin” and “end” for each activity (IP, A(0), A(1), ...) of
the model.

The instrumentation library of the monitoring system provides three functions to
instrument these three types of events, called m BeginMacroAct(), m BeginAct() and
m EndAct(). So, in order to carry out the instrumentation, the analyst need only deter-
mine at which point of the application source code he must insert the corresponding
instrumentation functions. Figure 5 shows the instrumentation of the “beginning” of the
macroactivity in Process PI. Additionally, it also shows the instrumentation of Activities
IP, in Process PI, and A(3) and C2(3), in Process PA.

A(0) A(1)

C2(0) C2(1) C2(2) C2(3)

OP

C1

B

IP

A(2) A(3) 

while (1) {
/* Wait for packet and receive it */    
 ...  ...  ...
 m_BeginMacroAct (0, exec++);
 ChanInInt (f_pa[nPa]);
 m_BeginAct (0, 0, exec-1);
 p[0] = nPa;   p[1] = numPacket;   numPacket++;
 m_EndAct (0, 0, exec-1);
 ChanOut (t_pa[nPa], p, PSIZE1 * sizeof (char));   numSent++;

 /* Control the end of the application */
 if (numPacket == MAX_PACKETS) return 1;  }

while (1) {
 /* Get the packet from pi */
 ChanOutInt (t_pi, 1);
 ChanIn (f_pi, p, PSIZE1 * sizeof(char));

 m_BeginAct (1+nPa, 0, p[1]);
 BusyWait ((float) A_TIME); /* Activity A(nPa) */
 m_EndAct (1+nPa, 0, p[1]);

 /* Send the header to pb */
 ChanOut (t_pb, p, PSIZE2 * sizeof(char));

 /* Get the header from pc */
 ChanIn (f_pc, p, PSIZE2 * sizeof(char));

 m_BeginAct (1+NUM_PA+2+nPa, 0, p[1]);
 BusyWait ((float) C2_TIME); /* Activity C2(nPa) */
 m_EndAct (1+NUM_PA+2+nPa, 0, p[1]); 

 /* Send the packet to po */
 ChanOut (t_po, p, PSIZE1 * sizeof(char));  }

Process PI

Process PA

Fig. 5. The model driven instrumentation process

This manual instrumentation process is only used to observe the sequence of activities
carried out in the router in response to the arrival of each packet. To track the evolution
of the state of the software entities (processes), and the utilization of resources (CPUs),
additional instrumentation is used. This instrumentation is automatically attached to the
application by the monitoring tool.

5.3 Monitored Execution

The instrumented source code of the application is compiled and linked with the object
monitoring libraries to obtain an instrumented executable application. The monitor and
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the application are executed together in the target multiprocessor. After the execution
the programmer obtains an event trace which allows the analysis of the router.

5.4 Multi-View Performance Analysis

The information captured by this monitoring system allows the performance analysis of
parallel responsive applications in a two-phase manner.

In the first phase, the analyst observes the temporal behavior of the system from an
external point of view. The time used by the router to process each packet is visualized
considering only two events, the arrival and the departure of the packet. In the top window
of Figure 6, each gray bar represents the processing of a packet. The maximum response
time assigned to the processing of each packet is represented by a black line above the
gray bar. When the processing time of a packet goes beyond this value, the color of the
bar turns to dark gray. In the center of the window a sudden peak in the arrival-rate of
the packets can be observed, which provokes a great increment in the response time.

In a second phase, the full information stored in the trace is used to observe the
processing of a particular packet with a high level of detail, using several views. Logically,
the worst case is selected. Clicking on the gray bar that corresponding to the processing
of the eleventh packet, the left window of Figure 6 is opened. In this window, the activity
execution path view is shown. In Figure 6, the analyst can observe that in the response
time of Activities 5 (B) and 6 (C1) there is a waiting time of 68% and 35% respectively.
To explain this behavior the analyst can change to the other two views provided by the
visualization tool, the program execution view and the resource utilization view.

In the program execution view, the analyst can see that Process PC is almost perma-
nently in “ready for execution” state (dark gray color) and that Process PB periodically
competes with PC for the same CPU, the T9000[3]. Using the resource utilization view
the analyst can visualize the CPU-time consumption during the execution period of the
eleventh packet. The right window of Figure 6 confirms the resource contention.

6 Monitor Intrusiveness

Minimizing the intrusiveness and predicting the perturbation introduced by any moni-
toring approach is always of primary importance. The software monitoring approach
presented in this work is intrusive, that is, it introduces perturbation and overhead in the
target application. In this section, the technique used to evaluate and control intrusiveness
is explained. It consists of a two step procedure:

1. A monitored execution of the application, using only the probes for capturing the
macroactivity related events, is performed. Thus, a trace of the application with only
the macroactivity “begin” and “end” events is obtained. In this way, the perturbation
introduced is negligible, as the number of events captured is very small. For each
execution i of each macro-activity m, a start time si(m) and a final time fi(m) are
obtained. The total execution time for the execution i of the macro-activity m will
be ti(m)=fi(m)-si(m).
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Fig. 6. Performance views obtained from the measured trace

2. Reproducing the conditions of the measurement session, a second trace of the ap-
plication is obtained. However, at this point, all the probes to capture “run-time
system” and “activity execution” related events are added to the “begin” and “end”
macroactivity probes used in the first execution. This means adding all the monito-
ring overhead and maximizing the perturbation. New s′

i(m) and f ′
i (m) are obtained

and a new t′i(m) can be computed for each macro-activity m and each execution i.

With the measurements obtained in these steps, the absolute error for each macro-
activity execution, AEi(m)=t′i(m)-ti(m), gives the expansion of the execution time due
to the monitoring overhead. The relative error, REi(m)=(t′i(m)-ti(m))/ti(m), gives the
perturbation introduced by the monitoring system in a particular macroactivity execu-
tion. Thus, it is possible to establish how accurately the measurements represent the
application behavior, when the application is suffering the whole monitoring overhead.
A detailed performance analysis of an application requires the monitoring of all events,
but the results of such analysis must only be accepted if the error due to the intrusiveness
is reasonably small. The Mean Relative Error (MRE) can be used as a global metric of
the intrusiveness of the monitor:
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MRE =
1
M

M∑
m=1

(
1

Nm

Nm∑
i=1

REi(m)

)

where M represents the number of macro-activities and Nm the number of executions
for each macro-activity m.

An intrusion analysis has been carried out for the case study. The MRE was of 7.78%
and the relative error for the execution with the maximum response time was of 5.07%.

7 Conclusions

A new approach based on measurement to carry out performance analysis of parallel res-
ponsive applications has been presented. The approach highlights the use of a behavioral
model to drive the measurement process, in order to collect highly understandable infor-
mation for application performance analysis. The approach is highly suitable to work in
combination with fast prototyping tools. Thus, it can be utilized to achieve performance
prediction from the early stages of the design, by providing performance information
of application prototypes. Moreover, it can also be used as a performance test method,
when a final implementation of an application is available.
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Abstract. A performance evaluation methodology, which integrates per-
formance modeling techniques into the Synchronous Reactive Modeling
method supported by Esterel, is presented. It is based on timing and
probabilistic quantitative constructs which complete the functional mo-
dels. A monitoring mechanism provides performance results during the
simulation. This methodology is applied to study a multithreaded run-
time system for a distributed functional programming language. Perfor-
mance metrics are computed and validated with experimental results.
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1 Introduction

Declarative languages are characterized as having no implicit state and thus the
emphasis is placed entirely on programming with expressions. In order to im-
prove the execution time of declarative programs, a great deal of effort has to be
done to implement languages that exploit automatically (in part, at least) the
implicit parallelism in the side-effect-free expressions of declarative languages,
in our case, functional languages [8]. There are plenty of problems in implemen-
ting an actual distributed system using a functional language. In our previous
work [14,15], the necessity of introducing hints or annotations which guide the
compiler and runtime system to exploit properly the system resources is presen-
ted. This set of performance annotations [13] supply quantitative information
needed to complete the functional design to carry out the performance modeling
tasks.

This paper leads with the performance modeling approach that will support
and guide the strategy used by the scheduler to balance the workload. The use
of a formal modeling method allows an unambiguous and precise description
of the system and leads to easier formal verification and validation. Thus, a
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Synchronous Reactive Model, well suited to describe computer-based systems
which must react instantaneously to external events, is used to represent the
behaviour of a task scheduler in a cluster of computers.

However, this modeling method was not intended to support quantitative
analysis and the prediction of the system behaviour with respect to non-functional
requirements. In order to fill this gap, the idea is to consider the performance
requirements of a design as dedicated constructs for checking performance con-
straints by simulation. The semantics of these constructs must differ from those
of the Synchronous Reactive System, and then ambiguities must be avoided.

Hence, we focus on the integration of performance evaluation and Synchro-
nous Reactive Models. That will allow specification, implementation and analysis
of our systems taking into account both functional and non-functional requi-
rements [12]. When formal models include inputs with regard to performance
evaluation, we can obtain performance models addressing the service quality
(speed, reliability...), very early in the system development life-cycle. The main
goal of this approach is to define and validate rules allowing an easier definition
of performance models and then to compute performance metrics. In our case
study, performance evaluation techniques may advise the programmer about the
estimated performance of a given scheduling strategy.

By obtaining a performance model from a Synchronous Reactive Model, and
solving it by simulation, we would have to get a similar behaviour as the observed
by the actual system, an earlier prototype described in [6]. In order to support the
modeling methodology, Esterel [3,1,2], a language for Synchronous Reactive
Modeling, is used.

2 The Multithreaded Runtime System for DFL

DFL (Distributed Functional Language) [6] is a distributed implementation of
the functional language O’Caml [9] designed to speed up the computation by
spawning tasks to different nodes in a cluster of computers. At a first glance,
O’Caml is extended with primitives to perform higher-order explicit communi-
cation among distributed threads in a distributed memory framework, typically
a cluster of computers. With this primitives, the core of DFL may be proved to
be equivalent to Milner’s π-calculus [10] with asynchronous channels.

On top of this explicit framework, Multilisp’s futures [7] have been imple-
mented in order to perform side-effect free lenient evaluation [11] (evaluation of
function body and its arguments simultaneously). A future is a suggestion for
the runtime system to spawn a new task. In this approach, the programmer uses
sequential O’Caml enriched with future annotations for identifying potential
tasks. Some of these expressions will be evaluated as remote tasks, while some
will be carried out locally depending on system workload.

The key problem is to distribute efficiently the workload among all the si-
tes. We have adopted a work-stealing scheduler, similar to Cilk’s multithreaded
runtime system [4]. With this approach, each site owns a pool of pending tasks
(futures) to be executed by an evaluator thread. The pool of local tasks is ma-
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Fig. 1. Distributed threads to implement concurrent future evaluation

naged by an scheduler thread, which is asked for work by the evaluator when it
becomes idle and delivers results to their destination. When the workload at a
given site falls under a threshold (for instance, no pending tasks are available), a
work-stealing cycle begins: the scheduler thread (the thief ) polls other locations
for new tasks and, if a site with enough workload is found (the victim), some
tasks are stolen from it, being migrated to the idle site. This strategy seems to
behave quite well in dynamic and highly asynchronous concurrent programs.

3 The Modeling Process

In order to obtain performance estimations of the system described in section 2,
and hence to analyze different design options, a Synchronous Reactive Model has
been built using Esterel and its C interface. The modeling process involves
two main steps:

1. A Synchronous Reactive Model corresponding to the functional point of view
is implemented using the deterministic mechanisms provided by Esterel;
this first model is called the Functional 1 Model.

2. The Functional Model is completed using performance constructs and in-
strumented with a suitable monitoring mechanism to obtain performance
measures during the simulation; the result is a Performance Model.

3.1 The Functional Model

Synchronous Reactive Modeling provides an optimal framework for the modu-
lar decomposition of programs that engage in complex patterns of deterministic
interaction, such as many real-time and communication entities. Synchronous
Reactive Models are used to describe computer-based systems which must react
1 Note that, starting from now, functional should be understood as a description of

what a system does instead of the functional programming meaning of section 2.
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instantaneously to external events, such as the commands sent to an embedded
system in a satellite or the alarms produced by sensors. The Esterel language
was designed to develop such models. In Esterel, a module reacts instantly
to each input event by modifying its internal state and creating output events.
Thus, the reactions are synchronous with the inputs: the processing of an event
must not be interrupted, and the system is sufficiently fast to process its input
events. Such a system has an underlying finite state machine. Real-time em-
bedded controllers and communication protocol entities are good examples of
reactive systems.

Esterel is an imperative concurrent language, with high level control and
event handling constructs. Modules are the basic entities which can be interfaced
with the environment or with other modules. Each module has an event inter-
face used to communicate with its environment. Events are the main objects
handled by the modules: they may be composed of several signals, which can be
either present or absent during the reaction to an input. The present construct
(figure 2, left) is used to test the presence of a signal in the current event.

In order to be present in a reaction, an output signal can be emitted by a mo-
dule using the emit <signal> instruction. This signal is broadcast to all modules
having the signal defined as input. Hence, signals are used for synchronization
and communication description.

There are two kinds of Esterel instructions:

– Instantaneous instructions, in the basis of the perfect synchrony hypothesis,
which are completed in the same reaction they were activated: signal emission
(emit), signal presence test (present) and sequencing (<instruction-1> ;
<instruction-2>) are examples of such instructions.

– Waiting instructions, the simplest of which is the await <signal> state-
ment. The execution of a waiting instruction will block until an specified
event occurs.

present <signal>
[then <instruction-1>]
[else <instruction-2>]

end present

[weak] abort <instruction-1>
when <signal>
[ do <instruction-2> ]
end abort

Fig. 2. The present and abort constructs

A parallel operator || allows the control flow to be transmitted to several
instructions simultaneously. It terminates when its two branches terminate, and
again, it takes no time by itself.

The abort statement deals with preemption, one of the most important
features of Esterel. The abort construct is shown in figure 2 (right). Here,
instruction-1 will be interrupted and instruction-2 executed if an occur-
rence of signal happens before instruction-1 ends. This instruction termi-
nates when instruction-1 does, or when instruction-2 does if a timeout
occurs.

In general, more user-friendly statements are derived from a set of primitive
or kernel statements. A detailed description of its semantics is presented in [1].
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3.2 Considering Performance

Taking into account performance issues during the system life-cycle is done by
means of a performance modeling process, involving a set of system designers
and modeling expert activities [5]. The aims of modeling include performance
requirements, which may consider throughput, timing and utilization rate con-
straints. The proposed approach completes the functional specification with all
performance (non functional) information, allowing the computation of perfor-
mance results by simulation. In order to add this kind of information to the
Esterel functional specification, the necessary quantitative information below
must be introduced:

1. The estimated processing time relevant to each timed action. A timed action
is an action which consumes time, e.g. the time for processing a frame, the
transmission time. . . They are relevant to performance modeling, but have
no sense in a Synchronous Reactive Model. Our modeling choices must avoid
any semantical incongruence with the perfect synchrony hypothesis.

2. The probability associated with each possible alternative behaviour. When a
probability defines the system behaviour, a degree of non-determinism must
be introduced in the Synchronous Reactive Model, which is deterministic by
nature. Once again, the modeling choices must treat this point carefully.

Thus, the performance constructs, which introduce this quantitative infor-
mation, must not violate the synchronous reactive model hypothesis of both
determinism and instantaneous reaction. The timed actions can be viewed as
requests to external modules that must reply after a certain amount of time.
Both requests and replies are signals emitted from and received to the reactive
module, respectively. The model allows to manage this type of behaviour. The
determinism is maintained too, because this principle is only referred to the way
of the synchronous reactive module is going to react whenever an input event
occurs. As timed actions are considered external for the synchronous reactive
module, they can have variable or even random duration, without violating the
determinism principle of the synchronous reactive model.

The constructs that allow alternative behaviours maintain the instantaneous
reaction principle. Nevertheless, the determinism seems to be violated, as long
as different behaviours are wanted with same inputs. Again, the problem can be
solved moving the source of the alternative behaviours out of the synchronous
reactive model. As for timed actions, the alternative behaviours can be viewed
as replies from external sources that determine the behaviour in the reactive mo-
dule. This module is deterministic because always reacts in the same way when
the reply of the external decision is the same. The non-deterministic behaviour
is delegated by the reactive kernel and managed separately, so the determinism
is maintained inside it.

Timed actions can be implemented as a two-fold procedure: (i) request for a
finalization signal to an external module and (ii) wait for the finalization signal.
In Esterel, they can be implemented as shown in figure 3 (left). However, by
doing this, the time management is left entirely to the external module, and
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the time control feature supported by the synchronous reactive model is not
used. In order to unify the time management, the construct can be implemented
as in figure 3 (right), where the signal TIME SIGNAL is the one that counts the
time passing across the entire synchronous reactive model (for example, the
predefined Esterel signal tick). The external module only must respond to
a GET TIMED ACTION DURATION request by sending the amount of time of the
timed action, which is carried within the TIMED ACTION DURATION signal.

emit TIMED_ACTION_STARTS;
await TIMED_ACTION_FINISHES;

emit GET_TIMED_ACTION_DURATION;
await immediate TIMED_ACTION_DURATION;
await (?TIMED_ACTION_DURATION) TIME_SIGNAL;

Fig. 3. Implementing timed actions

A way to implement the alternative behaviours is shown in figure 4. The
external module that receives the signal GET ALTERNATIVE BEHAVIOUR takes a
decision based on some rules, which are external to the synchronous reactive
model.

emit GET_ALTERNATIVE_BEHAVIOUR;
await

case ALTERNATIVE_BEHAVIOUR_1 do <behaviour_1_statement>
...
case ALTERNATIVE_BEHAVIOUR_n do <behaviour_n_statement>

end await;

Fig. 4. Implementing alternative behaviours

In addition, in order to obtain performance measures from these models,
a suitable monitoring mechanism must be implemented. A trace file must be
generated with the results of the observation of a set of signals defined by the
designer based on the desired performance metrics. The result of this model
instrumentation step is an operative performance model.

4 The Case Study

In this section, we present the Synchronous Reactive Model and the derived
Performance Evaluation Model for a multithreaded runtime system as the one
exposed in section 2.

4.1 The Functional Model

The Esterel Functional Model, whose architecture is shown in figure 5, descri-
bes the sequencing and synchronization operations involved in the multithreaded
runtime system. The implementation of data structures as tasks queues, the pro-
babilistic behaviour mechanism and the trace generation are supported by the
C interface of Esterel.

The number of nodes involved in the distribution is a parameter of the model.
The module Processor implements the functionalities at each node, while the
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main module, WrkStl, handles the parallelisation of all the processor instances,
the communication medium among nodes and the time signal sender. In figure 5,
an n-processor system is represented.

WrkStl

Processor #1

Bus Manager

Time Manager

Scheduler

Input Filter

Sender Receiver

System
Execution
Processor

Interface
Comunication

Processor

Monitor

Task Evaluation
Processor #n

components of module Processor #1

Fig. 5. Instances diagram of WrkStl model

The Time Manager module sends to the rest of the modules a signal that re-
presents the logical time of the simulation. On the other hand, the Bus Manager
models a typical bus medium which properly routes messages among sites and
solves the collisions.

Figure 6 presents a processor module and its interaction with the rest of mo-
dules in the system. Communication with other processors, via the Bus Manager,
is performed by the Processor Communication Interface inside each proces-
sor. Two modules cooperate inside this one: The Input Filter and the Sender
Receiver. The former extracts the messages from the bus and then sends them
to the Sender Receiver module. The latter can send messages directly to the
Bus Manager.

All messages are modeled as a valued signal that contains sender and re-
ceiver identifications as well as data transmitted between them. This signal is
sent by the Processor Evaluation System to the Processor Communication
Interface, which converts the valued signal into a multi-valued one in order
to be handled by the Bus Manager. Here, this signal may be combined with
other signals of the same type eventually sent by other processors. The Bus
Manager takes these signals, splits them into individual messages and sends them
to the destination processor, whose Processor Communication Interface ex-
tracts the information and sends it to its Processor Evaluation System.

From the site point of view, messages can arrive at any time during its normal
processing cycle. The communication system assumes an asynchronous basis,
using a local queue to store the incoming messages. The additional processing
of the message (like marshalling and unmarshalling of data) starts when the
normal processor operation is interrupted.
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Fig. 6. A processor module

Task scheduling and processing are mainly supported by the Scheduler and
Task Evaluator modules. The spawn (creation of a new task) and spawn next
(successor of a task waiting for results) operations are considered into the task
processing. The model supposes the following restrictions for the programs:

– If a task does not spawn any child, then it does not create a successor task.
– When a task spawns a set of children, a spawn next statement has already

been executed, and then the task terminates.
– Every child task sends arguments to the successor of its parent, so a successor

cannot become ready until all the children terminate.
– A successor cannot spawn any child.

The evaluation modules are considered as two threads running in the same
processor. The Scheduler only can be interrupted by an incoming message when
it is not busy. On the other hand, the Task Evaluator can be interrupted at
any time.

The scheduler decides that the work-stealing procedure must be started,
playing the thief role, when its local ready queue becomes empty. The victim is
randomly chosen and it receives a work-stealing attempt. The normal activities
of the victim processor are interrupted in order to handle this attempt. If the
victim has ready tasks, it sends one to the thief, who finishes then the work-
stealing procedure. If the victim has no ready tasks, then notifies this condition
to the thief. In this case, the thief must wait for an exponentially growing random
period of time before a new attempt.

The proposed model is quite detailed because we are interested on low-level
performance results to tune the system scheduler under some workload configu-
rations. Then, this functional model is an appropriate starting point to support
the performance analysis.
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4.2 Considering Performance

As discussed in section 3.2, the Esterel functional model must be extended to
include timed actions and alternative behaviours, as well as the instrumentation
needed to obtain the performance model that fulfills the requirements.

Timed actions implement variable durations using external functions to quan-
tify the amount of time consumed by actions such as transmissions, argument
marshalling and unmarshalling, etc. Figure 7 shows the Esterel code corre-
sponding to a message reception which uses the Time Tx function.

await MSG_RECEIVED_FILTERED; % message reception
var Time:integer in % temporized event starts

Time:=Time_Tx();
await Time tick;

end var; % temporized event finishes
emit MSG_RECEIVED_ACK; % message acknowledgement

Fig. 7. Message reception

Alternative behaviours are based on probabilistic functions which return dif-
ferent values following a given distribution. These values can be used to establish
some model parameters, such as the number of spawns for a task or the timed ac-
tion durations. Figure 8 shows how to determine the victim processor, randomly
chosen as previously stated.

Victim:= DecideVictim(ID_P); % choosing victim processor
Msg:=MakeReqSteal(ID_P,Victim); % building request message
...
weak abort

...
sustain MSG_TO_SEND(Msg) % sending request message
...

when immediate MSG_TO_SEND_ACK;

Fig. 8. Choosing a victim

The model instrumentation for performance analysis is supported by the
Monitor modules, which check the presence of a set of specific signals during
the simulation process and produce a trace file. Each trace register includes
a time reference (the current time), a locality reference (the processor) and
the identification of the signal. Some additional parameters can be included if
needed.

An observation point in the model corresponds to the emission of a monito-
ring signal, as shown in figure 9. In this case, the start of the task evaluation
is monitorized with the MON STARTS EVALUATE TASK signal, which carries infor-
mation about the task that will be run. The Monitor modules wait for these
monitoring signals and write a trace entry with each one received. Figure 10
shows the control loop for a the aforementioned monitoring signal.
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emit MON_STARTS_EVALUATE_TASK(Task); % monitor signal emitted
var Time:integer in % temporized event inits

Time=Time_Evaluation(Task,ID_P);
await Time tick;

end var; % temporized event finishes

Fig. 9. An observation point

The proposed monitoring mechanism only offers the basic observation func-
tionality that is needed for performance measuring. A complete statistical tool
must include at least the computation of the confidence intervals that are needed
to control the simulation time.

loop
await MON_STARTS_EVALUATE_TASK;
call Mon_STARTS_EVALUATE_TASK () (ID_P,?TIME_COUNTER,?MON_STARTS_EVALUATE_TASK);

end loop

Fig. 10. A monitoring control loop

5 Performance Analysis of the Case Study

The verification and validation of the performance model has been carried out
with the study of a set of workload scenarios. We study the behaviour of a
(quite ideal) divide-and-conquer algorithm, which is the typical skeleton used in
the applications for which the actual system is designed for. In particular, the
workload has been modeled with the following settings:

– Non-trivial input is always divided into two balanced partitions.
– The partition and fusion stages take a time that follows an exponential

distribution, whose mean value is function of the input size.
– Granularity for the trivial input also follows an exponential distribution

whose mean is fixed as a parameter of the simulation.

Three performance metrics were considered: the system speedup, the number
of steal requests and the number of ready tasks (every task but the successors
that have not received their results yet) on the whole system. Figure 11 shows
some results obtained from simulations with different input sizes (100 and 800
times the size of the trivial input) on a different number of identical processors
(1, 2, 4, 8, and 16). As expected, the system gets better speedup when we increase
the input size, as shown in figures 11(a) and 11(b), as long as the number of tasks
in the system also increases. The speedup is the relation between the execution
time of the whole process on a single processor (without scheduling overheads)
and the corresponding execution time on an n-processor configuration. Hence,
the analysis program must determine the value of the accumulated speedup at
every time.
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(b) Speedup (s = 800)
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(c) Work-stealing attempts (s = 100)
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(d) Work-stealing attempts (s = 800)
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Fig. 11. Simulation results with different number of processors and input sizes (s)
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We are interested on the evolution of the system along the time, identifying
the following three stages:

1. an initialization stage, in which there are only a few tasks on the system;
2. then, the system gets loaded, and new tasks are being spawning while the

system evaluates other tasks;
3. and the finalization stage, in which the system becomes empty again as long

as tasks terminate and new tasks are not spawned.

In particular, we have observed in the model the same transient problems
when a low rate of tasks is processed, specially during the initialization and
termination phases. When initializing, while tasks are distributed among the
processors, a high volume of steal procedures is engaged due to the fact that
many processors have an empty ready queue. In the finalization phase, the de-
gradation of the system is important because the number of disturbing steals is
higher (figures 11(c) and 11(d)). In addition, the monitorization of the queues
shows that the ready tasks are of the lowest levels of the spawning tree of the
ideal divide-and-conquer layout, i.e. they will generate less additional tasks (fi-
gures 11(e) and 11(f)). The sites are continuously processing steal requests and
the tasks currently evaluated are interrupted. If any request were satisfied, the
thief processor would be busy for a short time and it would engage a new steal
procedure quite soon. This situation increases the communication time, in par-
ticular to transmit the results of the lasts requests of the given scenario, because
the network is loaded with all these steal requests.

Measured results in the actual system allows the tuning of the quantitative
parameters of the model, which can be used for forecasting future behaviours
with various not yet reached workloads and different configurations.

6 Conclusion

We have presented a study in which a synchronous reactive model implemented
with Esterel was extended in order to obtain performance results by using a
two-step instrumentation procedure:

– Two different performance constructs, timed actions and alternative beha-
viours, were used to integrate the quantitative information needed for per-
formance evaluation.

– The implementation of monitor modules that check at any time the presence
of predefined signals and generate simulation traces allowing computation of
performance measures.

The system modeled to study the feasibility of this methodology is a mul-
tithreaded runtime system, which uses a work-stealing algorithm for balancing
the workload in a distributed environment. The gathered data has shown the
same weaknesses exposed by the actual system at the initialization and the fina-
lization phases, when the number of tasks is low and most of the work-stealing
attempts fail.
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There are some open issues that should be considered as future work:

1. Further measuring in the actual system must be performed in order to tune
different workload models.

2. Determine the proper mechanism to adjust the parameters of the actual
scheduler using the model results to improve the efficiency of the distributed
functional programs.

3. Compare the simulation process with other simulation tools, paying attention
to features related with the simulation time control, modeling capabilities,
scalability. . .
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Abstract. We present a new algorithm for solving discrete-time Markov
chains where transition probabilities have several orders of magnitude.
Our method combines the decomposition by perturbation and the reduc-
tion approaches. In the decomposition phase, we remove from the chain
some transitions with very small probabilities. But we assume that the
reduced graph is still strongly connected after the deletion. A transver-
sal (a cut set of the directed cycles) is then obtained and the reduction
method is used to compute the first approximation of the steady-state
distribution. Further approximations may be computed iteratively to ob-
tain the desirable accuracy. We prove the algorithm and present some
examples.

1 Introduction

The analysis of a lot of queueing models requires the computation of the steady-
state distribution of a Markov chain. Thus, this problem receives a considerable
attention (see Stewart’s book [15] for an exhaustive presentation of the various
algorithms proposed). Among these algorithms, direct methods, decomposition
methods and iterative methods are clearly related to our work because of some
of their drawbacks.

Direct methods, in general related to Gaussion elimination, require an impor-
tant memory space because the matrix is filled during the elimination process.
Iterative methods consist of successive approximations until the solution is ob-
tained with a fixed accuracy. The number of operations used in such methods is
a priori unknown. The problem with these methods is that they can require a
long time to converge if the subdominant eigenvalue is close to one. Decompo-
sition techniques perform some graph operation on the chain to obtain smaller
problems which are usually simpler to solve. An example in which decomposition
approach gives good results is a class of problems in which the state space can
be partitioned into disjoint subsets with strong probabilities among the states
of a subset but with small probabilities among the subsets ([2], [3]). This kind
of problems, known as Nearly Completely Decomposable (NCD) problems, have
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typically very bad convergence rate for iterative algorithms because of the ei-
genvalues but ad-hoc algorithms ([10] or [15]) give very good results. However,
these algorithms only work for the class of NCD matrices.

In this paper, we present a new algorithm based on perturbation and re-
duction which is devoted to the analysis of matrices which are not NCD, even
if they contain probabilities of several orders of magnitude. These matrices are
often considered in the analysis of ATM networks. For instance, a discrete-time
queue with Markov Modulated Batch arrival Process and finite capacity (i.e. a
MMBP/D/1/K queue) exhibits such a structure if the tail probabilities of the
batch distribution are very small. These matrices may be difficult to solve using
other techniques because of their size, their structure and their eigenvalues.

For these matrices, we propose an approximate method based on the following
four steps:

1. deletion of arcs of small probabilities to obtain an irreducible chain on the
same space but with a better structure,

2. computation of a cut set of the directed cycles of the modified chain,
3. reduction to a smaller problem to obtain the first approximation of the

steady-state distribution,
4. iteration on the perturbation formula to obtain better approximates.

The deletion step is closely related to the technique described by Mahlis and
Sanders in [12]. Briefly, they decompose the matrix into two matrices on the
same space. This decomposition is based on the transition probabilities. The
matrix which contains high probabilities is kept into memory while the other
matrix is sent on disk. Iterative techniques are used on the matrix in memory
and when a given accuracy is reached, the other matrix is used to further improve
the approximates. Such an approach is mostly useful to optimize the number of
disk accesses when we solve a chain whose matrix is too large for the memory.
Our paper is more theoretical in nature. We prove that the perturbation due to
the deletion has an effect on the steady-state distribution which has the same
order than the threshold used for the deletion. We also proved the iteration to
obtain further approximates of the distribution. Our results also establish the
convergence and the accuracy of Sanders’s method.

In section 2, we describe our method. We present the assumptions and the
computation of the different approximations of the steady-state distribution and
we prove the algorithm. In section 3, we give a description of the different steps
of the algorithm. Finally, the last section is devoted to numerical experiments
that show the effectiveness of our method.

2 Perturbation and Reduction

We consider a discrete-time finite aperiodic and irreducible Markov chain and
our objective is to compute its steady-state distribution π :{

πP = π
πe = 1 (1)
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where P is the matrix of the Markov chain and e, a column vector of 1. Let
N be the size of the Markov chain, so the size of matrix P is N × N .

2.1 Assumptions

First let us define the assumptions we use. Remember that our objective is to
compute the approximation of π, solution of system 1 for some matrices whose
structure is now introduced. The key idea is that the decomposition process
which is described in the following will lead to two non zero matrices.

We decompose matrix P into two matrices P1 and E on the same space,
using threshold ε :

– All transitions in matrix E carry a probability smaller than ε
– Matrix P1 is irreducible. All transitions of P with probability greater than ε

are in P1. This matrix may also contain some transitions with a probability
smaller than ε.

P = P1 + εE (2)

It is not necessary to be more precise on the decomposition at this step
because the perturbation analysis only takes advantage of the ergodicity of P1
and the small values of the transitions in matrix E. The decomposition we used
in the context of cut set of the directed cycle is further illustrated in section 3
and 4 and in the paragraph on the computation of ai. Finally, remark that if we
completely remove transitions with small probabilities from an NCD matrix, we
will obtain a reducible matrix P1.

Then, we normalize the two matrices to make matrix P1 stochastic. We put
on the diagonal elements of P1 the sum of probabilities which have been carried
by arcs transferred into matrix E.

P1(i, i) = P1(i, i) + εΣN
j=1,j �=iE(i, j)]

This sum of probabilities is also subtracted from the diagonal elements of E.
Thus, we have:

ΣN
j=1E(i, j) = 0 and ΣN

j=1P1(i, j) = 1 ∀ 1 ≤ i ≤ N

Note that after the normalization phase, relation 2 still holds. The main
assumption is that such a decomposition leads to matrices which are both non
zero.

2.2 Using P1 Rather Than P

Now, the two questions we may consider are related to the computation of π1 the
steady-state distribution of P1: is π1 a good approximation of π the steady-state
distribution of P and is it easier to compute π1 rather than π ? The answer
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to the first question comes from the analysis of the perturbation while several
answers may be given to the second question. In this paper, we focus on the
use of the reduction technique applied on P1. As this technique is based on the
computation and the use of a cut set of the directed cycles of the graph, it is clear
that this cut set is easier to obtain and smaller, in general, when we consider
matrix P1 instead of matrix P . Other possible answers to the second question are
introduced in the conclusion. The theoretical foundations of our method comes
from [4] where it is proved that there is continuity of steady-state distribution of
discrete-time Markov chain when we continuously change the transition rates,
assuming that the chain remains ergodic.

Before proceeding with the perturbation analysis, remark that P1 is aperiodic
because it is irreducible (as stated in the assumptions) and it contains at least
one loop since matrix E is non zero. Therefore, the chain associated to P1 has a
steady-state distribution π1.

Perturbation Let δ be the difference between vectors π and π1.

δ = π − π1 ⇔ π = δ + π1 (3)

After substitution of equations (3) and (1) into (2), we obtain:

(δ + π1)(P1 + εE) = δ + π1

We develop and after cancellation of terms (as we have π1P1 = π1), we get:

δ = δ(P1 + εE) + επ1E (4)

Following [7] (for the first part of the description of Courtois’s method), assume
that the solution of system (4) is a classical solution for a perturbation and can
be expressed as follows: δ = Σ∞

i=1aiε
i with

∑
j ai(j) = 0 for all i. We substitute δ

in equation (4) and, after identification of terms, we find that the ai vectors must
follows relations (5). In theorem 1, we state that these relations are consistent
and allow the computation of vectors ai. We also proved that, for an arbitrary
k, the effect at order εk (i.e. the vector ak) is upper bounded.{

a1 = a1P1 + π1E and a1e = 0
ai+1 = ai+1P1 + aiE and aie = 0 (5)

Theorem 1 The ai vectors exist and are upper bounded.

Proof : Remember that P1 is an irreducible aperiodic stochastic matrix of
size N . Therefore the linear operator Q defined by (N − 1) columns of P1 and
one column full of 1 is not singular. But system (5) is also defined as a linear
problem using operator Q. Therefore a1 exists and ai exist by induction on i.

Now consider the equation a1 = a1P1 + π1E and substitute a1 in the r.h.s.
We obtain:
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a1 = π1E + π1EP1 + a1P
2
1

Performing n times the substitution, we get:

a1 = π1E(
n∑

j=0

P j
1 ) + a1P

n+1
1

But as P1 is ergodic, P+∞
1 exists and it rows are constant. As the sum of the

elements of a1 is zero, limn aiP
i
1 = 0. Thus:

a1 = π1(
+∞∑
j=0

EP j
1 )

Using the same argument on the rows of P+∞
1 , and as the sums of the elements

in each row of E is 0, EP+∞
1 is the zero matrix. Therefore,

a1 = π1(
+∞∑
j=0

E(P j
1 − P+∞

1 ))

As P1 is finite, irreducible and aperiodic, we have a geometric convergence
of P j

1 to P+∞
1 . More precisely, it exists a α > 0 and β < 1 such that ‖ Pn

i −
P+∞

1 ‖∞≤ αβn, for all n (see Hunter, theorem 7.1.3 [8]). Therefore,

‖ ai ‖∞≤ ‖ π1E ‖∞
1 − β

(6)

The proof for an arbitrary ai is quite the same.
As a corollary, we obtain a formula for an approximation of π with a given

accuracy. Let us now define δ by ε
1−β .

Corollary 1 Assume that δ < 1, π may be approximated by π1 +Σk−1
i=1 aiε

i with
an error smaller than ‖ π1E ‖∞δi/(1 − δ).

Let us remark that this applies for all decomposition based on the partition of
transitions according to a threshold ε as soon as δ < 1. Note that this condition
is not very restrictive because, in general, ε is much smaller than (1 − β). Thus,
we also state the accuracy of the first part of Sanders’s method. Finally note
that the proof is not exactly the same in Courtois’s approach since matrix P is
not NCD.

In the following, we show how to compute π1, the first approximation of π.
We also present the computation of further approximates of π using more terms
from the perturbation formula to obtain a desirable accuracy.
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First Approximation of π Using P1 rather than P may be useful in a nu-
merical computation of the steady-state distribution. The first idea is the gain
of memory space and the speedup in the product of vectors by the matrix.
Therefore, iterative algorithms use less space and are quicker to perform the ele-
mentary product xnP . This is roughly Sanders and Malhis’s approach. However,
it is not clear that the subdominant eigenvalue of P1 is smaller that the one of P .
So, computation of π1 may be a more difficult problem for some badly defined
matrix P .

In this paper we advocate a different approach based on a generalisation of
recursive algorithms and a direct resolution of a subproblem. We follow some
graph arguments to partition the state space. These arguments are known as
the reduction technique (see [11] for the theory and [5] for an application to
Stochastic Automata Networks). The easiest solution to perform the reduction
is the computation of a cut set of the directed cycles of the graph without loops
associated to the chain. This cut set is usually denoted as a transversal.

Definition 1 (transversal) [1] Let G = (V, E) be a directed graph with a set
of vertices denoted as V and a set of directed edges denoted as E. TG ⊂ V is a
transversal of G if each directed cycle of G has at least one vertex in TG.

Remember that when we have built matrix P1, we have removed some tran-
sitions from P and we may have also add some loops. But as we consider the
graphs without loops associated to the chain we have the following relation bet-
ween the sets of vertices.

Proposition 1 The vertices of the graph without loops associated to P1 are
element of the set of vertices of the graph without loops associated to P (i.e.
E(P1) ⊂ E(P ))

But, the cut set of the directed cycles is a monotone parameter.

Proposition 2 Let G = (V, E) and G1 = (V, E1) two graphs with the same set
of nodes V , if E1 ⊂ E then an arbitrary transversal of G is a transversal of G1.

Computing a minimal transversal is an NP complete problem [6] but we only
need an arbitrary transversal for the reduction. So, very efficient heuristics may
be used to obtain such sets. In general, we use several of them and consider
the smallest set. The general framework for the heuristics is presented in the
next section. As the set of edges V1 is smaller, the algorithms usually perform
better on G1. So, the transversal computed on the graph associated to P1 will, in
general, be smaller than the transversal computed on the graph associated to P .
This is important because the complexity of the whole method depends on the
size of the transversal. Let N1 be the size of the transversal and N2 = N − N1.

When the transversal is computed, we reorder the states of P such that the
states in the transversal receive a number between 1 and N1. Assuming that

matrix P1 may be represented as blocks:
(

A B
C D

)
. The following property is

proved in [5].
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Proposition 3 There exists an ordering of the vertices such that D is upper
triangular. And I − D is not singular.

Therefore, computing (I − D)−1 is quite simple. Let us now present the last
part of algorithm. We decompose π1 and e into 2 subvectors (π1

1 , π2
1) and (e1, e2)

to botain: ⎧⎨
⎩

π1
1(I − A) = π2

1C
π2

1(I − D) = π1
1B

π1
1e1 + π2

1e2 = 1
(7)

As (I − D) is not singular, matrix H = B(I − D)−1 is well defined. After
substitution, we get: ⎧⎨

⎩
{

π1
1(I − A − HC) = 0

π1
1(e1 + He2) = 1

π2
1 = π1

1H
(8)

The first two equations consist of a reduced system in π1
1 . The size of the

system is now N1 instead of N . We solve it with an usual Gaussian elimination
algorithm. π2

1 is then obtained using the third equation: a simple product of a
vector by a sparse matrix which represents the propagation of the values of π1

1 .
This method is related to the stochastic complementation theory [13] and is a
generalization of the ad-hoc algorithm proposed by Robertazzi to solve Markov
models of some protocols [14].

Thus, using this method, we have obtained a first approximation of π. And
this computation is in general much more quicker than for the exact result.

Computation of the ai We begin by the computation of a1 which is solution
of a slightly different equation. Then we show how to solve the general ai using
some information already computed for a1. Remember that we have to solve:

a1 = a1P1 + π1E and a1e = 0 (9)

where π1 is the steady-state distribution of P1, i.e. the first approximation of
the solution.

Now, we define more precisely the partition of the arcs we used to build
P1. We assume that the arcs of P with a probability smaller than ε which are
incident to a node of the transversal of P1 we consider are kept in matrix P1.
Even if such a definition seams to be recursive (we use P1 to build P1), the
decomposition is feasible in two steps because of the property of the transversal.

– First we remove from P all the arcs with a probability smaller than ε to
obtain an irreducible P1. We compute a transversal of P1.

– We add into P1 the arcs of P with a probability smaller than ε which are
incident to the nodes of the transversal. The transversal computed on the
first version of P1 is still a cut set of directed cycles of this new version of
P1. Indeed, the arcs added in the second step may add cycles. But these new
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cycles always use a vertex in the transversal as the new arcs are incidents to
vertices of this cut set.

Therefore using the decomposition into blocks we already used for P1, we
show that the non zero elements of matrix E are associated to block D of P1,

(i.e E =
(

0 0
0 Eε

)
).

We decompose a1 into (a1
1, a

2
1) and π1 in (π1

1 , π2
1).

(a1
1, a

2
1) = (a1

1, a
2
1)
(

A B
C D

)
+ (π1

1 , π2
1)
(

0 0
0 Eε

)

¿From the previous expression, we obtain the following system:⎧⎨
⎩

a1
1(I − A) = a2

1C
a2
1(I − D) = a1

1B + π2
1Eε

a1
1e1 + a2

1e2 = 0
(10)

Again let H be (I − D)−1 :⎧⎨
⎩
{

a1
1(I − A − HC) = π2

1Eε(I − D)−1C
a1
1(e1 + He2) = −π2

1Eε(I − D)−1e2
a2
1 = a1

1H + π2
1Eε(I − D)−1

(11)

Given G = Eε(I − D)−1, system (11) becomes:⎧⎨
⎩
{

a1
1(I − A − HC) = π2

1GC
a1
1(e1 + He2) = −π2

1Ge2
a2
1 = a1

1H + π2
1G

(12)

So, we solve the reduced system of a1
1 and then we obtain a2

1 by a simple product
by a sparse matrix. To solve system (12), we build the linear operator M from
the N1+1 linear equations. And using a Gaussian elimination, we compute M−1

which is kept in memory because it is also used in the next steps of the algorithm.
The computation of a1 has roughly the same complexity as the computation of
π1. Furthermore, the resolution of the linear system for a1 only differ by one
equation from the linear system for π1. Similarly, the computation of matrix
(I −A−HC) and G will be done only once. This may lead to important savings
in time. Remember that ai+1 is defined as :{

ai+1 = ai+1P1 + aiE
ai+1e = 0 (13)

Using the block structure of matrices P1 and E we obtain, using the same
algebraic manipulation we used to get a1:⎧⎨

⎩
{

a1
i+1(I − A − HC) = a2

i GC
a1

i+1(e1 + He2) = −a2
i Ge2

a2
i+1 = a1

i+1H + a2
i G

(14)

Most of the computation was already done : M , M−1, H and G. It only
remains to perform the matrix vector multiplications. So the computation of ai

for i > 1 does not take a lot of time, if a1 is already computed.
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3 Description of the Whole Algorithm

Let us now give the complete description of the algorithm including the heuristics
to compute the transversal.

1. Let ε ∈ [0, 1]. We decompose matrix P into P1 and E such that P1 is ir-
reducible and the transitions with probability smaller than ε which are not
needed for the irreducibility of P1 are in E.

2. We compute the transversal T associated to P1 using the following heuristics.
We usually consider the function f to be the input and output degree or their
sum or their product. The complexity of these heuristics is linear.
a) T is empty,
b) remove from G the vertex x which maximize function f , put it into T ,

remove the edges incident to x,
c) remove from G all the nodes y with input degree or output degree equal

to 0. Remove the edges incident to y. Loop until it is no more possible
d) if G is not empty, go to 2.c,
e) perform the heuristic for all f in the set of functions. Take the transversal

with the smallest size.
3. We add into P1 the transitions of E incident to nodes of the transversal.
4. We compute the steady-state distribution π1 using reduction method.
5. We compute a1 using reduction (equation (12)), matrix M defined by N1 −1

colums of (I−A−HC) and (e1+He2) is computed as well as M−1. Matrices
M−1, H, G are kept in memory.

6. for all i between 2 and k, we compute ai+1 using the reduced system (equa-
tion (14)), and the matrices already obtained in the former phases.

7. the approximation of π is π1 +
∑k

i=1 aiε
i.

4 Numerical Experiments

We now present some numerical results for our algorithm. In the first part, we
compare it with a direct algorithm (i.e. GTH) on random matrices. Then we
present a model of a voice and data multiplexer which may be easily solved
using our approach.

4.1 Comparison on Random Matrices

Our method needs a preprocessing (the partition and the reduction) before pro-
ceeding to a direct analysis of a subsystem. For some matrices, this preprocessing
does not allow a significant reduction of the state space. Therefore, our algorithm
will be, in this case, a little bit worst than the direct algorithm (i.e. the prepro-
cessing is linear in the number of transitions). So we compare the algorithms on
a sufficiently large set of random structures and we perform statistical tests on
the results.
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We have generated random matrices using the following algorithm. The ir-
reducibility is insured by a Hamiltonian directed loop which is deterministic.
Then random edges have been added according to an i.i.d Bernoulli process. Let
pedge be the probability to add an edge and let pedgeε be the probability that
this transition has a probability smaller than ε. We have considered different
values of pedge and pedgeε

and for each case, we have generated 20 matrices and
we have computed the average execution time for our method and the GTH
method. Typical results are depicted in figure 1. The important fact is that the
efficiency of our method increases with the size of the matrix.
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Fig. 1. Computation time for pedge = 0.1 and pedgeε = 0.005.

For each case, we have computed the mean μ and the standard deviation σ
of the difference of time between the two methods. The time for our method is
the total time (i.e. the computation of the partition, the tranversal and the re-
duction). We have also computed the 95% confidence interval IC and performed
the test of significance for these variables [9]. For all confidence intervals obtai-
ned, we established that zero is not include in the interval, so both algorithms
are significantly different. Our algorithm takes significanlty less time even if for
some matrices the direct algorithm is better. This is typically the case when the
transversal is large.

pedge = 0.1 and pedgeε = 0.005 pedge = 0.01 and pedgeε = 0.05
Size μ σ IC μ σ IC

50 4.8E-02 9E-03 [4.49E-02, 5.19E-02] 3.2E-02 1E-02 [2.84E-02, 3.62E-02]
100 4.8E-01 3E-02 [4.68E-01, 4.93E-01] 1.6E+00 2E-01 [1.55E+00, 1.75E+00]
150 1.4E+00 6E-02 [1.41E+00, 1.45E+00] 1.6E+00 4E-01 [1.44E+00, 1.79E+00]
200 2.6E+00 2E-01 [2.51E+00, 2.73E+00] 3.4E+00 4E-01 [3.33E+00, 3.64E+00]
300 6.6E+00 6E-01 [6.37E+00, 6.86E+00] 7.7E+00 2E-01 [7.64E+00, 7.89E+00]
400 1.1E+01 2E+00 [1.02E+01, 1.19E+01] 2.5E+01 6E+00 [2.22E+01, 2.96E+01]
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4.2 A Small Example

We consider a voice and data multiplexer for one channel. There is a buffer
to store data packets. When the voice is active, it keeps the channel until the
communication finishes. The distribution of the communication time for voice is
assumed to follow an exponential distribution. When data packets are present in
the buffer, the voice packets is not allowed to begin a connection. The channel
is used by data and the connection demand for voice is lost (it is not buffered).
The inter-arrivals of voice connection follow a Poisson process. The service dis-
tribution of the data packets are assumed to be i.i.d exponential. The buffer is
of size B.

The arrival process of data packets is the superposition of two independent
sources of arrivals: a controlled arrival process and a light perturbation due
to more variable process. The controlled process comes from a smoothing me-
chanism such as a Leaky Bucket. The inter-arrival for this flow of arrivals is
represented by an Erlang k because of its low variability. The perturbation pro-
cess is supposed to be Poisson. The intensity of the Poisson process is supposed
to be very small compared to the intensity of the Erlang process.

The first step of the numerical analysis is the uniformization of the continuous-
time chain. The chain has 2×K × (B +1) states and his very sparse : the maxi-
mum degree of a node is 6. However, for some values of the parameters, iterative
techniques are not efficient.

Because of the complexity of the arrival process of the data packets, the chain
has a bad structure for an immediate application of the reduction approach.
Indeed, the minimal transversal has roughly half the nodes of the chain. Note
that in this case, we are able to prove that the cut set is minimal.

However after removing the arcs with small probabilities (which are associa-
ted to Poisson arrivals), the chain becomes much more simple for the structural
analysis. The minimal cut set has now a cardinality of K + B. Then, we have
to solve two linear systems of size K + B rather than a linear system of size
2K(B + 1). Our algorithm is in this case much more efficient than the iterative
techniques, due to the parameters, and than the direct algorithm, due to the
structural properties we are able to take into account.

5 Conclusion

Finally, we want to stress that the perturbation argument is much more gene-
ral that the algorithm we have designed. We suggest now some new approaches
based on the perturbation argument we present in section 2. The first idea is
to combine perturbation and product form solutions. For instance, a network
of M/M/1 with exponential services, Markov routing, and external arrivals fol-
lowing a superposition of Poisson processes and some Markovian perturbation
may be approximated by a Jackson’s network. However we have to characterize
the relations which define a1 when π1 has a product form. Remember that the
sets of linear equations which define both quantities are almost the same. So it
may be expected some kind of analytical results for networks of queues.
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Another approach, more numerical, consists of an analysis of terms π1EP i
1

used in the explicit construction of ai. In some cases, a very fast approximation
of ai may be found after only some iterations on the summation. This may lead
to a new class of algorithms to obtain the steady-state distribution of Markov
chains.
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Abstract. Iterative numerical methods are an important ingredient for
the solution of continuous time Markov dependability models of fault-
tolerant systems. In this paper we make a numerical comparison of se-
veral splitting-based iterative methods. We consider the computation
of steady-state reward rate on rewarded models. This measure requires
the solution of a singular linear system. We consider two classes of mo-
dels. The first class includes failure/repair models. The second class is
more general and includes the modeling of periodic preventive test of
spare components to reduce the probability of latent failures in inactive
components. The periodic preventive test is approximated by an Erlang
distribution with enough number of stages. We show that for each class
of model there is a splitting-based method which is significantly more
efficient than the other methods.

1 Introduction

Continuous time Markov chains (CTMCs) are widely used for dependability
modeling. For these models, several measures of interest can be computed from
the solution vector of a linear system of equations. Typically, such a system is
sparse and may have hundreds of thousands of unknowns, so it must, in general,
be solved numerically using an iterative method.

Several currently available tools allow us to solve dependability models. These
are, among others, SAVE [7], SPNP [3], UltraSAN [5] and SURF-2 [2]. SPNP
uses Successive Overrelaxation (SOR) with dynamic adjustment of the relaxa-
tion parameter ω [4]. SAVE uses SOR for the computation of the steady-state
probability vector and SOR combined with an acceleration technique [10] for
computation of mean time to failure (MTTF) like measures. UltraSAN offers a
direct method with techniques to reduce the degree of fill-in and SOR, being ω
selected by the user. Finally, SURF-2 uses the gradient-conjugate method (see,
for instance, [14]).
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Several papers have compared numerical methods for solving the linear sy-
stems of equations which arise when solving CTMC models. In an early paper
[8], performance models are considered and several iterative methods are com-
pared for the computation of the stationary probability vector of an ergodic
Markov chain. These methods include Gauss-Seidel (GS), SOR, block SOR and
Chebyshev acceleration with GS preconditioning. For SOR, an algorithm based
on the theory of p-cyclic matrices [17] is used to select a value for ω. In [14], fai-
lure/repair models are considered and SOR with dynamic adjustment of ω also
based on the theory of p-cyclic matrices is compared with GS and the power me-
thods, showing that SOR is considerably more efficient specially for the linear
systems arising in MTTF computations. In [11] a number of direct and iterative
methods are reviewed in the context of performance models. Among others, three
spliting-base methods are considered: GS, SOR and symmetric SOR. In [6] the
generalized minimal residual method and two variants of the quasi-minimal resi-
dual algorithm are compared. In [9], direct and splitting-based iterative methods
are considered for solving CTMC models arising in communication systems and
the authors suggest to use SOR with suitable values for ω in combination with
some aggregation/disaggregation steps.

In this paper we compare splitting-based iterative methods for the solution
of linear systems which arise in the computation of the steady-state reward rate
(SSRR) defined over rewarded CTMC models. We start by defining formally
the measure and establishing the linear system which has to be solved. Let
X = {X(t); t ≥ 0} be a finite irreducible CTMC. X has state space Ω and
infinitesimal generator Q = (qij)i,j∈Ω . Let ri, i ∈ Ω be a reward rate structure
defined over X. The steady-state reward rate is defined as:

SSRR = lim
t→∞ E[rX(t)]

and can be computed as

SSRR =
∑
i∈Ω

riπi ,

where π = (πi)i∈Ω is the steady-state probability distribution vector of X, which
is the only normalized (‖π‖1 = 1) solution of:

QT π = 0 , (1)

where matrix QT is singular and the superscript T indicates transpose. The
steady-state unavailability is a particular case of SSRR obtained by defining a
reward rate structure ri = 0, i ∈ U , ri = 1, i ∈ D, where U is the subset of
Ω including the up (operational) states and D is the subset of Ω including the
down states.

In this paper we are concerned with numerical iterative methods to solve
the linear system (1). Two classes of models will be considered. The first class
include failure/repair models like those which can be specified by the SAVE mo-
deling language [7]. Basically, these models correspond to fault-tolerant systems
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made up of components which fail and are repaired with exponential distributi-
ons. There is an state in which all components are unfailed having only outgoing
failure transitions. The remaining states have at least an outgoing repair transi-
tion. Note that in this class of models the detection of the failure of a component
is assumed to be instantaneous, i.e. all failed components are immediately sche-
duled for repair. In the second class of models which we will consider, failures of
“spare” (inactive) components will be detected only when they are tested. Test
of spare components will be assumed to be performed periodically with determi-
nistic intertests times. To be able to use CTMCs to represent such systems the
deterministic intertests time will be approximated by a K-Erlang distribution
with K large enough to obtain convergence in SSRR as K is incremented.

We will analyze and compare GS, SOR and block Gauss-Seidel (BGS). A
more complete comparison including an efficient implementation of GMRES
(see, for instance, [13]) and MTTF like measures can be found in [16]. We will
show that GS is guaranteed to converge for (1) when the chain X is generated
breadth-first and the first generated state is exchanged with the last generated
state. Also, an algorithm to select dynamically ω in SOR will be briefly reviewed.
The rest of the paper is organized as follows. Section 2 reviews the iterative
methods. Section 3 analyzes convergence issues. Section 4 presents examples
and numerical results and Sect. 5 presents the conclusions.

2 Numerical Methods

We are interested in solving a linear system of the form

Ax = b , (2)

where A = QT and b = 0. In the following we will let n be the dimension of A.
We next review splitting-based iterative numerical methods which can be used
to solve (2).

2.1 Gauss-Seidel, SOR and Block Gauss-Seidel

Splitting-based methods are based on the decomposition of matrix A in the form
A = M − N , where M is nonsingular. The iterative method is then:

x(k+1) = M−1Nx(k) + M−1b ,

where x(k) is the k-th iterate for x.
Both GS and SOR are easily derived by considering the decomposition A =

D − E − F , where D is the diagonal of A and −E and −F are, respectively,
the strict lower and upper part of A. GS is obtained by taking M = D −E and
N = F . The iterative step of GS can then be described as:

x(k+1) = (D − E)−1Fx(k) + (D − E)−1b ,
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or in terms of the components of A as:

x
(k+1)
i =

1
ai,i

(
−

i−1∑
j=1

ai,jx
(k+1)
j −

n∑
j=i+1

ai,jx
(k)
j + bi

)
, i = 1, . . . , n . (3)

SOR is obtained by taking M = (D − ωE)/ω and N =
(
(1 − ω)D + ωF

)
/ω.

The iterative step of SOR can then be described as:

x(k+1) = (D − ωE)−1((1 − ω)D + ωF
)
x(k) + (D − ωE)−1ωb ,

or in terms of the components of A as:

x
(k+1)
i = ω xGS

i + (1 − ω)x(k)
i , i = 1, . . . , n ,

where xGS
i is the right-hand side of (3).

BGS is the straightforward generalization of GS when the coefficient matrix,
the right-hand side and the solution vector of (2) are partitioned in p blocks as
follows:

A =

⎛
⎜⎝

A1,1 . . . A1,p

...
. . .

...
Ap,1 . . . Ap,p

⎞
⎟⎠ ,x =

⎛
⎜⎝

x1
...

xp

⎞
⎟⎠ , b =

⎛
⎜⎝

b1
...

bp

⎞
⎟⎠ .

The iterative step of BGS is:

x
(k+1)
i = A−1

i,i

(
−

i−1∑
j=1

Ai,jx
(k+1)
j −

p∑
j=i+1

Ai,jx
(k)
j + bi

)
, i = 1, . . . , p . (4)

Hence, each iteration of BGS requires to solve p systems of linear equations of
the form Ai,ixi = zi. Depending on the sizes of the matrices Ai,i, such systems
may be solved using direct or iterative methods.

2.2 An Algorithm for the Optimization of ω in SOR

In this section we briefly describe an algorithm for the optimization of the rela-
xation parameter ω of SOR. The algorithm does not assume any special property
on the matrix of the linear system and searches the optimum ω in the interval
[0, 2].

The algorithm is based on estimations of the convergence factor (modulus
of the sub-dominant eigenvalue of the iteration matrix). After each iteration k
such that the last two iterations have been performed with the same value of ω,
the convergence factor η is estimated as:

η̃ =
‖x(k) − x(k−1)‖∞

‖x(k−1) − x(k−2)‖∞
.
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Stabilization of η̃ is monitored and it is assumed that a good estimate has been
achieved when the relative difference in η̃/(1 − η̃) is smaller than or equal to a
given threshold parameter TOLNI three consecutive times. For a given ω, except
ω = 1, for which no limit is imposed, a maximum of M = max{MAXITEST,
est/RATIOETAST} iterations are allocated for the stabilization of η̃/(1 − η̃),
where est is the number of iterations required for the stabilization of η̃/(1 − η̃)
for ω = 1. If after M iterations η̃/(1 − η̃) has not been stabilized, SOR is
assumed not to converge for the current ω. Selection of appropriate values for
TOLNI is a delicate matter. If TOLNI is chosen too large an erroneous estimate
of the convergence factor may result and the optimization method may become
confused. If TOLNI is chosen too small non-convergence may be assumed when
the method converges but η̃/(1−η̃) takes a large number of iterations to stabilize.
Selection of values for MAXITEST and RATIOETAST also involves a tradeoff.
If the resulting M is too small, non-convergence may be assumed erroneously.
If the resulting M is too large, iterations may be wasted for a bad ω. After
some experimentation we found TOLNI = 0.0001, MAXITEST = 150, and
RATIOETAST = 5 to be appropriate choices.

The algorithm starts with ω = 1 and, while the estimate for η decreases, ma-
kes a scanning in the interval [1, 2] taking increments for ω of 0.1. If a minimum
for η is bracketed, a golden search (see, for instance, [12]) is initiated. If for an
ω it is found that the method does not converge, the increment for ω is divided
by 10 and the search continues to the right starting from the last ω for which
the method converged. This process is repeated till the increment for ω is 0.001
(the minimum allowed). If the estimate for η for ω > 1 is found to increase a
similar scanning is made to the left in the interval [0, 1]. At any point of the
algorithm, the best ω is recorded and used till convergence or the maximum
number of allowed iterations is reached when the algorithm becomes “lost”. The
complete algorithm is implemented using an automaton with 13 different states
corresponding to different states of the search. Due to lack of space we cannot
give a precise description of the automaton, but only highlight the main ideas
on which it is based.

3 Convergence

−QT is a singular M-matrix and it is well known that SOR converges for
−QT π = 0 (and, therefore, for (1)) if 0 < ω < 1 [15, Theorem 3.17]. We
prove next that if X is generated breadth-first and the first state and the last
one are exchanged, convergence of GS when solving (1) is also guaranteed.

First we briefly describe breadth-first generation. The initial state is put in
an empty FIFO queue. From that point, the generation process continues by
taking a state from the queue, generating all its successors and putting in the
queue the successors not previously generated. The generation process finishes
when the queue becomes empty.

Given the n × n matrix A, its associated directed graph Γ (A) = (V, E) is
defined by a set of vertices V = {1, . . . , n} and a set of edges E = {(i, j) ∈
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V | ai,j �= 0}. A sequence of vertices α = (i0, i1, . . . , il, i0) is called a cycle of
Γ (A) if ij �= ik, j �= k, 0 ≤ j, k ≤ l and, (ik, i(k+1) mod (l+1)) ∈ E, 0 ≤ k ≤ l.
The cycle is said to be monotone increasing if i0 < i1 < . . . < il and it is said to
be monotone decreasing if i0 > i1 > . . . > il [1].

Theorem 1. Let Q be the infinitesimal generator of a finite and irreducible
CTMC obtained by generating the CTMC breadth-first and exchanging the first
and last states. Forward1 Gauss-Seidel converges for the linear system QT π = 0
for each initial guess π(0).

Proof. Let Γ (Q) = (V, E) be the directed graph associated to Q, infinitesimal
generator of X, and let in = n be the index of the last state of X. Also, let
in−1 be any state with (in−1, in) ∈ E. Because of irreducibility of Q, some state
in−1 exists. More generally, since X is generated breadth-first, each state il has
a predecessor which was generated before it. Such a precedessor may be in (the
state from which X is generated) or il−1 < il. Then, it is clear that a cycle
(in, ik, . . . , in−2, in−1, in) with il−1 < il, 1 ≤ k < l ≤ n can be formed in Γ (Q).
Such a cycle becomes (in, in−1, in−2, . . . , ik, in) in Γ (QT ), which is monotone
decreasing. Then [1, Corollary 1], forward Gauss-Seidel converges for solving
QT π = 0 for each π(0). ��

Of course, with π(0) = 0 the method will converge to 0, a trivial solution
of the linear system which is not of interest. Thus, we should start with any
π(0) > 0.

Regarding BGS when applied to solve (1), it is known that there always
exists a convergent block splitting for QT provided that an appropriate ordering
of the states is used [8].

As convergence test we require the relative variation on SSRR to be smaller
than or equal to a specified tolerance ε three consecutive times. The rationale
for this test is that it takes into account only “important” components of the
solution vector.

4 Numerical Results

In this section we compare the performance of the numerical methods to solve
(1) using two examples. The first example is a model with failure and repair
transitions and immediate detection of component failures; the second example
is a model with failure and repair transitions and K-Erlang intertests time of
spare components.

For all methods, the relative tolerance for convergence is taken ε = 1 × 10−8

and a maximum of 100,000 iterations is allowed. In all cases, the CTMC is
generated breadth-first and, when the GS and SOR methods (SOR reverts to
GS when it cannot find an appropriate ω �= 1) are used for the solution of (1),
1 The method we have called Gauss-Seidel should be more properly called forward

Gauss-Seidel.
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the first state (state with all components unfailed) is exchanged with the last
generated state so that convergence of GS is guaranteed (Theorem 1). CPU times
have been all measured on a Ultra 1 SPARC workstation.

The first example is the distributed fault-tolerant database system depicted
in Fig. 1. The system includes two processors, two controllers and three disk
clusters, each with four disks. When both processors are unfailed, one of them
is in the active state and the other in the spare state. Similarly, when both
controllers are unfailed, one of them is active and the other spare. The system is
operational if at least one processor, one controller and three disks of each cluster
are unfailed. Processors, controllers and disks fail with constant rates 2 × 10−5,
2×10−4 and 3×10−5, respectively. Spare components fail with rate 0.2λ, where
λ is the failure rate of the active component. There are two failure modes for
processors: “soft” mode, which occurs with probability 0.8, and “hard” mode,
which occurs with probability 0.2. Soft failures are recovered by an operator
restart, while hard failures require hardware repair. Coverage is assumed perfect
for all failures except those of the controllers, for which the coverage probability
is C. Uncovered controller failures are propagated to two failure free disks of
a randomly chosen cluster. Processor restarts are performed by an unlimited
number of repairmen. There is only one repairman who gives preemptive priority
first to disks, next to controllers, and last to processors in hard failure mode.
Failed components with the same priority are taken at random for repair. Repair
rates for processors in soft and hard failure mode are, respectively, 0.5 and 0.2.
Controllers and disks are repaired with rates 0.5 and 1, respectively. Components
continue to fail when the system is down. The measure of interest is the steady-
state unavailability (UA), a particular case of the SSRR generic measure. The
generated CTMC has 2,250 states and 19,290 transitions. Four values for the
coverage probability are considered: C = 0.9, 0.99, 0.999, and 0.9999. For this
example we only experimented with GS and SOR. The CPU time required for
the generation of the model was 0.263 s.

processors

controllers

disks
D1 D2 D3

CO

P P

Fig. 1. Distributed fault-tolerant database system
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In Table 1 we show the number of iterations and CPU times in seconds for
the first example. The GS method is the faster. SOR requires the same number
of iterations to achieve convergence as GS because the convergence is so fast that
it is achieved before any adjustment on ω can be done. The time per iteration
for SOR is slightly greater than for GS.

Table 1. Number of iterations under, respectively, GS and SOR, itGS, itSOR, CPU time
in seconds under, respectively, GS and SOR, tGS, tSOR, and UA for the first example

C itGS tGS itSOR tSOR UA

0.9 20 0.097 20 0.12 4.054 × 10−5

0.99 19 0.094 19 0.12 4.461 × 10−6

0.999 19 0.094 19 0.12 8.537 × 10−7

0.9999 19 0.094 19 0.12 4.929 × 10−7

The system considered in the second example is exactly the same as the
system of the first example, with the only difference that spare processors and
controllers are tested with deterministic intertests times T approximated by a
K-Erlang distribution with expected value T with K large enough to make the
approximation error small. The measure of interest is again the steady-state
unavailability UA. It is clear that the greater T the greater UA. Intuitively, the
fact that faulty spare units are not immediately scheduled for repair “increases”
the repair times of such units and so increases UA. Then, only values for the
intertests time not much greater than the average repair times of the components
are reasonable choices. Since the minimum repair rate is 0.2, we consider the
following five values for T : 100, 10, 1, 0.1, and 0.01. For the sake of brevity, we
will give only results for a coverage probability C equal to 0.99. The value of K
is chosen as the minimum value which makes the relative difference between UA
for two consecutive K’s smaller than or equal to 5 × 10−4. In Table 2 we show,
for each value of T , the number of Erlang stages K, the number of states and
transitions of the CTMC X and its generation time.

Table 2. Number of Erlang stages K, number of states, number of transitions and
generation time tg in seconds for the second example and C = 0.99

T K states transitions tg

0.01 3 12,000 125,766 1.98
0.1 3 12,000 125,766 1.98
1 6 24,000 251,532 4.14
10 9 36,000 377,298 6.36
100 25 100,000 1,048,050 18.7
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The state descriptions of the second example have a component φ, 1 ≤ φ ≤ K
used to indicate the phase of the K-Erlang distribution. For BGS, the blocks are
chosen to include all states which only differ in the value of the state variable φ.
In addition, states within each block are sorted following increasing values of φ
(from 1 to K). With that ordering, the diagonal matrices Aii of BGS have the
form: ⎛

⎜⎜⎜⎜⎜⎜⎝

qm,m 0 . . . 0 qn,m

qm,m+1 qm+1,m+1 0 . . . 0
qm+1,m+2 qm+2,m+2 . . . 0

. . .
0 . . . qn−2,n−1 qn−1,n−1 0
0 . . . 0 qn−1,n qn,n

⎞
⎟⎟⎟⎟⎟⎟⎠

.

Taking advantage of this form, we solve efficiently the linear systems (4) of BGS
using Gaussian elimination with fill-in only in the last column.

The iterative methods considered for the second example are GS, SOR and
BGS. Table 3 shows the results obtained. Notice first that although UA tends fast
to the value corresponding to instantaneous detection of failed spare components
(4.461×10−6), its dependence on T is significant, at least for moderate values of
the intertests time. The performance of the numerical methods is also affected by
T . For large values of T , the GS method performs very well, but its performance
degrades quickly as T decreases. The same type of comments can be made for
the SOR algorithm. Note, however, that as the number of iterations required
by GS increases, the relative reduction in the number of iterations achieved by
SOR is greater. This means that the algorithm used for selecting the relaxation
parameter ω is efficient. BGS is the method which requires less iterations. For
T = 100 it requires more CPU time than GS and SOR. This is due to the time
required to sort the states as explained before. For T = 10 BGS is as fast as
GS and SOR, and for smaller values of T it should be clearly considered as the
method of choice. Overall, BGS seems to be the method of choice for the second
example.

Table 3. Number of iterations under, respectively, GS, SOR and BGS, itGS, itSOR,
itBGS, CPU time in seconds under, respectively, GS, SOR and BGS, tGS, tSOR, tBGS,
and UA for the second example, C = 0.99 and several values of T

T itGS tGS itSOR tSOR itBGS tBGS UA

100 21 10.5 21 11.9 10 15.6 6.129 × 10−6

10 31 5.01 31 5.74 11 4.92 4.641 × 10−6

1 162 14.8 162 17.5 12 3.15 4.480 × 10−6

0.1 1,391 58.4 1,045 51.4 12 1.43 4.463 × 10−6

0.01 12,632 527 5,953 284 12 1.45 4.461 × 10−6
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5 Conclusions

In this paper three splitting-based iterative numerical methods for solving linear
systems have been analyzed in the context of two classes of dependability models
and the measure SSRR. A new and robust algorithm to dynamically tune the
relaxation parameter ω of SOR has been briefly described. It has been proved
that Gauss-Seidel converges for the solution of the linear system which results
when the steady-state probability vector of an irreducible CTMC has to be
computed if the CTMC is generated breadth-first and the first and last state are
exchanged. Experimental results have shown that the method of choice for each
class of model is different (GS for the first class and BGS for the second class).
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Abstract� We present a new dynamic probabilistic state exploration

algorithm based on hash compaction	 Our method has a low state omis


sion probability and low memory usage that is independent of the length

of the state vector	 In addition� the algorithm can be easily parallelised	

This combination of probability and parallelism enables us to rapidly

explore state spaces that are an order of magnitude larger than those

obtainable using conventional exhaustive techniques	 We implement our

technique on a distributed
memory parallel computer and we present re


sults showing good speedups and scalability	 Finally� we discuss suitable

choices for the three hash functions upon which our algorithm is based	

� Introduction

Complex systems can be modelled using high�level formalisms such as stochastic
Petri nets and process algebras� Often the �rst phase in the logical and numerical
analysis of these systems is the explicit generation and storage of the model�s un�
derlying state space and state transition graph� In special cases� where the state
space has su�cient structure� an e�cient analytical solution can be obtained
without the explicit enumeration of the entire state space� Several ingenious
techniques� predominantly based on the theory of queueing networks� can be
applied in such cases �	
� Further� certain restricted hierarchical structures allow
states to be aggregated and the state space to be decomposed ��� �
� In this
paper� however� we consider the general problem where no symmetry or other
structure is assumed�

Conventional state space exploration techniques have high memory require�
ments and are very computationally intensive� they are thus unsuitable for gen�
erating the very large state spaces of real�world systems� Various authors have
proposed ways of solving this problem by either using shared�memory multipro�
cessors ��
 or by distributing the memory requirements over several computers
in a network ��� 
�

Allmaier et al� ��
 present a parallel shared memory algorithm for the analysis
of Generalised Stochastic Petri Nets �GSPNs� ��
� The shared memory approach
means that there is no need to partition the state space as must be done in the
case of distributed memory� This also brings the advantage of simplifying the
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load balancing problem� However� it does introduce synchronisation problems
between the processors� Their technique is tested on a Convex SPP ���� shared
memory multiprocessor with �GB of main memory� The authors observe good
speedups for a range of numbers of processors employed and the system can
handle � ������ states with � GB of memory�

Caselli et al� 	�
 o�er two ways to parallelise the state space generation for
massively parallel machines� In the data�parallel method� a marking of a GSPN
with t transitions is assigned to t processors� Each processor handles the ring
one transition only and is responsible for determining the resulting state� This
method was tested on a Connection Machine CM�� and showed computation
times linear in relation to the number of states� In the message�passing method
the state space is partitioned between processors by a hash function and newly
discovered states are passed to their respective processors� This method achieved
good speedups on the CM��� but was found to be subject to load imbalance�

Ciardo et al� 	�
 present an algorithm for state space exploration on a network
of workstations� Their approach is not limited to GSPNs but has a general
interface for describing state transition systems� Their method partitions the
state space in a way similar to 	�
 but no details on the storage techniques used
are given� The importance of a hashing function which evenly distributes the
states across the processors is emphasised� but the method also attempts to
reduce the number of states sent between processors� It was tested on a network
of SPARC workstations interconnected by an Ethernet network and an IBM SP�
� multiprocessor� In both cases a good reduction in processing time was reported
although with larger numbers of processors� diminishing returns occurred� The
largest state space successfully explored had � ������ states� this required four
hours of processing on a ���node IBM SP���

All the techniques proposed so far do not take advantage of the considerable
gains achieved by using dynamic storage techniques based on hash compaction�
The dynamic storage method we present here has several important advantages�
memory consumption is low� space is not wasted by a static allocation and access
to states is simple and rapid� We also present a parallel version of our technique
which results in further performance gains�

After introducing the problem of state space exploration in Section �� we give
the details of the storage allocation algorithm in Section � and of the parallel
state space generation algorithm in Section �� Numerical results on the perfor�
mance of the algorithm are in Section � and Section � discusses suitable hashing
and partition functions� Section � concludes and considers future work�

� State Space Exploration

Fig� � shows an outline of a simple sequential state space exploration algorithm�
The core of the algorithm performs a breadth�rst search �BFS� traversal of a
model�s underlying state graph� starting from some initial state s�� This requires
two data structures� a FIFO queue F which is used to store unexplored states
and a table of explored states E used to prevent redundant state exploration�
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begin

E � fs�g
F �push�s��
A � �
while �F not empty� do begin

F �pop�s�
for each s� � succ�s� do begin

if s� �� E do begin

F �push�s��
E � E � fs�g

end

A � A � fid�s�� id�s��g
end

end

end

Fig� �� Sequential state space generation algorithm

The function succ�s� returns the set of successor states of s� Some formalisms
�such as GSPNs� include support for �instantaneous events� which occur in zero
time� A state which enables an �instananeous event� is known as a vanishing

state� We will assume that our successor function implements one of several
known on�the��y techniques available for eliminating vanishing states 	
� 	��� In
addition� we will not consider the case where s� is vanishing�

As the algorithm proceeds� it constructs A� the state graph� To save space�
the states are identi�ed by a unique state sequence number given by the function
id�s�� If we require the equilibrium state space probability distribution� we must
construct a Markov chain by storing in A the transition rate between state s
and s� for every arc s� s�� The graph A is written out to disk as the algorithm
proceeds� so there is no need to store it in main memory�

� Dynamic Probabilistic Hash Table Compaction

The memory consumed by the state exploration process depends on the layout
and management of the two main data structures of Fig� �� The FIFO queue
can grow to a considerable size in complex models� However� since it is accessed
sequentially at either end� it is possible to manage the queue e�ciently by storing
the head and tail sections in main memory� with the central body of the queue
stored on disk� The table of explored states� on the other hand� enjoys no such
locality of access� and it has to be able to rapidly store and retrieve information
about every reachable state� A good design for this structure is therefore crucial
to the space and time e�ciency of a state generator�

One way to manage the explored state table is to store the full state descriptor
of every state in the state table� Such exhaustive techniques guarantee complete
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state coverage by uniquely identifying each state� However� the high memory
requirements of this approach severely limit the number of states that can be
stored� Probabilistic techniques� on the other hand� use hashing techniques to
drastically reduce the memory required to store states� This reduction comes at
a cost� however� and it is possible that the hash table will represent two distinct
states in the same way� If this should happen� the state hash table will incorrectly
report a state as previously explored� This will result in incorrect transitions in
the state graph and the omission of some states from the hash table� This risk
may be acceptable if the probability of inadvertently omitting even one state
can be quanti�ed and kept very small�

Probabilistic methods �rst gained widespread popularity with the develop�
ment of Holzmann�s bit�state hashing technique ��	� �
�� This technique aims at
maximizing state coverage in the face of limited memory by using a hash function
to map each state onto a single bit position in a large bit vector� Holzmann�s
method was subsequently improved upon by Wolper and Leroy�s hash com�
paction technique ����� and Stern and Dill�s enhanced hash compaction method
���� These techniques hash states onto compressed values which are inserted
into a large pre�allocated hash table with a �xed number of slots�

All of these probabilistic methods rely on static memory allocation� since
they pre�allocate large blocks of memory for the explored�state table� Since the
number of states in the system is in general not known beforehand� the preallo�
cated memory may not be su�cient� or may be a gross overestimation� We now
introduce a new probabilistic technique which uses dynamic storage allocation
and which yields a good collision avoidance probability�

The system is illustrated in Fig� �� The explored state table takes the form
of a hash table with several rows� Attached to each row is a linked list which
stores compressed state descriptors� Two independent hash functions are used�
The primary hash function h��s� is used to determine which hash table row
should be used to store a compressed state and the secondary hash function
h��s� is used to compute the compressed state descriptor values �also known as
secondary keys�� If a state�s secondary key h��s� is present in the hash table row
given by its primary key h��s�� then the state is deemed to have been explored�
Otherwise the secondary key is added to the hash table row and it�s successors
are pushed onto the FIFO queue� Note that two states s� and s� are classi�ed as
being equal if and only if h��s�� � h��s�� and h��s�� � h��s��� this may happen
even when the two state descriptors are di�erent� so collisions may occur �as in
all other probabilistic methods��

��� Reliability of the probabilistic dynamic state hash table

We consider a hash table with r rows and t � �b possible secondary key values�
where b is the number of bits used to store the secondary key� In such a hash
table� there are rt possible ways of representing a state� Assuming that h��s� and
h��s� distribute states randomly and independently� each of these representations
are equally likely� Thus� if there are n distinct states to be inserted into the hash
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primary
hash key

secondary
hash keys

1

2

3

4

r

84920 00983 64940

12503 83025 23432 89532

12344

54221 40000

08621 47632 37042

87654

53376

49754 20000 54621

Fig� �� Hash table with compressed state information

table� the probability p that all states are uniquely represented is given by�

p �
�rt��

�rt � n���rt�n
���

Using Stirling	s approximation for n� in Eq
 ��� yields�

p � e
�

n
�

rt

If n� �� rt �as will be the case in practical schemes with p close to ��� we
can use the fact that ex � �� � x� for jxj �� � to approximate p by�

p � ��
n�

rt

The probability q that all states are not uniquely represented� resulting in
the omission of one or more states from the state space� is of course simply�

q � �� p �
n�

rt
�

n�

r�b
���

Thus the probability of state omission q is proportional to n� and is inversely
proportional to the hash table size r� Increasing the size of the compressed state
descriptors b by one bit halves the omission probability�

��� Space complexity

If we assume that the hash table rows are implemented as dynamic arrays� the
number of bytes of memory required by the scheme is�

M � hr � nb�	� �
�
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Here h is the number of bytes of overhead per hash table row� For a given
number of states and a desired omission probability� there are a number of choices
for r and b which all lead to schemes having di�erent memory requirements� How
can we choose r and b to minimize the amount of memory required� Rewriting
Eq� ���	

r �
n�

q�b
�
�

and substituting this into Eq� ��� yields

M �

hn�

q�b
�
nb



Minimizing M with respect to b gives	

�M

�b
� �

n��ln ��h

q�b
� n� � �

Solving for the optimal value of b yields	

b � log
�

�
hn ln �

q

�
� �

The corresponding optimal value of r can then be obtained by substituting
b into Eq� �
��

number of states

q ��� ��� ��� ���

Mb b r Mb b r Mb b r Mb b r

����� ������ �	 	�	� ����� �
 	���� 
��	� �� ������ 
���	 �	 		�����

���� ������ 	� ���� ����� �	 	�	�� ����� �
 	����� 
�	�� �� �������

��� ������ 	
 	��� ����� 	� ���	� ����� �	 	�	��� ����� �
 	������

Table �� Optimal values for memory usage and the values for b and r used to obtain

them for various system state sizes and omission probabilities q

Table � shows the the optimal memory requirements in megabytes �Mb� and
corresponding values of b and r for state space sizes ranging from ��� to ���� We
have assumed a hash table row overhead of h �  bytes per row� In practice� it is
di�cult to implement schemes where b does not correspond to a whole number
of bytes� Consequently� 
�byte or ��byte compression is recommended�

� Parallel State Space Exploration

We now investigate how our technique can be further enhanced to take advantage
of the memory and processing power provided by a network of workstations
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or a distributed�memory parallel computer� We will assume that there are N

nodes available� Each node has its own processor and local memory and can
communicate with other nodes via a network�

In the parallel algorithm� the state space is partitioned between the nodes so
that each node is responsible for exploring a portion of the state space and for
constructing a section of the state graph� A partitioning hash function h��s��
��� � � � � N � �� is used to assign states to nodes� such that node i is responsible
for exploring the set of states Ei and for constructing the portion of the state
graph Ai where	

Ei 
 fs 	 h��s� 
 ig

Ai 
 f�s� � s�� 	 h��s�� 
 ig

It is important that h��s� achieves a good spread of states across nodes in
order to achieve good load balance� Naturally� the values produced by h��s�
should also be independent of those produced by h��s� and h��s� to enhance the
reliability of the algorithm�

The operation of node i in the parallel algorithm is shown in Fig� �� Each
node i has a local FIFO queue Fi used to hold unexplored local states and a hash
table used to store the set Ei representing the states that have been explored
locally� State s is assigned to processor h��s�� which stores the state�s compressed
state descriptor h��s� in the local hash table row given by h��s��

As in the sequential case� node i proceeds by popping a state o the local
FIFO queue and determining the set of successor states� Successor states for
which h��s� 
 i are dealt with locally� while other successor states are sent
to the relevant remote processors via calls to send�state�k� g� s�� Here k is the
remote node� g is the identity of the parent state and s is the state descriptor of
the child state� The remote processors must receive incoming states via matching
calls to receive�state�k� g� s� where k is the sender node� If they are not already
present� the remote processor adds the incoming states to both the remote state
hash table and FIFO queue�

For the purpose of constructing the state graph� states are identi�ed by a
pair of integers �i� j� where i 
 h��s� is the node number of the host processor
and j is the local state sequence number� As in the sequential case� the index
j can be stored in the state hash table of node i� However� a node will not be
aware of the state identity numbers of non�local successor states� When a node
receives a state it returns its identity to the sender by calling send�id�k� g� h�
where k is the sender� g is the identity of the parent state and h is the identity
of the received state� The identity is received by the original sender via a call to
receive�id�g� h��

In practice� it is ine�cient to implement the communication as detailed in
Fig� �� since the network rapidly becomes overloaded with too many short mes�
sages� Consequently state and identity messages are buered and sent in large
blocks� In order to avoid starvation and deadlock� nodes that have very few
states left in their FIFO queue or are idle broadcast a message to other nodes
requesting them to �ush their outgoing message buers�
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begin

if h��s�� � i do begin

Ei � fs�g
Fi�push�s��

end else

Ei � fg
Ai � �
while �shutdown signal not received� do begin

if �Fi not empty� do begin

Fi�pop�s�
for each s� � succ�s� do begin

if h��s
�� � i do begin

if s� �� Ei do begin

Fi�push�s
��

Ei � Ei � fs
�g

end

Ai � Ai � fid�s�� id�s��g
end else

send�state�h��s
��� id�s�� s��

end

end

while �receive�id�g� h�� do
Ai � Ai � fg�hg

while �receive�state�k� g� s��� do begin

if s� �� Ei do begin

Fi�push�s
��

Ei � Ei � fs
�g

end

send�id�k� g� id�s���
end

end

end

Fig� �� Parallel state space generation algorithm for node i
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The algorithm terminates when all the Fi�s are empty and there are no
outstanding state or identity messages� We use Dijkstra�s circulating probe al�
gorithm ���� to determine when this occurs�

In terms of reliability of the parallel technique	 two distinct states s� and
s� will mistakenly be classi
ed as identical states if and only if h��s��  h��s��
and h��s��  h��s�� and h��s��  h��s��� Since h�	 h� and h� are independent
functions	 the reliability of the parallel algorithm is essentially the same as that
of the sequential algorithm with a large hash table of Nr rows	 giving a state
omission probability of

q 
n�

Nr�b
���

� Results

To illustrate the potential of our technique	 we consider a ���place GSPN model
of a �exible manufacturing system� This model	 which we will refer to as the
FMS model	 was originally presented in detail in ���	 and was subsequently used
in ��� to demonstrate distributed exhaustive state space generation� A detailed
understanding of the model is not required� It su�ces to note that the model has
a parameter k �corresponding to the number of initial tokens in places P�� P�
and P��	 and that as k increases	 so does the number of states n and the number
of arcs a in the state graph �see Fig� ���

k n a

� �� ���
� ��� � �		
� � ��� �
 �	�
� �� 	�� ��
 ���
� ��� 
�� � ��� ���
� ��
 
�� � ��� �
�

 � ��	 ��� �� ��� 	��
� � ��	 ��� �� ��� 	��
	 �� ��� �	� 		 �
� ���

�� �� �	
 ��� ��� ��� ��	
�� �� ��� 		� ��� ��� �
�
�� ��� ��� 	�� � �
� 	�
 ���

10
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10000

100000

1e+06

1e+07

1e+08

1e+09

1e+10

1 2 3 4 5 6 7 8 9 10 11 12
k

tangible states (n)
arcs in state graph (a)

Fig� �� The number of tangible states �n� and the number of arcs in the state graph
�a� for various values of k

We implemented the state generator algorithm of Fig� � using hash tables
with r  ��� ��� rows per processor and b  �� bit secondary keys� The gener�
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ator was written in C��� with support for two popular parallel programming
interfaces� viz� the Message Passing Interface �MPI� ��	
 and the Parallel Vir�
tual Machine �PVM� interface ���
� Models are speci�ed using the DNAmaca
interface language ��
 which allows the high�level speci�cation of generalised
timed transition systems including GSPNs� queueing networks and Queueing
Petri nets ��
� The high�level speci�cation is then translated into a C�� class
which is compiled and linked to a library implementing the core state generator�
The state space and state graph are written to disk in compressed format as the
algorithm proceeds�

We obtained our results on a Fujitsu AP���� distributed�memory parallel
computer with �	 processing nodes ���
� Each node has a 	�� MHz UltraSparc
processor� 	��Mb RAM and �GB local disk space� The nodes run the Solaris op�
erating system and support MPI� They are connected by a high�speed wormhole�
routed network with a peak throughput of 	��Mb�s �the AP�net��
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� and the resulting speedups for k � �� �� �� � � and � 	right


The graph on the left in Fig� � shows the time �de�ned as the maximum
processor run time� taken to explore state spaces of di�erent sizes �up to k �
�� using �� 	� �� � and �	 processors on the AP����� The k � � state space
�� ������ states� can be generated on a single processor in under � minutes�
�	 processors require just ��� seconds� The k � � state space ��� ������ states�
can be generated on a single processor in �� minutes� �	 processors require just
	�� seconds�

The graph on the right in Fig� � shows the speedups for the cases k �
�� �� �� � �� �� The speedup for N processors is given by the run time of the
sequential generation �N � �� divided by the run time of the distributed gen�
eration with N processors� For k � � using �	 processors we observe a speedup
of ���	� giving an e�ciency of ��� Most of the lost e�ciency can be accounted
for by communication overhead and bu�er management� which is not present in
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the sequential case� Since speedup increases linearly in the number of processors
for k � �� there is evidence to suggest that our algorithm scales well�

The memory utilization of our technique is low� a single processor generating
the k � � state space uses a total of �	Mb RAM 
���� bytes per state�� while
the k �  state space requires ���Mb RAM 
�	�� bytes per state��  bytes of the
memory used per state can be accounted for by the 	��bit secondary key and the
���bit unique state identi�er� the remainder can be attributed to factors such as
hash table overhead and storage for the front and back of the unexplored state
queue� By comparison� a minimum of 	� bytes would be required to store a state
descriptor in a straightforward exhaustive implementation 
�� ���bit integers
plus a ���bit unique state identi�er�� The di�erence will be even more marked
with more complex models that have longer state descriptors� since the memory
consumption of our technique is independent of the number of elements in the
state descriptor�

Moving beyond the maximum state space size that can be generated on a
single processor� the graph on the left in Fig� � shows the real time required to
generate larger state spaces using �� processors� For the largest case 
k � ��� ��
minutes are required to generate a state space with ��� 	�	 	� tangible states
and a state graph with � ��� �� ��� arcs� The graph on the right in Fig� � shows
the distribution of the states generated by each processor for the case k � ���
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Fig� �� Real time taken to generate state spaces up to k � �� using �� processors �left�
and distribution of states across processors for k � �� �right�

In comparison to the results reported above 
see Table 	�� Ciardo et al used
conventional exhaustive distributed generation techniques to generate the same
sample model for the case k � � in 	 hours using �� processors on an IBM SP��
parallel computer ���� They were unable to explore state spaces for larger values
of k�

To enhance our con�dence in our results for the case k � ��� we use Eq� 
��
to compute the probability of having omitted at least one state� For a state space
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of size n � ��� states� the omission probability q is given by�

q �
n�

Nr�b
�

����

�� � �	� ��� � ���
� ������


i�e� the omission probability is approximately ����� This is a small price to pay
for the ability to explore such large state spaces� and is probably less than the
chance of a serious man�made� error in specifying the model�

To further increase our con�dence in the results� we changed all three hash
functions and regenerated the state space� This resulted in exactly the same
number of tangible states and arcs� This process could be repeated several times
to establish an even higher level of con�dence in the results�

� Choosing good hash functions

The reliability of our technique depends on the behaviour of the hash functions
h�� h� and h� in three important ways� Firstly� h� and h� should randomly
partition states across the processors and hash table rows� Secondly� h� should
result in a random distribution of compressed values� Finally� h�� h� and h�
should distribute states independently of one other�

Before we consider each of these functions individually� consider the two
general hash functions f� and f� shown in Fig� 
� Both map an m�element state
vector s � s�� s�� � � � � sm� onto a ���bit unsigned integer by manipulating the
bit representations of individual state vector elements� The xor operator is the
bitwise exclusive or operator� rol is the bitwise rotate�left operator and mod is
the modulo remainder� operator�

f��vector s� int shift� � uint�� f��vector s� int shift� � int shift�� � uint��
begin begin

uint�� key � �� uint�� key � ��
int slide � �� int slide� � �� slide� � 	
� sum � ��
for i�	 to m do begin for i�	 to m do begin

key � key xor �si rol slide�� sum � sum � si
slide � �slide � shift� mod ��� key � key xor �si rol slide���

end key � key xor �sum rol slide���
return key� slide� � �slide� � shift�� mod ���

end slide� � �slide� � shift�� mod ���
end

return key�
end

Fig� �� Two general hash functions for mapping states onto �� bit unsigned integers�

Hash function f�s� shift� uses exclusive or to combine rotated bit represen�
tations of the state vector elements� State vector element si is rotated left by
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an o�set of �i� shift� mod �� bits� Hash function f��s� shift�� shift�� is based on
encoding not only element si rotated left by an o�set of i � shift� mod ��� but
also the sum

P
j�i si rotated left by an o�set of i�shift� mod ��� This technique

makes the hash function resistant to any symmetries and invariants that may
be present in the model�

We make use of functions f� and f� to derive suitable choices for h��s�� h��s�
and h��s� as follows	

� For the partitioning hash function� we use either

h��s� 
 f��s� shift� mod prime mod N

or
h��s� 
 f��s� shift�� shift�� mod prime mod N

where shift� shift� and shift� are arbitrary shifting factors relatively prime to
�� and prime is some prime number �� N �

� For the primary hash function� we use either

h��s� 
 f��s� shift� mod r

or
h��s� 
 f��s� shift�� shift�� mod r

where shift� shift� and shift� are arbitrary shifting factors relatively prime to
�� and r� the number of rows in the hash table� is a prime number�

� For the secondary hash function� we consider ���bit ���byte compression�
based on either f� or f�	

h��s� 
 f��s� shift�

or
h��s� 
 f��s� shift�� shift��

where shift� shift� and shift� are relatively prime to ��� Function f� has
the desirable property that it is resistant to symmetries and invariants in
the model this prevents similar �but distinct� states from having the same
secondary hash values� Consequently� f� gives a better spread of secondary
values then f�� For ���bit secondary hash keys �i�e� �ve�byte state compres�
sion�� f� can easily be modi�ed to produce a ���bit hash key instead of a
���bit hash key�

It is important to ensure the independence of the values produced by h��s��
h��s� and h��s�� The following guidelines assist this	

� Some hash functions should be based on f� while others are based on f�
hash functions which use the same base function should use di�erent shifting
factors�

� The hash functions should consider state vector elements in a di�erent order�
� the value of r used by h��s� should not be the same as the value of prime

used by h��s��

The results presented in Section � made use of partitioning and primary
functions based on f� and a ���bit secondary hash function based on f��
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� Conclusion and future work

We have presented a new dynamic probabilistic state exploration technique and

developed an e�cient� scalable parallel implementation� In contrast to conven�

tional state exploration algorithms� the memory usage of our technique is very
low and is independent of the length of the state vector� Since the method is

probabilistic� there is a chance of state omission� but the reliability of our tech�

nique is excellent and the probability of omitting even one state is extremely
small� Moreover� by performing multiple runs with independent sets of hash

functions� we can reduce the omission probability almost arbitrarily at linear
computational cost�

Our results to date show good speedups and scalability� It is the combination

of probability and parallelism that dramatically reduces both the space and time
requirements of large�scale state space exploration� We note here that the same

algorithm could also be e�ectively implemented on a shared�memory multipro�

cessor architecture� using a single shared hash table and a shared breadth �rst
search queue� There would be no need for a partitioning function and contention

for rows in the shared hash table would be very small� Consequently� it should
again be possible to achieve good speedups and scalability�

Our technique is based on the use of hashing functions to assign states to

processors� hash table rows� and compressed state values� The reliability analysis
requires that the hash functions distribute states randomly and independently

and we have shown how to generate hashing functions which meet these require�

ments� To illustrate its potential� we have explored a state space with more than
�	� tangible states and �	� arcs in under an hour using �
 processors on an

AP�			 parallel computer� The probability of state omission is just 	�
��

Previously� the memory and time bottleneck in the performance analysis

pipeline has been state space exploration� We believe that our technique shifts

this bottleneck away from state space generation and onto stages later in the
analysis pipeline� Future work will focus on completing the performance analysis

pipeline with a parallel functional analyser and a parallel steady�state solver�

The functional analyser will ensure that the generated state graph maps onto an
irreducible Markov chain by eliminating transient states and by verifying that

the remaining states are strongly connected� The steady�state solver will then
solve the state graphs underlying Markov chain for its steady�state probability

distribution using standard techniques for linear simultaneous equations�
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Abstract. An improved algorithm based on the one proposed by Veer-
araghavan and Trivedi(VT) to calculate system reliability using sum of
disjoint products (SDP) and multiple variable inversion (MVI) techni-
ques is presented. We compare the improved algorithm with several well
known algorithms. The run time comparison shows that the computa-
tional saving achieved by our algorithm is quite significant.

1 Introduction

Fault trees and reliability graphs (also known as s-t connected networks) are
frequently used for reliability modeling of complex systems. The advantage that
they possess over Markov chains (and stochastic Petri nets) is a concise repre-
sentation and efficient solution algorithms. The class of algorithms known as
sum-of-disjoint-products (SDP) is the most often used for such reliability cal-
culations. Early versions of SDP algorithms used single variable inversion (SVI)
techniques while the newer versions employ multiple variable inversion (MVI).
Three well known MVI algorithms are VT [12], KDH88 [6] and CAREL [10]. We
propose a new algorithm based on the VT [12] algorithm and show that the new
algorithm is faster than all the three algorithms cited above.

All SDP methods start by generating minpaths for reliability graphs or the
mincuts for fault trees. The system reliability is then the probability of the union
of the minpaths or the mincuts. This is a union of product problem (UPP). The
idea of SDP method is to convert the sum of products into the sum of disjoint
products so that the probability of the sum of products can be expressed as the
sum of the probability of each disjoint product. Single variable inversion(SVI)
methods [5,2,8,1,7,3] generally produce very large number of products in the in-
termediate and the final results while MVI methods such as VT [12], KDH88 [6],
and CAREL [10] achieve shorter computation time and appreciably fewer dis-
joint products. Obtaining fewer disjoint products is important because it reduces
the computation time, the storage space, and the rounding error. However, all
these MVI algorithms are quite complex. A comparison of the operators used in
these algorithms is given in [9].

By carefully studying all possible combinations of two products (we call each
possible combination of two products a state), we divide the state space into four

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 180–192, 1998.
c© Springer-Verlag Berlin Heidelberg 1998
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disjoint subsets each satisfying a given condition, namely, “subset condition”, “x1
condition”, “disjoint condition” and “split recursive condition”. Following this
idea, we have developed an improved algorithm (we call it I VT algorithm) over
VT [12]. The improved algorithm has a simple formulation, and is more efficient
over the original VT [12] algorithm. The proof is also quite short so we include
it in this paper. A run time comparison of I VT with VT [12], KDH88 [6] and
CAREL [10] algorithms over nine examples of different complexity shows that
the time saving of I VT is very significant.

2 Terminology

path A set of events such that if all of them are true the system is functional.
minpath A subset of a path with minimal number of events that still make the

system functional.
minpath set The set of all the minpaths of a network. It can be generated by

Tarjan’s algorithm [11].
cut A set of events such that if all the events in the set are true then the system

is failed.
mincut A subset of a cut with minimal number of events that still make the

system fail.
mincut set The set of all the mincuts of a fault tree. It can be generated by

Bennetts’ algorithm [4].
cube A representation of the Boolean product of all variables in a system. For

a system consists of n variables e1, e2, ..., en, cube A = a1a2...an, where

ai =

⎧⎪⎪⎨
⎪⎪⎩

1 if variable ei is true,
x if variable ei does not matter,
0μ if the event that all the variables

ej for which aj = 0μ are true is false.

Symbol 0μ is used to represent inverted products. For example, the cube
representation of Boolean product w1w2w3w4w5w6w7 is 010110210303.

coordinate The ith element of a cube is called the ith coordinate.
coordinate pair The coordinates of two cubes at the same index.
minproduct The cube representation of either a minpath or a mincut according

to the context.
disjoint products A set of minproducts disjoint from each other.

3 Problem to Solve

The reliability of a network (or a fault tree) G, R(G), can be expressed as:

R(G) =
{

P (
⋃p

i=1 MPi) if MPi is a minpath,
1 − P (

⋃p
i=1 MPi) if MPi is a mincut.

where MPi, i = 1, 2, ..., p, are all the minproducts of the network(or fault tree).
The minproducts are generally not disjoint from each other. So we are dealing
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with the problem of computing the probability of a union of non-disjoint pro-
ducts. One way to solve this problem is to use the sum of disjoint product(SDP)
equation:

P (
p⋃

i=1

MPi) = P (MP1) + P (MP2 · MP1) + ...

+P (...((MPp · MP1) · MP2) · ... · MPp−1) (1)

To use Equation 1, we must know how to calculate Boolean product A · B.
In SVI algorithms, A · B is decomposed into the form that does not have group
inverted variables. The problem becomes more complicated when we try to use
MVI techniques. Following lemma suggests an alternative way to calculate the
Boolean product A · B. Its proof is given in the Appendix.

Lemma 1. Let A, B and R be Boolean variables. A · B = R iff R satisfy the
following two Properties:

Property 1: R is disjoint from B, i.e., R · B = 0
Property 2: R + B = A + B

This lemma forms the basis of our I VT and the VT [12] algorithm. The
operator “�”(pronounced “little”) introduced in this paper satisfies the above
two Properties.

4 State Space Division

Applying “�” operator, we can write Equation 1 as:

P (
p⋃

i=1

MPi) = P (MP1) + P (MP2�MP1) + ...

+P (...((MPp�MP1)�MP2)...�MPp−1)

For operation A�B, the coordinates in cube A can have 1, x, 0μ as their values
(0μ may be generated by previous operations), while the coordinates in cube B
can only have 1, x as their values because B is an original minproduct. If we
consider the tuple (A, B) of the two cubes in the operation A�B as a state, then
the state space is S = {(A, B)|ai = 1, x, 0μ, bi = 1, x}. As shown in Figure 1,
each state in S can have all possible combinations of the coordinate pairs. S can
be divided into two disjoint subspaces S1 and S2 by requiring that each state
in S1 must have the coordinate pair (ai = 0μ, bi = 1) for some index i, and by
requiring that each state in S2 can not have such coordinate pair. To illustrate
this condition in Figure 1, coordinate pair (ai = 0μ, bi = 1) is highlighted by
a small surrounding frame in S1, and is taken out from S2. S1 can be further
divided into disjoint subspaces S11 and S12 by requiring S12 satisfy the condition
that for each zero group 0μ in cube A, we can find a coordinate pair (aj = 0μ,
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bj = x) for index j �= i, and by requiring that S11 not satisfy such a condition. To
illustrate this condition in Figure 1, this special requirement on coordinate pair
(aj = 0μ, bj = x) is marked with an asterisk and highlighted by a surrounding
frame in S12, and is crossed out in S11. We denote this coordinate pair with an
asterisk in S12 in order to indicate this requirement does not simply mean it
must appear in each state of this subspace. We do not drop this coordinate pair
from S11 because this requirement does not mean it can not appear in any state
of S11. Considering the requirement S11 inherited from S1, this actually means
that for each state of S11 there exists a zero group 0μ in cube A such that for
all ai = 0μ their corresponding coordinates in B has bi = 1. We will illustrate in
the next section that A is disjoint from B for every state of S11. S2 also can be
further divided into two disjoint subspaces S21 and S22 by requiring that each
state in S21 must have the coordinate pair (ai = x, bi = 1) for some index i,
and by requiring that each state in S22 can not have such a coordinate pair. As
shown in Figure 1, coordinate pair (ai = x, bi = 1) is highlighted by a small
surrounding frame in S21, and is dropped from S22. The two cubes of each state
in subspaces S11, S12, S21, and S22 satisfy the interesting conditions illustrated
in the following section.

5 Basic Cube Relationships

The following two propositions were illustrated in VT[12]:

Proposition 2 (Disjoint Condition). Given two cubes A and B with A =
a1a2...an where ai ∈ {1, x, 0ν}, and B = b1b2...bn where bi ∈ {1, x}, the two
cubes are disjoint, i.e., A · B = 0, if ∃μ such that for all ai = 0μ we have bi = 1.

Proposition 3 (Subset Condition). Given two cubes A and B with A =
a1a2...an where ai ∈ {1, x, 0ν}, and B = b1b2...bn where bi ∈ {1, x}, A is a
subset of B, i.e., A + B = B if ∀i ∈ [1, n] either ai = bi or (if ai �= bi) bi = x.

It is easy to check that the two cubes of each state in subspace S11 satisfy
the disjoint condition(A ·B = 0) and the two cubes of each state in subspace S22
satisfy the subset condition(A+B = B). We say that the two cubes of each state
in subspace S21 satisfy “x1 condition” because they must have a (ai = x, bi = 1)
coordinate pair. We say that the two cubes of each state in subspace S12 satisfy
“split recursive condition” because this is the case we need to take special care
of, and we will use split and recursive method to process it. The definitions of
the “x1 condition” and the “split recursive condition” are given as:

Definition 4 (x1 Condition). Given two cubes A and B with A = a1a2...an

where ai ∈ {1, x, 0ν}, and B = b1b2...bn where bi ∈ {1, x}, A and B satisfy the
“x1 condition” if we can find a coordinate pair (ai = x, bi = 1) at some index
i, and all the other coordinate pairs at index j �= i, can only have one of the
following combinations: (aj = x, bj = 1), (aj = bj), or (if aj �= bj) bj = x.
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Fig. 1. State Space Division.

Definition 5 (Split Recursive Condition). Given two cubes A and B with
A = a1a2...an where ai ∈ {1, x, 0μ}, and B = b1b2...bn where bi ∈ {1, x}, A
and B satisfy the “split recursive condition” if we can find a coordinate pair
(ai = 0ν , bi = 1) at index i for some zero group 0ν , and for every zero group 0μ

in cube A we can find a coordinate pair (aj = 0μ, bj = x) at index j �= i.

6 The “little” Operator “�”

With the four exhaustive and mutually exclusive conditions defined above, we
are ready to introduce the operator “�”.

Definition 6 (Operator “�”). Given two cubes A and B with A = a1a2...an

where ai ∈ {1, x, 0μ} with the largest index of grouped zeros being γ (γ = 0 if
cube A has no grouped zeros), B = b1b2...bn where bi ∈ {1, x}, the operator “�”
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is defined as:

A�B =

⎧⎪⎪⎨
⎪⎪⎩

0 if “subset condition” holds,
C if “x1 condition” holds,
A if “disjoint condition” holds,

(A1�B) + Ax if “split recursive condition” holds.

A1 and Ax are cubes obtained from A by splitting over a zero group 0μ that
has both (ai = 0μ, bi = 1) and (aj = 0μ, bj = x) coordinate pairs. A1 is obtained
from A by setting all those ai’s that have (ai = 0μ, bi = 1) pairs to 1. Ax is
obtained from A by setting all those aj’s that have (aj = 0μ, bj = x) pairs to x.
For example, let A = 0101 and B = 1x. So we have A = A1 + Ax = 101 + 01x.
Its corresponding boolean expression is probably more clear: A = ab = ab + a.
C = c1c2...cn where

ci =
{

0(γ+1) if ai = x and bi = 1
ai otherwise

Having defined the operator “�”, we introduce the following theorem that esta-
blishes the I VT algorithm. Its proof is given in the Appendix.

Theorem 7 (A · B = A�B). Given two cubes A and B where A = a1a2...an

with ai ∈ {1, x, 0μ} and B = b1b2...bn where bi ∈ {1, x}, and the operator “�”
defined as above, we have A · B = A�B.

7 Examples

In this section we give nine examples as shown in Figure 2. A link without
direction arrow is bidirectional. We present the operation steps of Example 1
in detail in Table 1 to illustrate our algorithm. The condition column labels
the condition of the two cubes under the “�” operation. “x1” means the “x1
condition” and “sr” means the “split recursive condition”. The γ column labels
the largest zero group index in the corresponding cube. In order to compare the
execution time (in second) of I VT with VT [12], KDH88 [6], and CAREL [10]
algorithms, we implement the four algorithms on the same platform Solaris and
run the nine examples on a Sun Sparc 10 work station. The result is shown in
Table 2, where the “Ex” column gives the example index, the “mp#” column
gives the number of minpaths.

8 Compare I VT with VT

In this section we give a step by step comparison of the I VT and VT [12]
algorithms. Comparison of VT [12], KDH88 [6], and CAREL [10] is given in [9].
In VT [12] algorithm, the exclusive sharpe operator “$” is introduced to make
two cubes A and B disjoint. The “$” operator is defined as follows:
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MP1 = 1xx1xxx
MP2 = xx1x1xx
MP3 = x1x1x1x
MP4 = x1xx1x1
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Fig. 2. Exmaple 1-9

Definition of Operator “$”: For two cubes A and B, A = a1a2...an where
ai ∈ {1, x, 0μ}, and B = b1b2...bn where bi ∈ {1, x}, the sharpe operator “$”
is defined as:

A$B =

⎧⎨
⎩

∅ if A + B = B (1)
Dk if ∃i such that ((ai = 0ν) ∧ (bi = 1)) (2)
C otherwise (3)

where k is the largest zero group index in cube A. Dj = Dj−1@jB, for
j = 2, 3, ..., k and D1 = A@1B.
C = c1c2...cn with

ci =
{

0γ1 if ai = x and bi = 1
ai otherwise

where γ1 is the index of cube B.
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Table 1. I VT operations on Example 1

mp � operations cond γ dp
MP1 1 x x 1 x x x 0 1xx1xxx
MP2 x x 1 x 1 x x 0

�MP1 1 x x 1 x x x x1
01 x 1 01 1 x x 1 01x1011xx

MP3 x 1 x 1 x 1 x 0
�MP1 1 x x 1 x x x x1

01 1 x 1 x 1 x 1
�MP2 x x 1 x 1 x x x1

01 1 02 1 02 1 x 2 011021021x
MP4 x 1 x x 1 x 1 0

�MP1 1 x x 1 x x x x1
01 1 x 01 1 x 1 1

�MP2 x x 1 x 1 x x x1
01 1 02 01 1 x 1 2

�MP3 x 1 x 1 x 1 x sr
(A1) 01 1 02 1 1 x 1 2 (Ax) x102011x1
�MP3 x 1 x 1 x 1 x x1

01 1 02 1 1 03 1 3 0110211031

Table 2. Execution time of I VT, VT, KDH88, and CAREL

Ex mp# I VT VT KDH CAREL
1 4 0.0 0.0 0.0 0.0
2 9 0.0 0.0 0.0 0.0
3 13 0.0 0.0 0.0 0.0
4 24 0.0 1.0 1.0 1.0
5 29 1.0 2.0 2.0 3.0
6 64 4.0 45.0 5.0 53.0
7 36 5.0 51.0 8.0 17.0
8 106 6.0 241.0 12.0 401.0
9 780 1025.0 37411.0 2356.0 12862.0

Definition of Operator “@j”: For two cubes A and B defined as above, the
operator “@j” is defined as:

A@jB =

⎧⎪⎪⎨
⎪⎪⎩

A if A · B = 0 (4)
A if ∀(ai = 0j), bi �= 1 (5)
A if ∀i, ai �= 0j , i.e., zero group 0j doesn’t exist (6)

(A1%B) + Ax otherwise (7)

Where A1 is a cube obtained from A by setting to 1 all ai = 0k, for which
bi = 1. Ax is a cube obtained from A by setting to x all ai = 0k, for which
bi = x.

Definition of Operator “%”: For two cubes A and B defined as above, the
operator “%” is defined as:
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Table 3. Steps of VT on Example 3 (Part I)

path# op VT steps cond k path# op VT steps cond k
11 1 x x 1 1 x 1 x 1 5 $, @1 1 x x 1 x 1 1 x x 2
1 $ 1 x 1 x 1 x x x x 1 1 01 1 1 02 1 03 1 4/5

1 x 01 1 1 x 1 x 1 3 1 @2 1 x x 1 x 1 1 x x
2 $ x 1 x 1 x 1 x x x 1 1 01 1 1 02 1 03 1 4

1 02 01 1 1 02 1 x 1 3 2 @3 1 x x 1 x 1 1 x x
3 $, @1 x 1 x x 1 x x 1 x 2 1 1 01 1 1 02 1 03 1 4/5 3

1 02 01 1 1 02 1 x 1 5 6 $, @1 1 x x x 1 x 1 1 x 2
@2 x 1 x x 1 x x 1 x 1 1 01 1 1 02 1 03 1 4/5
A1 1 1 01 1 1 02 1 x 1 7 @2 1 x x x 1 x 1 1 x
% x 1 x x 1 x x 1 x 1 1 01 1 1 02 1 03 1 4/5

1 1 01 1 1 02 1 03 1 3 3 @3 1 x x x 1 x 1 1 x
4 $, @1 1 x 1 x x 1 x x 1 2 1 1 01 1 1 02 1 03 1 4/5 3

1 1 01 1 1 02 1 03 1 4 7 $ x 1 x 1 1 x x x 1
@2 1 x 1 x x 1 x x 1 ∅ 1

1 1 01 1 1 02 1 03 1 4
@3 1 x 1 x x 1 x x 1

1 1 01 1 1 02 1 03 1 4/5 3

A%B =

⎧⎨
⎩

∅ if A + B = B (1)
A if ∃i such that ((ai = 0ν) ∧ (bi = 1)) (2)
C otherwise (3)

where C is the same as defined in “$” operator.

We use Example 3 shown in Figure 2 and give the detailed steps on how the
two algorithms make MP11 disjoint from minpaths MP1, MP2, ..., MP10. The
operating steps of VT [12] algorithm are shown in Table 3 and Table 4, and the
steps of I VT are shown in Table 5. The Ax in Table 4 and Table 5 is generate
at the same time when A1 is generated in Table 3 and Table 5 respectively. It
is made disjoint from the consequent MP4, MP5, ..., MP10 in parallel with A1.
We put the process of Ax in a separate table only due to the limitation of the
page size. We assign a number to each condition of the “$”, “@j” and the “%”
operators of the VT algorithm [12] so as to refer to them more easily in the
“cond” column of Table 3 and Table 4. Condition 1 is the same as our “subset
condition” and Condition 4 is the same as our “disjoint condition”. The “4/5” in
the “cond” column of Table 3 means that either Condition 4 or 5 is taken. Same
notation applies to “4/6”. The “$, @1” in the “op” column of Table 3 means
that the “$” is first used on the cube in the same row, then because Condition
2 is taken, “@1” is used to do the real work. The conditions of the “$” and the
“%” operator are assigned the same number because they are the same. Readers
can tell which condition is taken by checking the context of the operator we are
discussing. In the “cond” column of Table 5, the “s”, “d”, “x1”, and “sr” stand
for the “subset condition”, the “disjoint condition”, the “x1 condition”, and the
“split and recursive condition” in the “�” operator definition.



An Improved Multiple Variable Inversion Algorithm 189

Table 4. Steps of VT on Example 3 (Part II)

path# op VT steps cond k path# op VT steps cond k
Ax 1 02 01 1 1 x 1 x 1 7 2 9 $, @1 x 1 x x x 1 x 1 1 2

4 $, @1 1 x 1 x x 1 x x 1 2 1 02 01 1 1 05 1 x 06 4/5
1 02 01 1 1 x 1 x 1 4 @2 x 1 x x x 1 x 1 1

@2 1 x 1 x x 1 x x 1 1 02 01 1 1 05 1 x 06 4
1 02 01 1 1 x 1 x 1 4/5 @3 x 1 x x x 1 x 1 1

5 $ 1 x x 1 x 1 1 x x 1 02 01 1 1 05 1 x 06 4/6
1 02 01 1 1 05 1 x 1 3 5 @4 x 1 x x x 1 x 1 1

6 $ 1 x x x 1 x 1 1 x 1 02 01 1 1 05 1 x 06 4/6
1 02 01 1 1 05 1 x 06 3 6 @5 x 1 x x x 1 x 1 1

7 $, @1 x 1 x 1 1 x x x 1 2 1 02 01 1 1 05 1 x 06 4
1 02 01 1 1 05 1 x 06 4/5 @6 x 1 x x x 1 x 1 1

@2 x 1 x 1 1 x x x 1 1 02 01 1 1 05 1 x 06 4 6
1 02 01 1 1 05 1 x 06 4 10 $, @1 1 x 1 1 x 1 x 1 x 2

@3 x 1 x 1 1 x x x 1 1 02 01 1 1 05 1 x 06 4
1 02 01 1 1 05 1 x 06 4/6 @2 1 x 1 1 x 1 x 1 x

@4 x 1 x 1 1 x x x 1 1 02 01 1 1 05 1 x 06 4/5
1 02 01 1 1 05 1 x 06 4/6 @3 1 x 1 1 x 1 x 1 x

@5 x 1 x 1 1 x x x 1 1 02 01 1 1 05 1 x 06 4/6
1 02 01 1 1 05 1 x 06 4/5 @4 1 x 1 1 x 1 x 1 x

@6 x 1 x 1 1 x x x 1 1 02 01 1 1 05 1 x 06 4/6
1 02 01 1 1 05 1 x 06 4 6 @5 1 x 1 1 x 1 x 1 x

8 $, @1 x 1 1 x 1 x 1 x x 2 1 02 01 1 1 05 1 x 06 4
1 02 01 1 1 05 1 x 06 4 @6 1 x 1 1 x 1 x 1 x

@2 x 1 1 x 1 x 1 x x 1 02 01 1 1 05 1 x 06 4/6
1 02 01 1 1 05 1 x 06 4

@3 x 1 1 x 1 x 1 x x
1 02 01 1 1 05 1 x 06 4/6

@4 x 1 1 x 1 x 1 x x
1 02 01 1 1 05 1 x 06 4/6

@5 x 1 1 x 1 x 1 x x
1 02 01 1 1 05 1 x 06 4/5

@6 x 1 1 x 1 x 1 x x
1 02 01 1 1 05 1 x 06 4/5 6

VT algorithm [12] takes 52 steps while I VT algorithm takes only 15 steps.
The work load of each step is almost the same ( O(n), where n is the number of
coordinates in the cubes) for both algorithms because it is basically a coordinate-
wise operation of the two cubes under operation. And, we believe that I VT
algorithm also saves in the condition calculations because the conditions in our
“�” operator are mutually exclusive while some conditions, such as Conditions
4, 5, and 6, in VT [12] algorithm are not. Also, in VT algorithm [12], Conditions
1 and 2 must be checked in order to take Conditions 3, and Condition 4, 5, 6,
must be checked in order to take Condition 7. Thus, I VT algorithm is more
efficient.

The redundant operations, which are time consuming, of VT algorithm [12]
also result from the operator “@j”, which is a simple iteration over zero groups
from index 1 to the maximum index number as long as there is a (0,1) coordi-
nate pair in the two cubes. As the zero groups on which the “@j” is operating
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Table 5. Steps of I VT on Example 3

path# op � steps cond γ path# op � steps cond γ
11 1 x x 1 1 x 1 x 1 Ax 1 02 01 1 1 x 1 x 1 sr 2
1 � 1 x 1 x 1 x x x x 4 � 1 x 1 x x 1 x x 1

1 x 01 1 1 x 1 x 1 x1 1 1 02 01 1 1 x 1 x 1 d
2 � x 1 x 1 x 1 x x x 5 � 1 x x 1 x 1 1 x x

1 02 01 1 1 02 1 x 1 x1 2 1 02 01 1 1 03 1 x 1 x1 5
3 � x 1 x x 1 x x 1 x 6 � 1 x x x 1 x 1 1 x

A1 1 1 01 1 1 02 1 x 1 sr 2 1 02 01 1 1 03 1 x 04 x1 6
� x 1 x x 1 x x 1 x 7 � x 1 x 1 1 x x x 1

1 1 01 1 1 02 1 03 1 x1 3 1 02 01 1 1 03 1 x 04 d
4 � 1 x 1 x x 1 x x 1 8 � x 1 1 x 1 x 1 x x

1 1 01 1 1 02 1 03 1 d 1 02 01 1 1 03 1 x 04 d
5 � 1 x x 1 x 1 1 x x 9 � x 1 x x x 1 x 1 1

1 1 01 1 1 02 1 03 1 d 1 02 01 1 1 03 1 x 04 d
6 � 1 x x x 1 x 1 1 x 10 � 1 x 1 1 x 1 x 1 x

1 1 01 1 1 02 1 03 1 d 1 02 01 1 1 03 1 x 04 d
7 � x 1 x 1 1 x x x 1

∅ s

may not need to be processed (as Condition 5) or may not even exist at all (as
Condition 6), and each unnecessary “@j” needs O(n) operations to check the
conditions. Furthermore, we can see the larger the discontiguous interval, the
more unnecessary “@j” loops will be incurred. Consider the disjoint product
MP24 of Example 3, the maximum zero group number is 20 and the disconti-
guous intervals are large. If there is a (0, 1) coordinate pair in the process, it
may incur 20 “@j” loops and most of them are unnecessary. Other redundant
operations of VT [12] come from the Ax generated in Condition 7 of the operator
“@j”. It will be carried on to the next step @j+1 to make it disjoint from B,
which is unnecessary because Ax is disjoint from B by definition.

I VT algorithm removes all these unnecessary operations, so it is faster.

9 Conclusion

In this paper, we propose an improved algorithm (I VT) over VT [12]. The I VT
is simpler and more efficient. We introduce and prove a lemma (Lemma 1) which
forms the foundation of I VT algorithm, and is used implicitly by VT [12]. A
state space division idea is presented, which makes the I VT algorithm easy
to understand and prove. We implement the I VT and the well known MVI
algorithms on the same platform. The run time comparison shows I VT is the
fastest. Finally, we give a step by step comparison of I VT vs VT [12], and
explain why I VT is faster than VT [12].
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Appendix

Proof of Lemma 1: We need to show both the sufficient and necessary condi-
tion.
Sufficient: If A = 0 and B = 0, from Property 2 we have R = 0, thus

A · B = R. If A = 0 and B = 1, from Property 1 we have R = 0,
thus A · B = R. If A = 1 and B = 0, from Property 2 we have
R = 1, thus A · B = R. If A = 1 and B = 1, from Property 1 we
have R = 0, thus A · B = R.

Necessary: It is easy to verify that for each value of R = A · B in the truth
table of A and B, R satisfies the two Properties.

Proof of Theorem 7: We only need to show the result of A�B satisfies the two
Properties of Lemma 1. Because the “�” operator is recursive, we discuss the
“subset condition”, “disjoint condition” and “x1 condition” as boundary
conditions before the “split recursive condition”.

Case 1: If A and B satisfy the subset condition, then A + B = B. So we have
0+B = A+B. Also we have 0 ·B = 0, So 0 satisfies the two Properties.
hence A�B = 0 = A · B.

Case 2: If A and B satisfy the disjoint condition, then A ·B = 0. It is also trivial
to see that A + B = A + B, so A satisfies the two Properties, hence
A�B = A = A · B.

Case 3: If A and B satisfy the “x1 condition”, we notice this condition is different
from the subset condition only in that we can find a coordinate ai in A
such that ai = x and bi = 1. Let γ be the largest zero group number
in cube A, we can construct a cube C by setting all the coordinates in
A such that ai = x, bi = 1 to zero group 0γ+1. Also we can construct a
cube C1 by setting all the coordinates in A such that ai = x, bi = 1 to
1. So we have A = C +C1. By checking with the “subset condition” and
the “disjoint condition” we have C · C1 = 0, C · B = 0 (i.e. C satisfies
Property 1) and C1 + B = B. Thus A�B = (C�B) + (C1�B) = C. (using
the results of the “subset condition” and “disjoint condition” proved
above). Also it trivial to see A+B = C +C1 +B = C +B, so C satisfies
Property 2. Hence A�B = C = A · B.

Case 4: If A and B satisfy the “split-recursive condition”, then we can find a
zero group μ that has (ai = 0μ, bi = 1) and (aj = 0μ, bj = x, i �= j). We
can split A into A = A1 + Ax, where A1 is a cube obtained from A by
setting to 1 all ai = 0μ for which bi = 1, and Ax is a cube obtained from
A by setting to x all ai = 0μ for which bi = x. It is easy to verify (as
illustrated in VT[12]) that A1 · Ax = 0 and Ax · B = 0. So we have:

A�B = (A1 + Ax)�B
= (A1�B) + (Ax�B)
= (A1�B) + Ax
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Here the “�” operator is used recursively. Because these four conditi-
ons are exhaustive and mutually exclusive and the number of such zero
groups are limited, after all zero groups are taken care of, the algorithm
will hit one of the boundary conditions. As we proved above, all “�” ope-
rations of the boundary conditions satisfy the two Properties, so the final
result also satisfies the two Properties. Hence A�B = (A1�B)+Ax = A·B
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Abstract.  The continued growth of the World-Wide Web and the emergence of
new end-user technologies such as cable modems necessitate the use of proxy
caches to reduce latency, network traffic and Web server loads.  In this paper we
analyze the importance of different Web proxy workload characteristics in
making good cache replacement decisions.  Trace-driven simulation is used to
evaluate the effectiveness of various replacement policies for Web proxy caches.
The extended duration of the trace (117 million requests collected over five
months) allows long term side effects of replacement policies to be identified
and quantified.

Our results indicate that size-based replacement policies maximize request hit
rates while frequency-based policies maximize byte hit rates.  With either
approach it is important that inactive objects be removed from the cache to
prevent pollution.

1   INTRODUCTION

The World-Wide Web (‘‘The Web’’) has grown tremendously in the past few years to
become the most prevalent source of traffic on the Internet today.  This growth has led
to congested backbone links, overloaded Web servers and frustrated users.  These
problems will become more severe as new end-user technologies such as cable
modems are deployed.  One solution that could help relieve these problems is object
caching[18].

In this paper we present a trace-driven simulation study of a Web proxy cache.  Our
goal in this study is to evaluate the effects of different workload characteristics on the
replacement decisions made by the cache.  The workload characteristics that we con-
sider include object size, recency of reference, frequency of reference and turnover in
the active set of objects.  These characteristics were identified in our Web proxy work-
load characterization study[1].

Our research on Web proxies has utilized measurements of an actual Web proxy work-
load.  We collected data from a proxy cache that is located in an Internet Service Pro-
vider (ISP) environment.  Subscribers to this ISP access the Web using high-speed
cable modems.  Measurements of this proxy were collected over a five month period
(January 3rd - May 31st, 1997).  In total more than 117 million requests were recorded.

A Web proxy[12] can be used to resolve client requests for Web objects.  When the
proxy receives a request from a client the proxy attempts to fulfill the request from
among the objects stored in the proxy’s cache.  If the requested object is found (a cache

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 193-206, 1998
© Springer-Verlag Berlin Heidelberg 1998



hit) the proxy can immediately respond to the client’s request.  If the requested object
is not found (a cache miss) the proxy then attempts to retrieve the object from another
location such as a peer or parent proxy cache or the origin server.  Once a copy of the
object has been retrieved the proxy can complete its response to the client.  If the
requested object is cacheable (based on information provided by the origin server or
determined from the URL) the proxy may decide to add a copy of the object to its
cache.  If the object is uncacheable (again determined from the URL or information
from the origin server) the proxy should not store a copy in its cache.

An important first step in proxy research is understanding Web proxy workloads.  A
quantitative way to understand these workloads is through workload characterization.
A number of recent efforts[6][8], including our own[1], have identified numerous
characteristics of proxy workloads.  We use this knowledge to help identify the
strengths and weaknesses of different replacement policies for proxy caches.

Currently there are two approaches to cache management.  One approach is to provide
the cache with abundant resources so that few (if any) replacement decisions need to
be made[9][13].  The alternative approach is to use as few resources as possible by
making good replacement decisions when the cache is full[4][11][16][17].  While
some organizations may be willing to continuously add resources to their proxy cache
we feel that the majority of enterprises will be more interested in achieving the best
possible performance for the lowest possible cost.  Thus, throughout the remainder of
this paper, we focus on maximizing either the hit rate or byte hit rate of a proxy cache
that has limited cache space.  Although other researchers have performed caching
simulations of Web proxies these previous studies have been limited to either short-
term traces of busy proxies[4][6][8] or long-term traces of relatively inactive prox-
ies[11][16][17].  Our study is the first to examine a busy proxy over an extended
period of time.  Caching is more important in a busy environment as it reduces the
demand on the shared external network link.  Long-term traces are important in order
to identify potential side effects of replacement policies.  Furthermore, our study
identifies which workload characteristics merit consideration in cache replacement
decisions and discusses why these characteristics are important.  We then use these
characteristics to evaluate the achieved hit rates and byte hit rates of several existing
replacement policies and to identify their strengths and weaknesses.

The remainder of this paper is organized as follows.  Section 2 describes the collec-
tion and reduction of the workload data set.  Section 3 summarizes the results of our
workload characterization study focusing on the characteristics that merit consider-
ation when making cache replacement decisions.  Section 4 provides the design of our
trace-driven simulation study while Section 5 presents the simulation results.  The
paper concludes in Section 6 with a summary of our findings and a discussion of
future work.
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2   DATA COLLECTION AND REDUCTION

2.1     Data Collection

In order to characterize the workload of a Web proxy and to conduct a trace-driven
simulation of a Web proxy cache, measurements of an actual Web proxy workload
were collected.  The site under study provides interactive data services to residential
and business subscribers using cable modems.  The services available to the subscrib-
ers include email, network news and the World-Wide Web.   Figure 1 shows a simpli-
fied view of the system under study.  To access the available services a subscriber uses
a cable modem to connect to the server complex through the Signal Conversion Sys-
tem (SCS).  The SCS routes all requests for Web objects (i.e., HTTP, FTP, and Gopher
requests) to the Web proxy.  This proxy includes an object cache so some of the client
requests can be satisfied within the server complex.  On a cache miss the proxy
retrieves the object from an origin server on the Internet.  The access logs of this
proxy were collected.  Customer requests for other services such as Email and News
are forwarded to a separate server;  the workload of the Email and News server was
not measured and is not used in this study.

The collected access logs contain information on all client requests for Web objects
from January 3rd, 1997 until May 31st, 19971.  Each entry in an access log contains
information on a single request received by the Web proxy from a client.  Each entry
includes the client IP address (dynamically assigned), the time of the request, the
requested URL, the status codes for both the proxy and origin server responses, the
size of the response (in bytes) and the time required to complete the response.  A sum-
mary of the amount of raw data collected is given in Table 1.

1. The access logs were collected on a daily basis.  The access logs were not avail-
able on 13 days and were incomplete on 4 other days.

Table 1. Summary of Access Log Characteristics (Raw Data)

Access Log Duration January 3rd - May 31st, 1997

Total Requests 117,652,652

Total Content Data Transferred 1,340 GB

Server

. .
 . SCS

Proxy

Internet

Origin

Origin
Server

. .
 .

Web

Client

Client

Subscribers

Web

Email
News

Router

Server Complex

Figure 1. Diagram of the System Under Study
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2.2    Data Reduction

Due to the extremely large access logs created by the proxy (nearly 30 GB of data) we
found it necessary to create a smaller, more compact log due to storage constraints
and to ensure that the workload analyses and caching simulations could be completed
in a reasonable amount of time.  We performed these reductions in several ways while
still maintaining as much of the original information as possible.  One very effective
method of reduction is to represent the access log information in a more efficient
manner (e.g., map the unique URLs to distinct integer identifiers).  We also removed
information that we felt would be of little or no value in either the workload analysis
or the simulation study (e.g., we kept only GET requests which accounted for 98% of
all requests and 99.2% of all content data).  After reducing the access logs the overall
statistics were recalculated.  The results are shown in Table 2.  The reduced data set is
4.5 GB (1.5GB compressed).  This represents not only a tremendous space savings
but also a time savings as the log is in a format that dramatically improves the effi-
ciency of our analysis tools and cache simulator.

Unfortunately, not all information of interest is available in the access logs.  One
problem that we faced was trying to correctly identify object modifications and user
aborted connections.  To address this problem we assumed that modifications and
aborts could be identified by a change in the size of the object.  If the size changed by
less than 5% we hypothesized that the object had been modified2;  otherwise, we
speculated that a user abort had occurred (either during the current request or on a
previous one).  If no change in size occurred, we assumed that the object had not been
modified.

2. We chose 5% as a threshold after an in-depth analysis of object size changes
seen in the log[1].

Table 2. Summary of Access Log Characteristics (Filtered Data)

Access Log Duration January 3rd - May 31st, 1997

Total Requests 115,310,904

Total Content Bytes 1,328 GB

Unique Cacheable Requests 16,225,621

Total Uncacheable Requests 9,020,632

Unique Cacheable Content Bytes 389 GB

Total Uncacheable Content Bytes 56 GB

196 M. Arlitt, R. Friedrich, and T. Jin



3   WORKLOAD CHARACTERIZATION

In this section we present a summary of our workload characterization study[1].  In
particular we focus on the characteristics that we feel could impact proxy perfor-
mance and cache replacement decisions.

Cacheable Objects.  In order for Web caching to improve performance it is vital that
most objects be cacheable.  Our analysis of the data set under study revealed that 92%
of all requested objects (96% of the data transferred) were cacheable.

Object Set Size.  In Table 2 we reported that there were over 16 million unique
cacheable objects requested during the measurement period.  This is several orders of
magnitude larger than the number of unique objects seen in Web server workloads[2].
Due to the extremely large object set size the proxy cache must be able to quickly
determine whether a requested object is cached to reduce response latency. The proxy
must also efficiently update its state on a cache hit, miss or replacement.

Object Sizes.  One of the obstacles for Web caching is working effectively with vari-
able-sized objects.  While most of the requested objects are small (the median object
size in this data set was 4 KB) there are some extremely large objects available.  The
largest object requested during the measurement period was a 148 MB video.  We
speculate that the higher access speeds available to the clients are increasing the num-
ber of large transfers as well as the maximum size of transfers.  The issue for the
proxy cache is to decide whether to cache a large number of small objects (which
could potentially increase the hit rate ) or to cache a few large objects (possibly
increasing the byte hit rate).

Recency of Reference.  Most Web proxy caches in use today utilize the Least
Recently Used (LRU) replacement policy (or some derivative of LRU).  This policy
works best when the access stream exhibits strong temporal locality or recency of ref-
erence (i.e., objects which have recently been referenced are likely to be re-referenced
in the near future).  In our workload characterization study[1] we found that one-third
of all re-references to an object occurred within one hour of the previous reference to
the same object.  Approximately two-thirds (66%) of re-references occurred within
24 hours of the previous request.  These results suggest that recency is a characteristic
of Web proxy workloads.

Frequency of Reference.  Several recent studies[2][5]  have found that some Web
objects are more popular than others (i.e., Web referencing patterns are non-uniform).
Our characterization study of the Web proxy workload revealed similar results[1].
These findings suggest that popularity, or frequency of reference, is a characteristic
that could be considered in a cache replacement decision.  We also found that many
objects are extremely unpopular.  In fact, over 60% of the distinct objects (i.e., unique
requests)3 seen in the proxy log were requested only a single time (we refer to these

3. The number of distinct objects represents an upper bound on the number of ob-
jects that could be cached; the size of these objects (i.e., the unique bytes trans-
ferred) indicates the maximum useful cache size.
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objects as ‘‘one-timers’’[2]).  Obviously there is no benefit in caching one-timers.
Thus, a replacement policy that could discriminate against one-timers should outper-
form a policy that does not.

Turnover.  One final characteristic that could impact proxy cache replacement deci-
sions is turnover in the active set of objects (i.e., the set of objects that users are cur-
rently interested in).  Over time the active set changes; objects that were once popular
are no longer requested.  These inactive objects should be removed from the cache to
make space available for new objects that are now in the active set.

4   EXPERIMENTAL DESIGN

This section describes the design of the Web proxy cache simulation study.  Section
4.1 introduces the factors and levels that are examined.  Section 4.2 presents the met-
rics used to evaluate the performance of each replacement policy.  Section 4.3 dis-
cusses other issues regarding the simulation study.

4.1    Factors and Levels

Cache Sizes.  The cache size indicates the amount of space available for storing Web
objects.  We examine seven different levels for this factor:  256 MB, 1 GB, 4 GB, 16
GB, 64 GB, 256 GB and 1 TB.  Each level is a factor of four larger than the previous
size; this allows us to easily compare the performance improvement relative to the
increase in cache size.  The smaller cache sizes (e.g., 256 MB to 16 GB) indicate
likely cache sizes for Web proxies.  The larger values (64 GB to 1 TB) indicate the
performance of the cache when a significant fraction of the total requested object set
is cached.  The largest cache size (1 TB) can store the entire object set and thus indi-
cates the maximum achievable performance of the cache.  The other cache sizes can
hold approximately 0.06% (256 MB), 0.25% (1 GB), 1% (4 GB), 4% (16 GB), 16%
(64 GB) and 64% (256 GB) of the entire object set.

Cache Replacement Policies.  The second factor that we investigate in this simula-
tion study is the replacement policy used by the cache.  The replacement policy deter-
mines which object(s) should be evicted from the cache in order to create sufficient
room to add a new object.  There are many proposed cache replacement policies, too
many to focus on in this study.  We examine six different, previously proposed
replacement policies in this study:  two ‘‘traditional’’ policies (Least Recently Used
and Least Frequently Used), two replacement policies recommended for Web proxy
caches (Size[16] and GreedyDual-Size[4]) and two policies designed for other com-
puter systems (Segmented LRU[10] and LRU-K[14]).  We chose these six policies
because each one considers at least one of the proxy workload characteristics when
making a replacement decision.

The Least Recently Used (LRU) policy removes the object which has not been
accessed for the longest period of time.  This policy works well in workloads which
exhibit strong temporal locality (i.e., recency of reference).  LRU is a very simple pol-
icy requiring no parameterization.
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The Least Frequently Used (LFU) policy maintains a reference count for every object
in the cache.  The object with the lowest reference count is selected for replacement.
If more than one object has the same reference count a secondary policy can be used
to break the tie (our implementation uses LRU as the secondary policy).  One poten-
tial drawback of LFU is that some objects may accumulate large reference counts and
never become candidates for replacement, even if these objects are no longer in the
active set (i.e., the cache could become polluted with inactive objects).  To alleviate
this problem an aging policy can be implemented[15].  This aging policy requires two
parameters.

The Size policy, designed by Williams et. al.[16] specifically for Web proxy caches,
removes the largest object(s) from the cache when space is needed for a new object.
This policy requires no parameterization.

The GreedyDual-Size policy proposed by Cao and Irani[4] considers both the size of
the object and its recency of reference when making a replacement decision.  Cao and
Irani have proposed several variations of this policy[4].  We examine two of these pol-
icies: GreedyDual-Size (Hits), which attempts to maximize the hit rate of the proxy
cache, and GreedyDual-Size (Bytes) which attempts to maximize the byte hit rate.
Neither GreedyDual-Size policy requires parameterization.

The Segmented LRU (SLRU) policy was originally designed for use in a disk
cache[10].  We include it in this study because it considers both frequency and
recency of reference when making a replacement decision.  The SLRU policy parti-
tions the cache into two segments:  an unprotected segment  and a protected segment
(reserved for popular objects).  This policy requires one parameter.

The LRU-K replacement policy proposed by O’Neil et. al. [14] also considers both
frequency and recency of reference when selecting an object for replacement.  In an
attempt to improve performance this policy retains historical information (the last K
reference times) on objects even if they have been removed from the cache.  This pol-
icy requires two parameters.

4.2    Performance Metrics

In this study two metrics are used to evaluate the performance of the proxy cache: hit
rate and byte hit rate.  The hit rate is the percentage of all requests that can be satis-
fied by searching the cache for a copy of the requested object.  The byte hit rate repre-
sents the percentage of all data that is transferred directly from the cache rather than
from the origin server.

A third metric of interest is response time or latency.  We do not use this metric in this
study for several reasons.  High variability in transfer times for the same object make
replacement decisions more difficult.  Inaccuracies in our recorded response times
also factored in our decision to not use this metric.  Furthermore, Cao and Irani found
that maximizing the hit rate reduced latency more effectively than policies designed
to reduce response times[4].
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4.3     Other Design Issues

Simulator Description.  Due to the extremely large data set that we use in our simu-
lation study it was necessary to implement the simulator as efficiently as possible.
Our focus was on reducing the complexity of the actions performed by the simulator.
We began with the simulator used by Arlitt and Williamson[3] and modified it to han-
dle the large number of unique objects seen in Web proxy workloads and to perform
additional replacement policies.  The updated simulator requires O(1) time to deter-
mine if a cache hit or miss has occurred, O(1) time to determine which object to
replace when space is required, and O(1) to O(log n) time (depending on the replace-
ment policy being evaluated) to update the cache state information.  As a result our
simulator requires only 30 to 45 minutes to simulate all 115 million requests.

An important aspect of any simulation study is validation of the simulator.  While we
cannot guarantee that our results are accurate when all 115 million requests are con-
sidered we did take precautions to ensure correctness.  For example, the simulator
was initially tested using short traces (e.g., 100 requests) which could be verified by
hand.  The results obtained from our simulator are repeatable.  Furthermore, the per-
formance of various policies using our simulator is similar to the results reported in
other studies[4][11].

Simulation Warm-up.  When monitoring a system only the steady-state behaviour is
of interest.  During the initial or transient state of a cache simulation, many of the
cache misses occur simply because the cache is empty (i.e., cold misses).  To identify
the transient state we monitored all cache misses on a day-by-day basis.  Initially
most of the misses were indeed cold misses.  After several weeks other types of
misses (e.g., capacity misses) had more effect on cache performance.  We used the
first three weeks of trace data (8% of all requests) to warm the cache.  During this
period the simulated cache operates in its usual manner but no statistics are collected.
Statistics are only collected once the warm-up period has finished.  We use the same
warm-up period in all experiments.

Assumptions.  In our study all requests except for aborted (i.e., incomplete) transfers
are used to drive the simulation.  All status 200, 203, 300, 301 and 410 responses
(except for dynamic requests) are considered to be cacheable[7].  We also consider
status 304 responses to be cacheable even though no data is transferred.  We use status
304 responses to update the state information maintained by the proxy cache on the
object being validated.  We believe that this information helps the replacement policy
in determining the active set of objects.  This does not imply that the cache would not
forward Get-If-Modified requests to the origin server should such actions be neces-
sary.  All remaining responses are considered to be uncacheable.

Our simulator does not perform cache consistency functions such as asynchronous
validations.  We do update the state information on objects that we know have
changed.  Since our data set does not include Time-to-Live information we do not col-
lect statistics on the number of validation messages that would occur.  Also, we do not
consider issues like security or authentication.  These issues, along with consistency,
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require more in-depth coverage than we can provide in this study.  Since our simulator
does not provide all of the functionality of a real proxy cache we expect our results
(i.e., hit rates and byte hit rates) to be somewhat optimistic.

5   SIMULATION RESULTS

This section provides the simulation results of the proxy cache replacement policy
study.  Section 5.1 examines the effects of parameterization on the performance of the
replacement policies.  Section 5.2 compares the performance of the different cache
replacement policies.  All of our results are shown in graphical format (Figure 2 -
Figure 5).  Each figure consists of two graphs, with the graph on the left indicating the
achieved hit rate for a cache of a particular size while the graph on the right shows the
achieved byte hit rate for a similarly configured cache.

5.1    Parameterization

Three of the replacement policies under study (LFU, SLRU and LRU-K) require
parameterization in order to function properly.  We examine each policy individually
in an attempt to determine the effects of each parameter on the performance of the
replacement policy.

The LFU replacement policy requires two parameters in order to age objects in the
cache.  We experimented with different settings for these parameters4.  Figure 2 com-
pares the performance of LFU without aging (LFU) to LFU with aging (LFU-Aging).
LFU-Aging clearly outperforms LFU.  These results indicate that it is important for
the replacement policy to be able to make changes to the active set of objects.  The
performance of LFU is similar to that of LFU-Aging in two situations.  When cache
sizes are large (e.g., 256 GB and up) few replacement decisions are needed and cache
pollution is not a factor so the policies have similar performance.  When cache sizes
are very small (e.g., 256 MB), adding a single large object can result in the removal of
a large number of smaller objects reducing the effects of cache pollution.

4. We found that as long as the aging policy was periodically invoked the choice
of values for these parameters did not have a significant impact on performance.
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Figure 2. Analysis of LFU performance: (a) Hit Rate; (b) Byte Hit Rate
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The SLRU replacement policy uses a single parameter to set the size of the protected
cache segment.  We examined a wide range of values for this parameter.  Figure 3
shows the results when either 10, 60 or 90 per cent of the available cache space is
reserved for the protected segment.  There is one curve on the graph for each parame-
ter setting.  For example, the SLRU-90 curves indicate the hit and byte hit rate
achieved when the SLRU policy reserves 90% of the cache space for the protected
segment.  The general trend seen in Figure 3 is that performance improves as the size
of the protected segment gets larger.  The exception to this observation occurs for
large cache sizes (e.g., 16, 64 and 256 GB).  At these sizes the performance of the
SLRU-90 policy degrades compared to smaller partition sizes.  This degradation
occurs due to the partitioning of resources (i.e., capacity misses are occurring in the
unprotected segment even though space is available in the protected segment).  The
best overall results occur for a protected segment size of 60 per cent.  Since similar
results were obtained in the original study using disk caches[10] we believe that this
parameter setting is not specific to our data set.

The final replacement policy under study that requires parameterization is LRU-K.
LRU-K requires two parameters.  The first parameter is the number of reference times
to retain for an object.  The second parameter is the length of time to keep this infor-
mation.  We examine several different configurations:  retaining either the last two or
the last three reference times to each object, and retaining history information for
either one day or forever.  The results of these experiments are shown in Figure 4.
With smaller cache sizes (e.g., 256 MB - 1 GB) retaining information on the last three
references (for any length of time) provides higher hit rates and slightly higher byte
hit rates.  This can be attributed to the policy giving higher priority to the most popu-
lar objects.  As the cache size gets larger it becomes necessary to retain information
for a longer period of time in order to achieve better performance.  Requiring less
information about each object (i.e., using only the last two reference times) also
improves performance for the larger cache sizes.

5.2    Comparison of Replacement Policies

In this section we compare the performance of all of the replacement policies.  To
make the comparison easier we include only the ‘‘best’’ curve for each of the policies
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that required parameterization (i.e., we use LFU-Aging for the LFU policy, SLRU-60
for the SLRU policy and LRU-2 with infinite history for the LRU-K policy).  We have
also sorted the legend in each graph by the performance of the policies.  For example,
in Figure 5(a), the first policy listed in the legend is GDS-Hits.  The GDS-Hits policy
achieved the highest hit rate.  The last policy in the legend is LRU.  LRU obtained the
lowest hit rate of the policies that we examined.

Figure 5(a) compares the hit rates achieved by each policy.  The results indicate that
the maximum achievable hit rate is 67% (obtained by all policies with a cache size of
1 TB).  The remaining 33% of requests are for the initial requests for objects, for
uncacheable objects (e.g., output from dynamic or cgi objects) or for the updates of
objects which have been modified and cannot be served from the cache.  Figure 5(a)
shows that even small caches can perform quite well if the correct replacement policy
is used.  For example, a 256 MB cache using the GreedyDual-Size (Hits) policy
achieved a hit rate of 35% which is 52% of the maximum achievable rate.  This rate
was achieved while allowing for only 0.06% of the entire object set size to be cached.

Figure 5(a) shows that the GreedyDual-Size (Hits) policy is vastly superior to other
policies when hit rate is used as the metric.  For small cache sizes (256 MB to 16 GB)
GDS-Hits outperforms all other policies by at least 6 percentage points.  The success
of the GDS-Hits policy can be attributed to two characteristics of the policy:  it dis-
criminates against large objects, allowing for more small objects to be cached; and it
ages the object set to prevent cache pollution from occurring.  During our experiments
we monitored the number of objects kept in the cache under the various replacement
policies.  With a 256 MB cache the GDS-Hits policy held 170,000 objects (average
object size 1.5 KB) at the end of the simulation.  The LFU-Aging policy, by compari-
son, held only 20,000 objects (an average object size of 13 KB).  By inflating the
number of objects kept in the cache GDS-Hits increases the probability that an object
will be in the cache when it is requested.  The other size-based policies (GDS-Bytes
and SIZE) have much lower hit rates.  GDS-Bytes attempts to improve the byte hit
rate by favoring larger objects (it kept 26,000 objects in the 256 MB cache).  Thus, the
lower hit rate of GDS-Bytes is not unexpected.  The SIZE policy discriminates even
more harshly against large objects.  In the 256 MB cache the SIZE policy collected
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over 900,000 objects (average object size 300 bytes).  However, the SIZE policy
failed to age the object set.  The poor performance of the SIZE policy can therefore be
attributed to cache pollution.

The frequency-based replacement policies (LFU-Aging, SLRU and LRU-K) achieve
similar hit rates.  Since these policies do not discriminate against large objects (they
do not consider object size at all) they require about four times as much cache space
to achieve hit rates similar to the GDS-Hits policy.  However, the frequency-based
policies are able to discriminate against one-timers, retain popular objects for longer
time periods and age the object set to prevent cache pollution.  These characteristics
allow frequency-based policies to outperform recency-based policies.

The only recency-based policy that we examine is LRU.  LRU achieves the lowest hit
rate since it does not consider enough information when making replacement deci-
sions and therefore tends to make poorer choices.  Because of this the LRU policy
requires almost eight times as much cache space as the GDS-Hits policy to achieve
similar hit rates.  One positive feature of LRU is that it ages the object set which pre-
vents cache pollution.

Figure 5(b) shows the achieved byte hit rates for the replacement policies under study.
Figure 5(b) reveals a maximum byte hit rate of 62% for the data set under study.  The
remaining 38% of the data needed to be transferred across the external network link.
The results also indicate that it is more difficult to achieve high byte hit rates than high
hit rates.  For example, a 256 MB cache can achieve a byte hit rate of 15% which is
only one quarter of the maximum achievable byte hit rate.

According to the results in Figure 5(b) the frequency-based policies (LFU-Aging,
SLRU and LRU-K) are the best choice for reducing network traffic.  The three fre-
quency-based policies achieve similar byte hit rates, approximately 2-4 percentage
points higher than LRU.  The frequency-based policies work well because they do not
discriminate against the large objects which are responsible for a significant amount
of the data traffic.  Frequency-based policies also retain popular objects (both small
and large) longer than recency-based policies, another reason that frequency-based
policies achieve higher byte hit rates.
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The LRU and GDS-Bytes policies have almost identical performance in terms of byte
hit rates.  LRU does not discriminate against large objects which allows it to outper-
form size-based policies which do.  Although GDS-Bytes is a size-based policy it has
been designed to treat large objects more favorably in an attempt to improve the byte
hit rate.  Both LRU and GDS-Bytes require about twice the cache space to achieve
byte hit rates comparable to the frequency-based policies.

Since size-based policies (generally) discriminate against large objects it is not sur-
prising that these policies have the worst byte hit rate performance.  The GDS-Hits
policy requires four times more cache space to achieve the same byte hit rate as a fre-
quency-based policy.  The byte hit rate of the SIZE policy is even worse than GDS-
Hits because of more unfavorable treatment of large objects and cache pollution.

6   SUMMARY AND CONCLUSIONS

This paper has presented our performance study of a Web proxy cache.  This study is
the first to include the effects of high-speed cable modems by clients and also has the
largest data set of any proxy workload.  Trace-driven simulations were used to evalu-
ate the performance of different cache replacement policies.  Our results indicate that
size-based policies achieve higher hit rates than other policies while frequency-based
policies are more effective at reducing external network traffic.  The results show that
a properly chosen replacement policy can reduce the purchase cost of Web proxy
caches by making better use of available resources.  The results also indicate that it is
important to examine the performance of replacement policies over extended time
durations to test for side effects such as cache pollution.

The intent of this paper was not to promote the use of a single replacement policy for
Web proxies.  Instead, our goal was to explain the performance of different policies
by examining the workload characteristics that each policy used or did not use when
making replacement decisions.  This information can be applied in the design of a
new replacement policy that achieves both high hit rates and byte hit rates.
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Abstract. Recent progress in optical technology makes it possible to
design innovative high speed network architectures. One possible ar-
chitecture consists of a folded bus fiber in which parallel transmission
channels are obtained using Wavelength Division Multiplexing (WDM).
Nodes connected to the bus exchange data using the channels in paral-
lel. Signals are transmitted from the source to the destination node in an
all-optical fashion, thus avoiding the bottleneck of electronic processing
at the intermediate nodes.
The aim of the paper is to study the performance of the WDM bus
network controlled by a novel access protocol proposed by the authors.
The analysis is based on two GSPN models that allow to determine the
access delay of the proposed protocol and its fairness throughout the
nodes. As a result, it is possible to quantitatively determine the effect
that some design choices have on system fairness. The paper discusses the
strength and limits of GreatSPN, the tool used to perform the analysis.

1 Introduction

The available 30 THz of fiber bandwidth makes optical technology the most
adequate to realize future high speed data networks necessary to support the
exponentially increasing traffic of today Internet. Although first experimental
results of high speed transmission in fiber show that rates in the range of 100
Gbps and above are possible on a single channel [17], Wavelength Division Multi-
plexing (WDM) [5] seems to be a more practical approach with today technology
[19]. By means of WDM, the fiber bandwidth can be subdivided to obtain paral-
lel and independent channels in the same fiber, each operating at a transmission
rate compatible with extant electronic technology, e.g., 2.5 Gbps.
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Beside the “multiplication factor” on the transmission bandwidth, WDM of-
fers a more fundamental innovation in modern data networking. According to
the concept of all-optical transmission, transmitted data on a given wavelength
can be optically propagated towards the intended destination without requiring
electronic conversion at the intermediate nodes along the path from the source
to the destination [13]. By so doing, the available optical bandwidth can be
exploited without encountering the problem of “electronic bottleneck”, genera-
ting from the about 3 orders of magnitude of rate difference between optics and
electronics.

A number of networking solutions (called single hop solutions) have been
proposed that are based on this principle (see [13] for a complete survey). Single
hop topologies include passive coupler star [6], ring [9] and folded bus [4]. The
remaining part of the paper focuses on the WDM folded bus topology proposed
in [4], consisting of a transmission bus and a reception bus.

The advantages of using folded bus network are: (1) re-circulation of the op-
tical signal is not possible, thus preventing undesired effects caused by residual
transmission due to non-ideal optical filtering [16], (2) if time is divided into
fixed slots, each containing one packet per wavelength, random transmission of
(fixed length) packets is possible without generating collision by simply sensing
the transmission bus at the beginning of each slot prior to the packet transmis-
sion, (3) the folding point of the bus, i.e., where the transmission bus joins the
reception bus, is the natural place for connecting a gateway that provides system
scalability [8].

However, as well know from the Distributed Queue Dual Bus (DQDB) stan-
dard [18], if not properly controlled, random transmission of packets at the nodes
of a bus topology may generate unfair network response throughout the nodes,
i.e., upstream nodes can freely use all the available bandwidth making down-
stream nodes starve for bandwidth. In addition, to minimize individual channel
congestion multi-channel bus requires that channels be evenly loaded. A solution
to these two problems was proposed in FairNet [4]. Under the assumption that
the transmission queue is limited to one (fixed length) packet, and packets are
generated according to a geometric arrival process, a close form for the average
access delay is derived in [4] as a function of pi, i = 1, . . . , N , where pi is the
probability that node i decides to attempt transmission during the current time
slot, and N is the number of nodes in the system. The set of values for pi’s that
generate even access delay throughout the nodes can be derived from the close
form under any given traffic distribution that does not generate instability in
the system.

In the attempt to address a more realistic scenario than the single buffer case,
the authors have recently developed a modified version of the FairNet protocol
that takes into account a multi packet transmission queue [11]. The proposed
access protocol determines when and which packet to transmit according to the
packets currently stored in the transmission queue. The packet for transmission is
selected to balance the packets stored at the node with respect to their transmis-
sion channel. The proposed protocol is expected to balance the load throughout
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the channels, and consequently decrease the individual channel congestion and
the average access delay of the system.

This paper presents two models devised to take into account the multi-packet
nature of the transmitter queue and characterize the performance of the proposed
access protocol. The models, based on the Generalized Stochastic Petri Net
(GSPN) formalism [2], allow to compute the average access delay of a transmitted
packet as a function of both the position of the source node along the bus and
the channel used for transmission.

As shown in the paper, the proposed modeling technique allows to determine
with good accuracy 1) what level of unfairness arises when multi packet trans-
mission queue is used, 2) how system fairness is affected by the way reception
channels are assigned to destination nodes, and 3) what reduction of average
access delay is achieved by the proposed protocol with respect to the FairNet
protocol.

2 System Description

The network under consideration is an optical folded bus based structure in
which a number (W ) of parallel unidirectional channels (wavelength), are sha-
red among a number (N) of nodes. A 4 node-2 channel network is depicted
in Fig.1. Nodes transmit packets using the transmitter bus and receive packets

fixed receiver

1 2 43sensor

Trasmission Bus

Reception Bus

tunable transmitter

Fig. 1. A two channel bus with four nodes.

from the reception bus. Once transmitted, the optical signal circulates in the
folded bus and it is broadcast to all nodes as it propagates within the reception
bus. Destination node receives only packets intended to it. Time is slotted on
each channel, and the slot length is equal to the packet transmission time plus
the guard band necessary to take into account the finite tuning speed of opti-
cal transmitters. Slots are aligned across the channels and aligned slots arrive
at node simultaneously. Each node is equipped with three basic components: a
tunable transmitter that can be tuned on any of the W channels, a fixed receiver
which receives from a preassigned channel, (e.g., node i is tuned on wavelength
λj , j =

⌈
i×W

N

⌉
) and a sensor that detects whether or not wavelengths in the
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transmission bus are occupied with packets transmitted by the upstream nodes.
Notice that a wavelength can be shared by several destinations. Each node has
W FIFO transmission queues, one for each channel. The packet’s channel is au-
tomatically determined by the channel assigned to the packet’s destination node.
Source nodes willing to transmit to a destination must tune their transmitter on
the corresponding destination’s channel prior to transmitting the packet.
Access protocols As previously explained, an appropriate access protocol is ne-
cessary to assure that, independently from their location in the bus, nodes can
evenly share the bus bandwidth. This is achieved using a probabilistic schedu-
ling strategy according to which, at any time slot, node i either chooses channel
c for transmission with probability pic or does not attempt transmission at all
with probability (1 −∑c pic). When channel c is selected for transmission, the
node transmits the first packet in the transmitter queue corresponding to that
channel if the queue is not empty and channel c in the arriving slot is sensed
empty.

In a simplified scenario where each node has only one transmission queue
shared by the channels the values for pic’s that guarantee a given fairness cri-
terion (in our case an even average packet delay throughout the nodes) can be
analytically derived [4] assuming that the network traffic matrix is known, and
the offered load is stable. Once determined, the values for pic’s are fixed.

However, in a more practical scenario where node has multi packet trans-
mission queues, the use of constant pic’s limits network performance. A better
approach makes use of transmission probabilities, picp, that are dynamic and
depend on the packets actually stored in the transmitter queues. In particular,
at each node the transmission probabilities are chosen to balance the occupancy
of the transmission queues as follows: at each time slot, the transmission proba-
bilities for node i are

picp =
#packets in buffer c∑
k #packets in buffer k

(1 − P{no transmission at node i}) (1)

P{no transmission at node i} = (1 −
∑

c

pic) (2)

where # packets in buffer c is the number of packets stored in the transmission
queue associated with channel c at node i, and P{no transmission at node i} is
the probability that node i decides not to transmit as derived in [4].

3 GSPN Models

A complete and exact model of the proposed system requires a state definition
that takes into account the joint distributions of the packets at every node and
the packets propagating in the bus on the parallel channels. The complexity for
such a model becomes prohibitive already with few nodes and few channels.

A practical approach, consists of deriving approximated performance indi-
ces by separately analyzing as many (relatively small) models as the number of
nodes in the system. The method consists of sequentially analyzing the model
of each node, starting from the most upstream one and gradually moving to-
wards the most downstream one with respect to the transmission bus. A similar
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serial solution technique has been presented in [12]. The model used to analyze
the node is Markovian [15], and automatically obtained by means of a graphi-
cal formalism called Generalized Stochastic Petri Net (GSPN) [2]. GSPN is a
stochastic-timed Petri Net formalism [2] in which the firing time of a transition is
either exponentially distributed (timed transition) or deterministically equal to
zero (immediate transition) [1,2]. Timed transitions are associated with events
that take time to occur. Immediate transitions are used to model logical opera-
tions. Timed transitions can fire only when none of the immediate transitions
is enabled. For a complete description of the GSPN formalism, the interested
reader may refer to [2].

In this paper GSPN is adopted to model a (slotted) synchronous system using
the following technique [14,10,3]: a timed transition is used to model the slotted
time, i.e., its firing represents the beginning of a new time slot. Immediate transi-
tions are then used to model the events that occur at the node during that time
slot, i.e., packet generation and packet transmission. The embedded Discrete
Time Markov Chain obtained sampling the system when the timed transition
becomes enabled represents the slotted system at the end of the time slot. It can
be shown that independently from the firing time of the timed transition, the
steady state solution of the GSPN model equals the solution of the embedded
chain and consequently of the slotted system.

The tool used to construct and analyze the models is GreatSPN [7]. While
building the models we took advantage of the structural property analysis mo-
dules of the tool to check the models consistency: for example invariant compu-
tation was used to quickly find erroneous or missing arcs in the more complex
model. The tool uses the results of structural analysis (e.g., place bounds) for a
more efficient encoding of the marking (state) during state space generation.

To model the bus system, marking dependent immediate transition weights
are necessary. Unfortunately, GreatSPN allows only marking dependent timed
transition rates, while it imposes constant immediate transition weights (see [2]
for a thorough discussion on this choice motivations). The equivalent functiona-
lity of marking dependent immediate transitions is thus achieved in the proposed
models using a set of timed transitions that are marking dependent. In particu-
lar a timed transition followed by an immediate transitions free choice subnet
is replaced by a set of timed transitions (one for each immediate transition in
the subnet). The firing of any of these timed transitions represents the start of
a new time slot and determines the choice of a subset of possible state evolution
during that slot.

Two GSPN models of the node are described next. The first model is simpler
as it does not take into account the joint distribution of packets in consecutive
slots. This model is accurate when the offered load is low. The second model is
more complicated as it attempts to capture the increasing fluctuation of traffic in
the bus as network load increases and as slots propagate along the transmission
bus. The models assume that both traffic matrix and network load are known.
The packets arrival process at source nodes is geometric.
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Node model without traffic memory Fig. 2 shows the GSPN model of node i
in a 2 channel bus network. Places Buffer 1 and Buffer 2 represent the two
transmission queues at the node, each storing the packets awaiting transmission
on one of the channels. Each token in place Buffer i represents one packet in the
corresponding queue.
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leave_B1

ck_B2

which_B

check_pack_arr
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Fig. 2. Node model without traffic memory. W = 2.
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shift_2
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slot_nf_1

slot_f_1

slot_f2

slot_nf_2 no_arrival

arrival

pack_leave_B1

Fig. 3. GSPN model with traffic memory: most upstream node. W = 2.

Place start slot contains one token that concurrently enables four timed tran-
sitions. The firing on any of these transitions represents the beginning of a new
time slot. The transition that actually fires is stochastically determined. The
firing probability of each transition t is proportional to the corresponding fi-
ring rate λt, which is determined according to the behavior of the access pro-
tocol, as follows: no tx represents the beginning of a slot in which the node
chooses not to transmit, and its rate is computed using Eq. (2); Tx no PDU
is enabled when both Buffer 1 and Buffer 2 are empty and its firing rate
is λTx no PDU = 1 − λno tx; transition Tx ch1 (Tx ch2 ) represents the begin-
ning of a slot in which the node wants to attempt transmission of a packet
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in queue 1 (queue 2), it has a marking dependent rate computed using Eq. 1.
The last two transitions are never enabled simultaneously with Tx no PDU, and
λTx ch1 + λTx ch2 = 1 − λno tx.

Following the firing of any of the timed transitions (that removes the token
from start slot), a sequence of immediate transitions fire until a token is placed
back into start slot. The firing of the immediate transitions perform the change
of the marking of places Buffer 1 and Buffer 2, according to the access protocol
and the packet arrival process. If the node attempts transmission on channel i
(firing of transition Tx ch i), the status of the corresponding channel is sensed.
The firing probability associated with transition slot nf i (slot f i) is set to the
probability to find the slot busy (free). If the slot is busy transmission does
not occur (firing of slot nf i, t1, t2 ). Conversely, if the slot is free, one packet is
transmitted, removing one token from place Buffer i (firing of transitions slot f i,
pack leave B i and t (3-i)). The firing probabilities of transitions slot nf i and
slot f i are functions of traffic distribution, network load, position of the nodes
in the bus and assignment policy of reception channels.

Packet generation at the node is modeled by two conflicting transitions, na-
mely, arrival and no arrival, whose weight is a function of the load offered by
the node. When a packet is generated, a token is placed in one of the two places
Buffer 1 or Buffer 2, according to the destination chosen for the packet (firing
of pack B i). If the corresponding buffer is full, the generated packet is discarded
(firing of over B i), otherwise transition B i OK fires.

The maximum number of packets bmax buffered in a queue is a model pa-
rameter. This parameter is encoded in the weight of some arcs connected with
places Buffer i. In Fig. 2 the capacity for each buffer, bmax, is 25 packets. It must
be observed that the number of states of the model is equal to bmaxW , thus the
maximum size for the transmission queue is quite limited as the number of wa-
velengths grows. However, as shown in [10], under the assumption of uniform
offered load on the wavelengths, it is possible to take advantage of special state
space reduction techniques by using an high level Petri net formalism capable of
automatically exploiting system symmetries.

Node model with traffic memory The simple model in Fig. 2 does not take into
account the fluctuations of the busy slots in the transmission bus caused by the
concurrent transmissions of source nodes. In fact, only the average probability
of sensing a busy slot on each channel is modeled by the weight of transitions
slot nf i. Since the level of traffic fluctuation tends to increase in the transmission
bus as the network load grows and as slots move towards the most downstream
node, a more complex model is necessary to determine the effect of this pheno-
menon that may intuitively lead to increased access delay.

To capture the fluctuation of busy slots in the transmission bus the model
in Fig. 2 is modified to compute the joint distribution of busy slots in WL
consecutive time slots. The modification consists of refining place check pack arr
as shown in Fig. 3. The place in the original model must be substituted by the
subnet so that all the input arcs of check pack arr enter place start shift while
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all the output arcs of check pack arr exit from place end shift. Moreover an arc
is added going from transition pack leave B1 to place Ts 0.

Places Ts 3, Ts 2, Ts 1, Ts 0, in the subnet represent the states of the current
slot (Ts 0 ) and of the past three slots. If the node transmits a packet on channel
1, a token is placed in Ts 0. That token is then shifted one place to the left at
each time slot, until it is discarded 4 time slots later.

The conditional probability of the state of a slot, given the states of the
previous three slots, is calculated as

P{#Ts 0 = i0 | #Ts 1 = i1, #Ts 2 = i2, #Ts 3 = i3}, ij = 0, 1 (3)
where P{#Ts 0 = i0} is the probability that i0 tokens are in place Ts 0.

This joint distribution computed with the modified model is fed into the mo-
del of the next downstream node to characterize the distribution of the arriving
busy slots at that node. This feed-forward approach maintains partial memory of
the distribution of the packets transmitted by upstream nodes. Clearly, as WL
tends to infinity, the model becomes asymptotically exact. However since both
the model and state space size grows with the length of the window memory,
only small values of WL can be used.

For the sake of space we do not show the model of node j (with j > 1). This
complex model includes an additional subnet used to generate the next busy slot
on the basis of the joint distribution computed through the previous node model.
The additional subnet is composed of 10 places and 25 immediate transitions (16
of which would reduce to 1 if GreatSPN allowed marking dependent weights).

Solution of the models using GreatSPN The models were solved using the solu-
tion modules of GreatSPN [7] for the generation of the reachability graph (RG),
the derivation of the corresponding Markov chain and its steady state solution.
The RG generation module computes and stores both tangible and vanishing
markings, and it passes on only the tangible ones to the next modules (these are
the markings in which the model spends non zero time). GreatSPN can build
state spaces of up to a few million states, depending on the model complexity
and on the characteristics of the computer platform. However, the maximum
size of RG that the tool can generate drops to a few hundred thousand states if
most of the states are vanishing (as in the two proposed models).

The table at the end of this section shows the number of tangible and va-
nishing states of the two models, the time required to generate the RG (we do
not report the time required to generate and solve the MC since it is negligible),
and the memory requirement for different queue sizes. The computer platform
consists of a Pentium II, 300Mhz, and 64Mb RAM. The limiting resource is the
memory: the most demanding models that we could solve used up to 122Mb.
The first model with buffer size of 30, stopped for exhausted memory at 14.680
tangible states. The second model with buffer size of 9 stopped at 4.960 tangible
states having used 130Mb of memory.

Although the number of tangible states in our models is quite small, the
much higher number of vanishing states limits the size of the analyzable models.
Probably, techniques that eliminate vanishing marking on the fly would allow
to solve larger models, although increasing considerably the time. Moreover, it
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might be the case that the implementation of immediate firing sequences explo-
ration in GreatSPN is not optimized, especially for lengthy sequences. Although
handling immediate transition firings is heavy due to the considerable amount
of information needed to compute the correct firing probabilities in the MC ge-
neration step, it is surprising how much inefficient it is in comparison with timed
transitions handling: for comparison purposes, we solved the second model chan-
ging all immediate transitions into timed ones (which of course does not lead
to correct results, but generates a RG of comparable size), affording to generate
a state space of 821.442 states, with buffer capacity of 20, using approximately
90Mb of memory and short time.

Another possible solution to increase the size of solvable models, is to allow
more complex state changes in a single firing: for example shifting left the tokens
in places Tsp i, i = 0, . . . , 3 requires a sequence of four immediate transition
firings in our model. If the same operation was done in a single step, the number
of vanishing states would greatly reduce. This solution requires a change in the
formalism.

Model buffers # Tangible # Vanishing user+system Memory
type size states states time (Mb)

simple 10 1.848 32.208 <3s 14
simple 25 10.608 191.508 14+3s 91
simple 29 14.160 256.484 19+4s 122
simple 30 >14.680 n.c. n.c. >127

complex 5 1.836 63.612 7+1s 48
complex 8 4.212 150.714 19+4s 114
complex 9 >4.960 n.c. n.c. >130

4 Performance

This section discusses some results obtained resolving the GSPN models. The
analysis is carried out assuming a uniform traffic distribution, i.e., nodes generate
the same load, defined as number of generated packets per slot, and packets are
evenly destined to any node except for the source node itself. Access delay is
defined as the time spent by a packet as the head-of-the-line in the queue until
transmission takes place. Access delay is measured in time slots.

Fig. 4 shows average access delay versus network load obtained in a 10 node-2
wavelength using the FairNet protocol (dashed curve) and the proposed protocol
(solid curve). The average access delay is calculated at the most upstream node
and considering both transmission queues. The simple GSPN model was used
to derive the results for the proposed protocol that reduces the average access
delay by a factor of two when compared to the FairNet performance. This reduc-
tion increases as load grows. Simulation results obtained using a custom object
oriented simulator [11] are also shown (+ symbol) in the graph and reveal the
good accuracy of the simple GSPN model.

We have computed the average access delay at the most upstream node for
three different bus networks, assuming a network load that is 50% the network
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capacity; The first bus has 2 wavelengths and 10 nodes. The second bus has 4
wavelengths and 20 nodes. The third bus has 6 wavelengths and 30 nodes. The
ratio N

W is constant and equal to 5. The reduction factor of the average access
delay achieved by the proposed protocol with respect to FairNet grows with the
number of wavelengths. With 2 wavelengths the proposed protocol had a delay
of 2 slots against the 4.22 slots of Fairnet. With 4 wavelengths, the access delay
is reduced to 25% (2.45 against 9.176). With 6 wavelengths, the access delay is
reduced to 15% (2.25 against 14.15).

Fig. 5 shows the average access delay at each node and on each channel,
separately, in a 10 node-2 wavelength network. Two bus configurations are con-
sidered. The first one (dotted curves) uses the reception channel assignment
proposed for FairNet, in which the 5 most upstream nodes receive from channel
1 and the remaining 5 nodes receive from channel 2. With this channel assig-
nment, although the global average access delay remains constant throughout
the nodes, the per channel access delay reveals a substantial unfairness. The
cause of this unfairness is the fact that nodes do not transmit to themselves.
Thus, under uniform traffic distribution a node tends to transmit less often on
its own reception channel than on the other. This unfairness can be significantly
reduced by changing the way channels are assigned for reception. By alternating
the channels for reception as we move from the most upstream node to the most
downstream node, a better result is obtained (solid curves).

Figs. 6 and 7 show the per channel average access delay throughout the
nodes of a 10 node-2 wavelength bus for two network loads, 20% and 70% of
the network capacity, respectively. These results are obtained using the complex
GSPN model that takes into account the fluctuation of the busy slots in the
transmission bus. With 20% load the model already captures the effect of traffic
fluctuation, together with the effect determined by the alternating pattern of
the receiver channels. Practically speaking, the system is fair. At higher load,
70%, the unfairness due to traffic fluctuation becomes more pronounced and may
require the use of some additional control mechanism.

In Fig. 7 results (symbol +) obtained via simulation are shown for compa-
rison. The comparison shows that the GSPN model is only partially able to
capture the effect of traffic fluctuation. This is due to the finite memory that the
model has of the busy slots in the transmission bus, i.e., WL = 4 slots. However
the complex model reveals the presence of the delay drift: if we used the simple
model in this load situation we would obtain a flat curve.

5 Discussion

The paper proposed two GSPN models to analyze average access delay and
fairness in a WDM multi-channel folded bus in which nodes have transmitter
queues larger than one packet. In the bus, channel access is regulated by a novel
protocol proposed by the authors that sorts the packets for transmission at the
node according to the occupancy of the transmission queues, with the goal of
balancing the packets awaiting transmission on their transmission channel and
consequently minimize traffic congestion on each individual channel.
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The GSPN models were numerically resolved using GreatSPN tool [7]. The
tool is capable of handling Markovian models with a few million states. Howe-
ver, due to the specific technique adopted in this paper to model slotted system,
long sequences of immediate transitions must be fired in order to determine the
underlying Markov chain. Since the current implementation of the tool is not
optimized for handling lengthy sequences of immediate transition firings, the
number of states that could be managed in our case was lower. In spite of the
above limitation of the tool, numerical results obtained by solving the GSPN
models showed that (1) reduction of access delay with respect to previous work
[4] is possible, with improvements proportional to the number of channels (wa-
velengths), (2) the multi-packet transmission queue may lead to unfair network
behavior, (3) network unfairness can be mitigated by alternating the channels
for reception at the nodes. Practically speaking, the measured unfairness is ac-
ceptable when load conditions are not heavy (load below 50% originates delay
differences that are within few percentages).
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Abstract� The emerging demand for mobile computing has created a
need for improved �le system support for mobile clients� Current �le sys�
tems with support for mobility provide availability through �le replicas
cached at the client� However� the wide range in the quality of network
connections a mobile client may experience makes cache management a
complex task�

One important cache management decision is how 	and when
 modi�ca�
tions that have been made to cached �les at a weakly�connected client can
and should be propagated back to the �le server� This paper presents the
results of a trace�driven simulation study of two write�back scheduling
policies� a simple statistical policy and a more explicit �reader prefer�
ence policy� Emphasis is placed on the interaction between the work�
load created by loading �les demanded by a user and background writes
performed to maintain �le consistency�

� Introduction

The ability to work from any location has rapidly become a requirement for
many users� and systems and network designers must respond to the challenge
of supporting mobile computing� Our interest is in providing �le system support
to mobile users where only a low�bandwidth� �or weak� network connection to
a �le server �and other resources provided by a local�area network� is available�
The high latency and�or unreliability of a weak network connection means that
the mobile client cannot rely exclusively on the network for �le system services�
File caching at the client appears to o	er the best solution for maintaining �le
system performance in a weakly�connected mobile environment�

The use of client �le caching to support mobility originally arose in the
context of disconnected operation� where the mobile client has no network con�
nection at all� While operating in disconnected mode the client relies on cached
copies of optimistically replicated �les� all cache misses are fatal �there is no way
to retrieve a requested �le which is not present at the client�� and reintegration

� �Low bandwidth may arise from a low�technology connection� from network con�
gestion� from distance from the home network� or from a combination of all three�
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© Springer-Verlag Berlin Heidelberg 1998



with the home �le system cannot occur until reconnection takes place �increas�
ing the likelihood of con�icts when both the cached and permanent copies of
a �le are updated independently�� These issues become less problematic when
the mobile client has even a weak network connection� Cache misses can be ser�
viced� albeit slowly� and �le updates can be sent back to the �le server much
more quickly� reducing the chance of update con�icts occurring�

File systems with support for weakly�connected operation have been de�
scribed by Mummert �Coda� 	
� and Huston �AFS� 	��� These systems are based
on the same caching techniques which are used to support disconnected opera�
tion  whole��le caching of optimistically replicated �les� Prior to �going mobile�
the client�s cache gathers �les for use while weakly�connected� �This process is
called hoarding in the Coda �le system 	����� While mobile� any updates made
to cached �les are stored in a log �le� The weak network connection is used to
retrieve any requested �les which are not present in the client�s cache� and can
also be used to send log �le entries back to the �le server� �This is called trickle

reintegration in Coda and background replay in AFS�� Regardless of the speci�c
�le system in use� client caching is the central component of these systems�

As with much of the current work in mobility� the client caching techniques
currently used in systems which support weakly�connected operation have been
developed with functionality as their primary goal� However� the cache is also
the key to achieving acceptable �le system performance� We feel that users will
be willing to sacri�ce some performance for the advantages of mobility� but that
a large degradation will be unacceptable� If acceptable �le system performance
is to be achieved while mobile� appropriate caching decisions must be made�

One important cache management decision is how �and when� modi�cations
that have been stored in the client�s log �le can and should be propagated back
to the �le server� Two con�icting goals complicate this problem� First� it is
desirable to write back the contents of the log �le as soon as possible in order to
reduce the likelihood of update con�icts occurring due to sharing of �les under
an optimistic replication scheme 	�� 
�� As well� performing write backs promptly
helps reduce the size of the log �le� which is desirable for freeing local client
resources �disk space�� as well as for reducing reintegration time once the client
regains a strong connection 	��� Write backs also help protect �le modi�cations
from loss due to failure� damage or theft of the mobile client 	
��

Con�icting with the bene�ts of eagerly performing write backs is the need
for reads to have priority for network usage� Any time a �le must be transfered
from a server �in response to a read miss�� it is likely that both the application
which requested the �le and the user will be stalled until the read has been
completed� Therefore it is desirable that reads start �and complete� as soon
as possible� and performing write backs could easily interfere with this goal�
particularly if �whole��le� caching is being used� An advantage of delaying �and
thus a disadvantage of eagerly performing� write backs is the fact that it is
common for several modi�cations to be made to a �le over a short period of
time� and the number of actual I�O operations which need to be performed can
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be reduced by delaying the write back� Huston and Honeyman found that ���
of operations stored in a log �le could be eliminated by delaying write backs ��	�

We use trace
driven simulation to investigate the performance of two write

back scheduling policies� a simple statistical policy and a more explicit �reader
preference policy� Our results indicate that even at low bandwidths� even a sim

ple write
back policy� can reintegrate changes to cached �les with the home �le
system in an acceptable period of time� and can do so with very little interfer

ence with read tra�c� This performance can be achieved with quite reasonably
sized caches at the mobile client�

� Experimental Setup

The approach taken in this study was to gather detailed traces of real �le system
activity from users performing �everyday work� and to use these traces to drive
simulations of a mobile client�s �le cache� We begin with a description of the type
of mobile environment envisioned by this work� The techniques used to collect
the traces are described next� followed by a discussion of the simulation model�
Some notes on the simulation methodology conclude the section�

��� The Mobile Environment

We envision a style of location
independent computing that is based on current
LAN
based client
server distributed systems� Each mobile user is assumed to
originate from such a LAN� which is called his�her �home location� This is
where the home �le server resides� Apart from his�her home location �say� the
workplace�� a user may work from several other locations from time to time�
such as his�her place of residence� a hotel room� or another laboratory�

The type of work being performed is assumed to be that found in a typical
academic�research environment� such things as text editing� compiling programs
from source code� document preparation and viewing� and information browsing
�such as using a World Wide Web client�� We focus on this type of workload
despite the arguments that this is not the type of work which users will likely
do in a mobile environment ��	� Since it is impossible to predict accurately what
future workloads from mobile environments will look like� we feel that stronger
results can be obtained by using a workload model based on current data rather
than some speculative model of future user behaviour�

Figure � shows the system model used in this work� The client �le cache
manager prepares for going mobile by hoarding �whole� �les while the client is
strongly connected� Optimistic replication ��	 and whole
�le caching are assumed�
Whenever the client attempts to read from a �le� the cache is searched for the
�le� If the �le is present in the cache no network access is needed� If not� then the
read request is placed in the read queue where it waits for access to the network�
When the network becomes available� the request is sent to the �le server over
the weak connection� and the �le is then transfered to the client� When a client
issues a write� the operation is saved in the log �le� and is placed in the write
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queue� The write may later be sent to the �le server over the weak connection
for �le system reintegration�

��� Collection of Workload Traces

In order to obtain the traces of �le system activity� modi�cations were made
to the HP�UX ���� operating system kernel to record all read�� and write��

system calls� Information such as the device and inode numbers of �les� user
ID	s� and �le sizes was recorded� A complete list of the parameters recorded is
given in Table 
�

A series of traces was collected from a set of four HP Series ��� workstations
by capturing all �le system activity over a seven�day period� This data was
broken into seven day�long segments� and were combined into a set of four week�
long� continuous traces� each from a single workstation� From these four traces�
the activity of single users was isolated and stored in separate trace �les� These
individual�user traces from each workstation were then combined �maintaining
the time stamps on each event� resulting in traces which recorded the �le activity
of a single user �on all four workstations over a period of one week� In the
interests of space we limit this analysis to two of these week�long single�user
traces� the characteristics of which are summarised in Table �� �Active Time�
is the duration of the trace ��� hours times seven days minus any periods of
inactivity greater than 
� minutes in length� �Total Requests� is the sum of the

Table �� System Calls and Parameters Recorded

System Calls Recorded Parameters Recorded

read�� time� process ID� user ID� error status� vnode pointer�

write�� �le type� device� inode� �le size� �le o�set� transfer size�

�le name
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Table �� Trace Characteristics

Active Total Unique Unique Read Write Write
Trace Time Requests Files Bytes Transfers Transfers Requests

�Hours� �MB� �MB� �MB� �� of total�

Trace � ���� ��	�
 
�
 �� ���  
���
Trace � ��	 �
��	 �			 �� ��� 
� ����

number of read and write requests in the trace� �Unique Files� is the number of
�les which are either read from or written to in the trace� counting each distinct
�le only once� �Unique Bytes� is the total size of all unique �les seen in the
trace� �Read Transfers� and �Write Transfers� are the total amount of data
read and written� and �Write Requests� indicates the fraction of requests which
are writes� Trace � was chosen because it is typical of the traces collected� and
has characteristics similar to those of traces used in other studies �such as 	�
��
Trace � was chosen because it has an unusually high level of write activity 
roughly two�thirds of all events are writes� This trace is included as a �stress
test� of the write�back scheduling policies considered�

��� Simulation Model

The simulator reads and processes each read�write event in the input trace �le
sequentially� The client is considered to be strongly connected �with a �� Mb�sec
network link� at �rst	 and prepares for weak connection by operating in a 
hoard�
ing� mode for some speci�ed period of simulation time� The client cache �which
is of a �xed size� begins empty	 but stores copies of all �les referenced while
in hoarding mode� If there is insucient space in the cache to store a �le	 �les
are removed �according to the replacement policy currently in use� until there is
enough space in the cache for the new �le� After some period of time the client
becomes weakly connected	 at which time hoarding activity is halted� The client
remains weakly connected for the remainder of the simulation�

When a read event occurs	 the client cache is searched for the requested �le�
If the �le is present in the cache �a hit�	 no action is required� Otherwise	 a read
miss has occurred and the �le is transfered from a �le server to the client over
the weak connection	 and the �le is placed in the cache �potentially replacing
other �les if the cache is full�� Since reads are assumed to be blocking events	 no
other activity occurs at the client�

When a write event occurs	 the log �le is updated� For the purposes of simu�
lation the log �le stores only the content of write operations and a time stamp�
After each write the log �le is searched for an entry that overlaps the current
write� An entry is said to overlap if it is from the same �le and any portion of
the data in the entry is from the same segment of the �le as the new entry� All
overlapping log �le entries are deleted	 and the new entry is added to the log
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�le� No simulation time is consumed processing a write� All writes are assumed
to be non�blocking�

A write back can be performed at any time� as determined by the write�back
policy in use �LRU�� Regardless of policy� the oldest entry in the log �le is always
written back �rst�

The simulation runs until all trace events have been processed� It is possible
�and common� for there to be entries remaining in the log �le when the simulation
completes�

A series of initial experiments was performed to determine reasonable values
for various simulation parameters� which were then �xed for the remainder of the
study� The client is considered to be strongly connected for an initial period of
�� hours �the hoarding phase�� during which the cache is 	heated
 in preparation
for subsequent mobile activity �as is done in ���� While mobile� LRU replacement
is used regardless of the type of connection and size of cache�

��� Performance Metrics

As noted in ��� there is a need to develop metrics for e�ectively evaluating
caching strategies for mobile environments� since the constraints imposed by
the mobile environment make the resource�performance trade�o�s pertaining to
caching signi�cantly di�erent from those in a LAN environment� The metrics
used in this study aim to characterise important relationships between resource
consumption and performance when managing a mobile client�s �le cache�

One important measure of performance is the amount of time required to
service all I�O requests in a reference trace� This quantity consists of two com�
ponents� read service time� the amount of time spent transferring �les requested
by applications that resulted in cache misses� and write interference time� the
amount of time spent waiting for write backs to complete when the read queue
is not empty� For this study� the total �simulation� time required to process all
events is reported as a 	time expansion
 value� This is computed by dividing the
total time simulation time by the time required to process the same trace while
strongly connected� The resulting ratio provides an indication of the 	slowdown

resulting from the weakly connected environment� Write interference time is also
of interest since it directly measures the amount by which the decisions of a given
write�back policy extend the total time required to service all requests in a trace�

The size of the mobile client�s log �le is also measured� The maximum size
of the log �le indicates a minimum level of available disk capacity needed at the
client �in addition to that required for the �le cache and other local �les� to
operate in weakly�connected mode for the duration of the trace�

The period of time from when a �le is modi�ed until it is written back is of
interest since it is during this period that update con�icts can occur or changes
can be lost due to some sort of failure� The less time an update spends in the
log �le� the less chance there is of such problems occurring�

Finally� since the reason for delaying write backs is to reduce the number
which need to be performed� the fraction of log �le entries which are overwritten
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by subsequent overlapping write activity is examined� If the frequency of log �le
overwrites is low� the disadvantages of delaying writes outweigh the advantages�

� The Experiments

��� Policies

Our study focuses on the problem of accommodating both reads and writes
over a low bandwidth connection� Since the demand placed on a mobile client�s
network connection will often exceed the bandwidth available� it is necessary
to implement policies which control access to the network� In this study� there
are two sources of network tra�c � the read queue and the write queue �see
Section 	�
�� Requests in the read queue are given access to the network im�
mediately upon the network becoming idle� While weakly connected� requests
in the write queue �i�e� write backs� are given access according to one of the
following write�back scheduling policies�

� No Write Back �No WB� � perform no write backs while weakly connected
� Lotto � hold a lottery �with the write queue receivingW tickets and the read

queue receiving R tickets�� after each transfer �read or write� has completed�
or if the network has been idle for some �xed period I �set to ��
 seconds for
this study��� write back the oldest log �le entry in its entirety whenever the
write queue wins a lottery

� Delayed Write Back with Preemption �DWB�P� � begin writing back the
oldest log �le entry if it has been in the log �le for at least some �xed aging
period A �set to 
� minutes for this study� and if the network is idle� if a
read request occurs before the write back has completed� halt the write back
and resume from the same point when the network becomes idle

Each of these policies attempts to perform writes whenever possible while
giving priority to read tra�c� No Write Back is included simply to provide a
basis for comparison� �At the other extreme is the Write Through policy� in which
writes are performed immediately with the application blocking until the write
has been completed� We do not examine Write Through� since its appropriateness
is doubtful even in a strongly connected environment� and it is even more poorly
suited for a mobile client�� Delayed Write Back with Preemption gives priority to
reads by performing writes only when the network is otherwise idle� A write back
in progress will be halted if a read request is received� and will be resumed from
the same point at a later time� Lotto is based on the policy described in �

� �and
used in AFS ����� with modi�cations to work on a whole��le �rather than packet�
basis� Lotto attempts to detect idleness using �xed timer�based prediction ����

� Additional polices are considered in ���
� The number of read tickets �R� is set to ��� and the number of write tickets �W� is
set to �� These values were used to maintain the same ratio of tickets for write backs
to other tra�c used in �	��

� Based on preliminary experiments to determine reasonable values�
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��� Results

Figures � and � show the time expansion experienced for each write�back policy
for client cache sizes of �� MB and �� MB respectively� Very little di�erence in
performance is seen between the various policies� With Trace � there is essentially
no di�erence in performance	 and there is only a very small di�erence with
Trace �� Regardless of write�back policy	 with a relatively small client cache of
�� MB	 the time expansion values are all small enough 
less than ��� that a user
should be able to work e�ectively even with a very low�bandwidth connection
of ��� kb�sec�� Increasing the cache size to �� MB reduces the upper bound on
time expansion to ���

� This represents a �net� �i�e� e	ective
 bandwidth value� ignoring any bandwidth lost
to congestion� routing delays� retransmissions� etc�
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Results for all remaining experiments are presented only for a client cache

size of �� MB� a size that is not unreasonable by today�s standards�

The fraction of total run time attributable to write interference for the Lotto

policy can be seen in Figure �� As expected� interference time is reduced by

increasing bandwidth� but even at low bandwidths very little write interference

is observed� By design the Delayed Write Back with Preemption policy does not

experience write interference�

Figure � demonstrates the cost of write	back policies� as re
ected by the

maximum size of the log �le at the client� Bandwidth has almost no e�ect on the

size of the log �le for any of the write	back policies� The log �le size of the No

Write Back policy is provided to show the extent to which each policy reduces

the size of the log �le� For both traces� the maximum size of the log �le is under

227Scheduling Write Backs for Weakly-Connected Mobile Clients



Trace � Trace �

0

0.2

0.4

0.6

0.8

1

9.6 14.4 28.8 57.6

Fr
ac

tio
n 

of
 L

og
 E

nt
rie

s 
O

ve
rw

rit
te

n

Bandwidth (kb/sec)

No WB
DWB-P

Lotto

0

0.2

0.4

0.6

0.8

1

9.6 14.4 28.8 57.6

Fr
ac

tio
n 

of
 L

og
 E

nt
rie

s 
O

ve
rw

rit
te

n

Bandwidth (kb/sec)

No WB
DWB-P

Lotto

Fig� �� Fraction of Log Entries Overwritten ��� MB cache�

Trace � Trace �

0

5

10

15

20

25

30

35

40

9.6 14.4 28.8 57.6

Av
g.

 T
im

e 
In

 L
og

 (m
in

)

Bandwidth (kb/sec)

DWB-P
Lotto

0

5

10

15

20

25

30

35

40

9.6 14.4 28.8 57.6

Av
g.

 T
im

e 
In

 L
og

 (m
in

)

Bandwidth (kb/sec)

DWB-P
Lotto

Fig� �� Average Time Entries Remain in Log File ��� MB cache�

� MB� This is particularly surprising for Trace �� since �� MB of write activity
is present in that trace�

The small log �le sizes observed for all policies are due in part to the large
number of log �le entries which are overwritten while in the log �le� as seen in
Figure �� Although the values shown for Trace � are in line with those reported
in ��	� they are much larger than was observed for Trace 
� where approximately
������ of log �le entries were overwritten� This is likely due to the higher
percentage of write requests present in Trace � �see Table ��� Again� the di�erence
in performance between the various writeback policies is small�

Finally� Figure � shows the average period of time log �le entries remain
in the log �le� The time in log �le is reduced as bandwidth increases� since it
is possible to perform more write backs� This reduction is relatively small in
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most cases� As is expected� use of a more �aggressive� write back�policy �such
as Lotto� results in log 	le entries being reintegrated more quickly than with a
more �conservative� write�back policy �such as Delayed Write Back�� with the
amount of di
erence depending on the number of writes which are performed�
For Trace �� the di
erence between the two policies is small� but in Trace ��
where many more writes are performed� the di
erence is signi	cant� In all cases�
the average time a log 	le entry remains in the log 	le is quite short� ranging from
� to � minutes �depending on network bandwidth�� even with a conservative
write�back policy� We deem this to be an acceptable period of time since it
is likely within the length of a user�s working session� which means that the
majority of changes made to 	les will likely be propagated to the server before
he�she is 	nished working�

� Conclusions

Our simulation results show that it is possible to provide quite good 	le system
support in a weakly�connected environment� servicing read requests in a timely
manner while at the same time providing acceptable write service� Even when
bandwidth is low� there is enough unused network capacity that even a con�
servative write�back policy� such as Delayed Write Back� results in writes being
reintegrated with the home 	le system in an acceptable period of time � less than
�� minutes in most cases� This is accomplished with very little interference with
read tra�c� increasing the total time required to perform all read operations by
less than � in most cases� This level of performance can be achieved even at a
resource�poor client� For the traces examined in this study� a �� MB 	le cache
was found to be large enough to support this type of activity� While there are
de	nitely performance bene	ts to be gained from higher�bandwidth connections�
even a ��� kb�sec network link proved to be enough to provide acceptable levels
of performance�

The performance bene	ts of delaying write backs were found to be quite
substantial� By ensuring that log 	le entries remain in the log 	le for even �
minutes� the number of entries in the log 	le can be dramatically reduced by
overlapping writes� in turn signi	cantly reducing the number of write backs which
need to be performed�

Interestingly� the Delayed Write Back with Preemption policy did not per�
form signi	cantly better than Lotto� This is encouraging since it shows that it is
not necessary for write�back policies to be complex in order to achieve acceptable
levels of performance�

File access is an important requirement of a mobile computing environment�
The presence of a weak network connection provides a mobile client with an
opportunity to have the same 	le access functionality as a strongly connected
client� Although such functionality comes with an attendant cost �in both re�
source needs and performance�� our study suggests that these costs should be
acceptable� even when simple write�back scheduling policies are used�
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Abstract� We consider a distributed server system model and ask which

policy should be used for assigning tasks to hosts� In our model each

host processes tasks in First�Come�First�Serve order and the task�s ser�

vice demand is known in advance� We consider four task assignment

policies commonly proposed for such distributed server systems� Round�

Robin� Random� Size�Based� in which all tasks within a give size range

are assigned to a particular host� and Dynamic�Least�Work�Remaining�

in which a task is assigned to the host with the least outstanding work�

Our goal is to understand the in�uence of task size variability on the

decision of which task assignment policy is best� We �nd that no one of

the above task assignment policies is best and that the answer depends

critically on the variability in the task size distribution� In particular

we �nd that when the task sizes are not highly variable� the Dynamic

policy is preferable� However when task sizes show the degree of variabil�

ity more characteristic of empirically measured computer workloads� the

Size�Based policy is the best choice� We use the resulting observations

to argue in favor of a speci�c size�based policy� SITA�E� that can out�

perform the Dynamic policy by almost 	 orders of magnitude and can

outperform other task assignment policies by many orders of magnitude�

under a realistic task size distribution�

� Introduction

To build high�capacity server systems� developers are increasingly turning to

distributed designs because of their scalability and cost�e�ectiveness� Examples

of this trend include distributed Web servers� distributed database servers� and

high performance computing clusters� In such a system� requests for service arrive

and must be assigned to one of the host machines for processing� The rule for

assigning tasks to host machines is known as the task assignment policy�
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In this paper we concentrate on the particular model of a distributed server
system in which each incoming task is immediately assigned to a host machine�
and each host machine processes its assigned tasks in �rst�come��rst�served
�FCFS� order� We also assume that the task�s service demand is known in ad�
vance� Our motivation for considering this model is that it is an abstraction of
some existing distributed servers� described in Section 	�

We consider four task assignment policies commonly proposed for such dis�
tributed server systems
 Round�Robin� in which tasks are assigned to hosts in a
cyclical fashion� Random� in which each task is assigned to each host with equal
probability� Size�Based� in which all tasks within a certain size range are sent
to an individual host� and Dynamic �also known as Least�Work�Remaining� in
which an incoming task is assigned to the host with the least amount of out�
standing work left to do �based on the sum of the sizes of those tasks in the
queue��

Our goal is to study the in�uence of task size variability on the decision
of which task assignment policy is best� We are motivated in this respect by
the increasing evidence for high variability in task size distributions� witnessed
in many measurements of computer workloads� In particular� measurements of
many computer workloads have been shown to �t a heavy�tailed distributions
with very high variance� as described in Section ��

In comparing task assignment policies� we make use of simulations and also
analysis or analytic approximations� We show that the variability of the task size
distribution makes a crucial di�erence in choosing a task assignment policy� and
we use the resulting observations to argue for a speci�c task assignment policy
that works well under conditions of high task size variance�

� Background and Previous Work

��� Fundamental Results in Task Assignment

The problem of task assignment in a model like ours has been extensively stud�
ied� but many basic questions remain open� In the case where task sizes are
unknown� the following results exist
 Under an exponential task size distribu�
tion� the optimality of Shortest�Line task assignment policy �send the task to
the host with the shortest queue� was proven by Winston ���� and extended
by Weber ��� to include task size distributions with nondecreasing failure rate�
The actual performance of the Shortest�Line policy is not known exactly� but is
approximated by Nelson and Phillips ���� In fact as the variability of the task
size distribution grows� the Shortest�Line policy is no longer optimal� Whitt ��	��

In the case where the individual task sizes are known� as in our model� equiv�
alent optimality and performance results have not been developed for the task
assignment problem� to the best of our knowledge� For the scenario in which the
ages of the tasks currently serving are known� Weber ��� has shown that the
Shortest�Expected�Delay rule is optimal for task size distributions with increas�
ing failure rate� and Whitt ��	� has shown that there exist task size distributions
for which the Shortest�Expected�Delay rule is not optimal�
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Fig� �� Measured distribution of UNIX process CPU lifetimes� from ���� Data indicates
fraction of jobs whose CPU sevice demands exceed T seconds� as a function of T �

��� Measurements of task size distributions in computer

applications

Many application environments show a mixture of task sizes spanning many or�
ders of magnitude� In such environments there are typically many small tasks�
and fewer large tasks� Much previous work has used the exponential distribution
to capture this variability� as described in Section ���� However� recent mea�
surements indicate that for many applications the exponential distribution is a
poor model and that a heavy�tailed distribution is more accurate� In general a
heavy�tailed distribution is one for which PrfX � xg � x��� where � � � � ��

Task sizes following a heavy�tailed distribution show the following properties�

�� Decreasing failure rate� In particular� the longer a task has run� the longer
it is expected to continue running�

�� In	nite variance 
and if � � �� in	nite mean��
�� The property that a very small fraction 
� �� of the very largest tasks

make up a large fraction 
half� of the load� We will refer to this important
property throughout the paper as the heavy�tailed property�

The lower the parameter �� the more variable the distribution� and the more
pronounced is the heavy�tailed property� i�e� the smaller the faction of large
tasks that comprise half the load�

As a concrete example� Figure � depicts graphically on a log�log plot the
measured distribution of CPU requirements of over a million UNIX processes�
taken from paper ���� This distribution closely 	ts the curve

PrfProcess Lifetime � Tg � ��T�

In ��� it is shown that this distribution is present in a variety of computing envi�
ronments� including instructional� reasearch� and administrative environments�

233On Choosing a Task Assignment Policy for a Distributed Server System



In fact� heavy�tailed distributions appear to �t many recent measurements of
computing systems� These include� for example�

� Unix process CPU requirements measured at Bellcore� � � � � ���	 
���
� Unix process CPU requirements� measured at UC Berkeley� � � � 
	��
� Sizes of �les transferred through the Web� ��� � � � �� 
�� ��
� Sizes of �les stored in Unix �lesystems� 
���
� I�O times� 
����
� Sizes of FTP transfers in the Internet� �� � � � ��� 
����

In most of these cases where estimates of � were made� � � � � �� In fact�
typically � tends to be close to �� which represents very high variability in task
service requirements�

� Model and Problem Formulation

We are concerned with the following model of a distributed server� The server
is composed of h hosts� each with equal processing power� Tasks arrive to the
system according to a Poisson process with rate �� When a task arrives to the
system� it is inspected by a dispatcher facility which assigns it to one of the
hosts for service� We assume the dispatcher facility knows the size of the task�
The tasks assigned to each host are served in FCFS order� and tasks are not
preemptible� We assume that processing power is the only resource used by
tasks�

The above model for a distributed server was initially inspired by the xolas
batch distributed computing facility at MIT�s Laboratory for Computer Science�
Xolas consists of � identical multiprocessor hosts� Users specify an upper bound
on their job�s processing demand� If the job exceeds that demand� it is killed�
The xolas facility has a dispatcher front end which assigns each job to one of
the hosts for service� The user is given an upper bound on the time their job
will have to wait in the queue� based on the sum of the sizes of the jobs in that
queue� The jobs queued at each host are each run to completion in FCFS order�

We assume that task sizes show some maximum �but large� value� As a re�
sult� we model task sizes using a distribution that follows a power law� but has
an upper bound� We refer to this distribution as a Bounded Pareto� It is charac�
terized by three parameters� �� the exponent of the power law� k� the smallest
possible observation� and p� the largest possible observation� The probability
mass function for the Bounded Pareto B�k� p� �� is de�ned as�

f�x� �
�k�

�� �k�p��
x���� k � x � p� ���

Throughout this paper we model task sizes using a B�k� p� �� distribution�
and vary � over the range � to � in order to observe the e�ect of changing
variability of the distribution� To focus on the e�ect of changing variance� we
keep the distributional mean �xed �at ���� and the maximum value �xed �at
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Fig� �� Parameters of the Bounded Pareto Distribution �left�� Second Moment of

B�k� ����� �� as a function of �� when E fXg � 	��� �right�


Number of hosts h � �


System load � � ���

Mean service time E fXg � ���� time units

Task arrival process Poisson with rate � � � � ��E fXg �h � �����
tasks�unit time

Maximum task service time p � ���� time units

� parameter � � � � �

Minimum task service time chosen so that mean task service time stays
constant as � varies 	� � k � �
���

Table �� Parameters used in evaluating task assignment policies

p � ������ In order to keep the mean constant� we adjust k slightly as � changes
�� � k � ������ The above parameters are summarized in Table ��

Note that the Bounded Pareto distribution has all its moments 	nite� Thus� it
is not a heavy
tailed distribution in the sense we have de	ned above� However�
this distribution will still show very high variability if k � p� For example�
Figure � �right� shows the second moment E

�
X�

�
of this distribution as a

function of � for p � ����� where k is chosen to keepE fXg constant at ����� �� �
k � ������ The 	gure shows that the second moment explodes exponentially as
� declines� Furthermore� the Bounded Pareto distribution also still exhibits the
heavy
tailed property and �to some extent� the decreasing failure rate property
of the unbounded Pareto distribution�

Given the above model of a distributed server system� we ask how to select
the best task assignment policy� The following four are common choices

Random  an incoming task is sent to host i with probability ��h� This policy
equalizes the expected number of tasks at each host�

Round�Robin  tasks are assigned to hosts in cyclical fashion with the ith
task being assigned to host i mod h� This policy also equalizes the expected
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number of tasks at each host� and typically has less variability in interarrival
times than Random�

Size�Based � Each host serves tasks whose service demand falls in a designated
range� This policy attempts to keep small tasks from getting �stuck� behind
large tasks�

Dynamic � Each incoming task is assigned to the host with the smallest amount
of outstanding work� which is the sum of the sizes of the tasks in the host�s
queue plus the work remaining on that task currently being served� This
policy is optimal from the standpoint of an individual task� and from a
system standpoint attempts to achieve instantaneous load balance�

In this paper we compare these policies as a function of the variability of
task sizes� The e�ectiveness of these task assignment schemes will be measured
in terms of mean waiting time and mean slowdown� where a task�s slowdown is
its waiting time divided by its service demand� All means are per	task averages�

��� A New Size�Based Task Assignment Policy� SITA�E

Before delving into simulation and analytic results� we need to specify a few
more parameters of the size	based policy�

In size	based task assignment� a size range is associated with each host and a
task is sent to the appropriate host based on its size� In practice the size ranges
associated with the hosts are often chosen somewhat arbitrarily� There might be
a 
�	minute queue for tasks of size between � and 
� minutes� a 	hour queue
for tasks of size between 
� minutes and  hours� a �	hour queue� a 
�	hour
queue and an 
�	hour queue� for example� �This example is used in practice at
the Cornell Theory Center IBM SP� job scheduler �����

In this paper we choose a more formal algorithm for size	based task assign	
ment� which we refer to as SITA	E � Size Interval Task Assignment with Equal
Load� The idea is simple� de�ne the size range associated with each host such
that the total work �load� directed to each host is the same� The motivation for
doing this is that balancing the load minimizes mean waiting time�

The mechanism for achieving balanced expected load at the hosts is to use
the task size distribution to de�ne the cuto� points �de�ning the ranges� so that
the expected work directed to each host is the same� The task size distribution
is easy to obtain by maintaining a histogram �in the dispatcher unit� of all task
sizes witnessed over a period of time�

More precisely� let F �x� � PrfX � xg denote the cumulative distribution
function of task sizes with �nite mean M � Let k denote the smallest task size�
p �possibly equal to in�nity� denote the largest task size� and h be the number
of hosts� Then we determine �cuto� points� xi� i � � � � � h where k � x� � x� �

x� � � � � � xh�� � xh � p� such that

Z x�

x��k

x � dF �x� �

Z x�

x�

x � dF �x� � � � � �

Z xh�p

xh��

x � dF �x� �
M

h
�

R p

k
x � dF �x�

h

and assign to the ith host all tasks ranging in size from xi�� to xi�
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SITA�E as de�ned can be applied to any task size distribution with �nite
mean� In the remainder of the paper we will always assume the task size distri�
bution is the Bounded Pareto distribution� B�k� p� ���

� Simulation Results

In this section we compare the Random� Round�Robin� SITA�E� and Dynamic
policies via simulation� Simulation parameters are as shown in Table ��

Simulating a server system with heavy�tailed� highly variable service times is
di	cult because the system approaches steady state very slowly and usually from
below 
��� This occurs because the running average of task sizes is typically at the
outset well below the true mean the true mean isn�t achieved until enough large
tasks arrive� The consequence for a system like our own is that simulation outputs
appear more optimistic than they would in steady�state� To make our simulation
measurements less sensitive to the startup transient� we run our simulation for
����� arrivals and then capture data from the next single arrival to the system
only� Each data point shown in our plots is the average of ��� independent runs�
each of which started from an empty system�

We consider � values in the range ��� �high variability� to ��� �lower vari�
ability�� As described in Section ���� � values in the range ��� to ��� tend to be
common in empirical measurements of computing systems�
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1.1 1.2 1.3 1.4 1.5 1.6 1.7 1.8 1.9
10−1

100

101

102

103

104

105
Simulated mean slowdown

alpha

− Random

−. Round−Robin

... Dynamic
−− SITA−E

�a� �b�

Fig� �� Mean Waiting Time �a� and Mean Slowdown �b� under Simulation of Four
Task Assignment Policies as a Function of ��

Figure � shows the performance of the system for all four policies� as a func�
tion of � �note the logarithmic scale on the y axis�� Figure ��a� shows mean
waiting time and ��b� shows mean slowdown� Below we simply summarize these
results in the next section� we will use analysis to explain these results�
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First of all� observe that the performance of the system under the Random
and Round Robin policies is similar� and that both cases perform much more
poorly than the other two �SITA�E and Dynamic�� As � declines� both of the
performance metrics under the Random and Round�Robin policies explode ap�
proximately exponentially� This gives an indication of the severe impacts that
heavy�tailed workloads can have in systems with naive task assignment policies�

The Dynamic policy shows the bene�ts of instantaneous load balancing� Dy�
namic is on the order of �		 times better for both metrics when compared to
Random and Round Robin� For large �� this means that Dynamic performs quite
well
with mean slowdown less than �� However as the variability in task size
increases �as � � ��� Dynamic is unable to maintain good performance� It too
su�ers from roughly exponential explosion in performance metrics as � declines�

In contrast� the behavior of SITA�E is quite di�erent from that of the other
three� Over the entire range of � values studied� the performance of the system
under SITA�E is relatively unchanged� with mean slowdown always between �
and � This is the most striking aspect of our data� in a range of � in which per�
formance metrics for Random� Round Robin� and Dynamic all explode� SITA�E�s
performance remains remarkably insensitive to increase in task size variability�

As a result we �nd that when task size is less variable� Dynamic task assign�
ment exhibits better performance� but when task sizes show the variability that is
more characteristic of empirical measurements �� � ����� SITA�E�s performance
can be on the order of �		 times better than that of Dynamic�

In ��� we simulate a range of loads ��� and show that as load increases�
SITA�E becomes preferable to Dynamic over a larger range of ��

The remarkable consistency of system performance under the SITA�E policy
across the range of � from ��� to ��� is di�cult to understand using the tools of
simulation alone� For that reason the next section develops analysis of SITA�E
and the other policies� and uses that analysis to explain SITA�E�s performance�

� Analysis of Task Assignment Policies

To understand the di�erences between the performance of the four task assign�
ment policies� we provide a full analysis of the Round�Robin� Random� and
SITA�E policies� and an approximation of the Dynamic policy�

In the analysis below we will repeatedly make use of the Pollaczek�Kinchin
formula below which analyzes the M�G�� FCFS queue�

E fWaiting Timeg � �E
�
X�

�
����� �� �Pollaczek�Kinchin formula�

E fSlowdowng � E fW�Xg � E fWg �E
�
X��

�

where � denotes the rate of the arrival process� X denotes the service time
distribution� and � denotes the utilization �� � �E fXg�� The slowdown formulas
follow from the fact that W and X are independent for a FCFS queue�
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Observe that every metric for the simple FCFS queue is dependent onE
�
X�

�
�

the second moment of the service time� Recall that if the workload is heavy�
tailed� the second moment of the service time explodes� as shown in Figure ��

Random Task Assignment� The Random policy simply performs Bernoulli split�
ting on the input stream� with the result that each host becomes an independent
M�B�k� p� ���� queue� The load at the ith host� is equal to the system load� that
is� �i 	 �� So the Pollaczek�Kinchin formula applies directly� and all performance
metrics are proportional to the second moment of B�k� p� ��� Performance is gen�
erally poor because the second moment of the B�k� p� �� is high�

Round Robin� The Round Robin policy splits the incoming stream so each host
sees an Eh�B�k� p� ���� queue� with utilization �i 	 �� This system has per�
formance close to the Random case since it still sees high variability in service
times� which dominates performance�

SITA�E� The SITA�E policy also performs Bernoulli splitting on the arrival
stream �which follows from our assumption that task sizes are independent�� By
the de
nition of SITA�E� �i 	 �� However the task sizes at each queue are deter�
mined by the particular values of the interval cuto�s� fxig� i 	 �� ���� h� In fact�
host i sees a M�B�xi��� xi� ���� queue� The reason for this is that partitioning
the Bounded Pareto distribution into contiguous regions and renormalizing each
of the resulting regions to unit probability yields a new set of Bounded Pareto
distributions� In �� we show how to calculate the set of xis for the B�k� p� ��
distribution� and we present the resulting formulas that provide full analysis of
the system under the SITA�E policy for all the performance metrics�

Dynamic� The Dynamic policy is not analytically tractable� which is why we
performed the simulation study� However� in �� we prove that a distributed
system of the type in this paper with h hosts which performs Dynamic task
assignment is actually equivalent to an M�G�h queue� Fortunately� there exist
known approximations for the performance metrics of the M�G�h queue ����

E
�
QM�G�h

�
	 E

�
QM�M�h

�
�E

�
X�

�
�E fXg

�
�

where X denotes the service time distribution and Q denotes the number in
queue� What�s important to observe here is that the mean queue length� and
therefore the mean waiting time and mean slowdown� are all proportional to the
second moment of the service time distribution� as was the case for the Random
and Round�Robin task assignment policies�

Using the above analysis we can compute the performance of the above task
assignment policies over a range of � values� Figure � shows the analytically�
derived mean waiting time and mean slowdown of the system under each pol�
icy over the whole range of �� Figure � again shows these analytically�derived
metrics� but only over the range of � � � � �� which is the range of � corre�
sponding to most empirical measurements of process lifetimes and 
le sizes �see
Section ����� �Note that� because of slow simulation convergence as described at
the beginning of Section �� simulation values are generally lower than analytic
predictions� however all simulation trends agree with analysis��
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First observe that the performance of the Random and Dynamic policies in

both these �gures grows worse as � decreases� where the performance curves

follow the same shape as the second moment of the Bounded Pareto distribu�

tion� shown in Figure �� This is expected since the performance of Random and

Dynamic is directly proportional to the second moment of the service time dis�

tribution� By contast� looking at Figure � we see that in the range � � � � ��

the mean waiting time and especially mean slowdown under the SITA�E policy

is remarkably constant� with mean slowdowns around 	� whereas Random and

Dynamic explode in this range� The insensitivity of SITA�E
s performance to �

in this range is the most striking property of our simulations and analysis�
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Why does SITA�E perform so well in a region of task size variability wherein
a Dynamic policy explodes� A careful analysis of the performance of SITA�E at
each queue of the system �see ���� leads us to the following answers	


� By limiting the range of task sizes at each host� SITA�E greatly reduces
the variance of the task size distribution witnessed by the lowered�numbered
hosts� thereby improving performance at these hosts� In fact the performance
at most hosts is superior to that of an MM
 queue with utilization ��

�� When load is balanced� the majority of tasks are assigned to the low�numbered
hosts� which are the hosts with the best performance� This is intensi�ed by
the heavy�tailed property which implies that very few tasks are assigned to
high numbered hosts�

�� Furthermore� mean slowdown is improved because small tasks observe pro�
portionately lower waiting times�

For the case of � � 
� shown in Figure �� even under the SITA�E policy�
system performance eventually deteriorates badly� The reason is that as over�
all variability in task sizes increases� eventually even host 
 will witness high
variability� Further analysis ��� indicates that adding hosts can extend the range
over which SITA�E shows good performance� For example� when the number of
hosts is ��� SITA�E�s performance does not deteriorate until � � ���

� Conclusion

In this paper we have studied how the variability of the task size distribution
in�uences which task assignment policy is best in a distributed system� We
consider four policies	 Random� Round�Robin� SITA�E �a size�based policy�� and
Dynamic �sending the task to the host with the least remaining work��

We �nd that the best choice of task assignment policy depends critically
on the variability of task size distribution� When the task sizes are not highly
variable� the Dynamic policy is preferable� However� when task sizes show the
degree of variability more characteristic of empirical measurements �� � 
��
SITA�E is best�

The magnitude of the di�erence in performance of these policies can be quite
large	 Random and Round�Robin are inferior to both SITA�E and Dynamic by
several orders of magnitude� And in the range of task size variability charac�
teristic of empirical measurements� SITA�E outperforms Dynamic by close to �
orders of magnitude�

More important than the above results� though� is the insights about these
four policies gleaned from our analysis	

Our analysis of the Random� Round�Robin and Dynamic policies shows that
their performance is directly proportional to the second moment of the task
size distribution� which explains why their performance deteriorates as the task
size variability increases� Thus� even the Dynamic policy� which comes closes to
achieving instantaneous load balance and directs each task to the host where
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it waits the least� is not capable of compensating for the e�ect of increasing
variance in the task size distribution�

To understand why size�based policies are so powerful� we introduce the
SITA�E policy which is a simple formalization of size�based policies� de�ned to
equalize the expected load at each host� This formalization allows us to obtain
a full analysis of the SITA�E policy� leading to a ��fold characterization of its
power� 	i
 By limiting the range of task sizes at each host� SITA�E greatly reduces
the variability of the task size distribution witnessed by each host � thereby
improving the performance at the host� 	ii
 When load is balanced� most tasks
are sent to the subset the hosts having the best performance� 	iii
 Mean slowdown
is improved because small tasks observe proportionately lower waiting times�
These � properties allow SITA�E to perform very well in a region of task size
variability in which the Dynamic policy breaks down�
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Abstract. This paper presents a characterization of the Markovian state
space of a Stochastic Petri Nets with phase-type distribution transitions
as a union of Cartesian products of a set of “components” of the net.
The method uses an abstract view of the net based on the vectors of
enabling degrees of phase-type transitions, as well as on the sets of “in-
terrupted clients”. Following the decomposition used for the state space
characterization, a tensor algebra expression for the infinitesimal gene-
rator (actually for its rate matrix) is given, that allows the steady state
probability to be computed directly from a set of matrices of the size
of the components, without the need of storing the whole infinitesimal
generator.

1 Introduction

Since the introduction of Stochastic Petri Nets (SPN) [17]), the need for more
general distributions of firing time have been recognized as necessary to ade-
quately model many real life phenomena. Two general directions have been ta-
ken in this area: the first one [1,10,2] introduces general distributions of firing
time with specific conditions which allows one to extract “subordinated” Markov
chains and compute steady state and transient probabilities of the states. The
second approach [17,11,9] introduces phase-type (PH) distribution firing time
without further restrictions, and computes the resulting embedded Continuous
Time Markov Chain (CTMC). Two problems then arise: to precisely define the
stochastic semantics of phase-type (PH-)transitions and to cope with the state
space problem since we are faced with a “bi-dimensional” complexity: exponen-
tial with respect to the size of the net, and that can be exponential under specific
hypotheses with respect to the number of stages of the PH distributions.

Previous works on SPN with PH-transitions (PH-SPN for short) have taken
into account the stochastic semantics problem either at the net level [9], or at
the underlying CTMC level directly [11].

For what concerns the net level approach, the works reported in [17,9] alter
the initial SPN with PH-transitions: each phase type (including special cases like
� This work has been developed within the project HCM CT94-0452 (MATCH) of the
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Erlang, Coxian) transition is replaced in the net with a sub-net which translates
its stochastic semantics. This expansion may be automated and integrated in
a tool. However only the single server policy is studied and, moreover, each
PH-transition must have only one input and one output place in [9].

The second approach [11] expands the embedded Markov chain, and the
net is not modified. The PH distributions are taken into account during the
reachability graph (RG) computation. This method allows the management of
any combination of the three elements of the execution policy (that we shall
define later), and may be also integrated in a tool.

It is now well-known [19,4,12,14] that tensor expressions applied to queuing
networks and SPN solution can provide substantial memory savings which enable
management of Markov chains with large state space. In fact, it was recognized
(for example in [16]) that the main memory bottleneck with tensor methods
is the size of the steady state probabilities vector, and not of the infinitesimal
generator.

In a first attempt to reduce the complexity of the resolution of the Markov
chain derived from an SPN with PH-distributions, the work in [15] presents
a method based on structural decomposition of the net, leading to a tensor
expression of the generator of the chain. Such a decomposition builds a superset
of the state space of the chain as a Cartesian product of smaller state spaces and
classify state transitions as local, that is to say changing only one component of
the state, or global, changing simultaneously several components of the state.

A serious drawback of the work in [15] is in the number of elements of the
Cartesian product that are not legal states of the system. This may lower the
efficacy of the method since a lot of space and time can be lost in those states
that are part of the Cartesian product. This problem is common also to other
approaches using tensor algebra.

In this paper we show instead how tensor algebra can be used to exactly
characterize the state space of a PH-SPN, in a way that does not depend on the
structure of the net, by following the approach based on high level state infor-
mation, introduced in the context of marked graphs [6], and used for hierarchical
GSPN [3], and, recently, to the asynchronous composition of components[8,7].

Using this characterization, we derive a tensor expression of the rate matrix
of the Markov chain of the net which allows the computation of the steady state
probabilities coping with the growth of the Markovian state space induced by
the PH-transitions.

The method is presented in the context of exponentially distributed, tran-
sition timed, Petri nets, without immediate transitions and inhibitor arcs and
assumes that the net is small enough for the tangible reachability set TRS, and
for the tangible reachability graph TRG, to be built and stored in memory.

The paper is organized as follows: Section 2 introduces the definition of PH
distributions, the semantics of PH-transitions, the definition of PH-SPN, and
discusses the definition of Markovian state of an SPN which is at the root of the
construction of the Markovian state space presented in Section 3 for single server
transitions. Section 4 introduces the tensor expressions for the corresponding
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rate matrix. Section 5 outlines the results in the more complicated case of PH-
transitions with multiple servers semantics. The method presented is summarized
and evaluated in Section 6 that concludes the paper. The reader will find in [13]
an extended version of the paper with detailed examples and proofs.

2 Phase-Type SPN

PH distributions have been defined [18] as the time until absorption of a CTMC
with s + 1 states and a single absorbing state. A PH distribution can also be
seen as a network of exponential servers, the initial distribution of the chain
being (cO,j)1≤j≤s and the absorbing state being the state 0. Leaving a stage i, a
client may enter stage j with probability Ci,j or enter the absorbing state with
probability Ci,0 (

∑j=s
j=0 Ci,j = 1).

We firstly study stochastic semantics of PH-transitions and we give the de-
finition of PH-SPN; then we discuss how to define a state of the system that is
consistent with the given specifications.

2.1 Stochastic Semantics of PH-Transitions

In order to provide a full definition of PH-SPN, a number of additional specifi-
cations should be added to each non-exponential transitions.

• Memory Policy: the memory policy specifies what happens to the time asso-
ciated to transition when a change of state occurs.

With the Enabling Memory policy, the elapsed time is lost only if t is not
enabled in the new marking. Transitions with enabling memory therefore do not
loose the past work, as long as they are enabled. Time-out transition usually
have this memory policy.

With Age Memory policy the elapsed time is always kept (of course unless
it is transition t itself that causes the change of state) whatever the evolution
of the system: the next time the transition will be enabled, the remaining firing
time will be the residual time from the last disabling and not a new sampling.
Time-sharing service may be modelled by age memory policies.

In this paper we do not consider resampling policy which realizes a conflict at
the temporal specification level, that may not have a counterpart at the structure
level.

The memory policy of transition t is denoted by mp(t), and the possible
values are E, for enabling, or A, for age.

The enabling memory policy of PH-transitions needs a precise definition,
giving how its internal state is modified when another transition fires. Since a
firing is considered as an ”atomic” action, in this paper we use the following
interpretation of enabling memory: the memory of a transition th, enabling me-
mory, is reset when either in the new state the transition is disabled, or in the
new state the transition has kept its enabling, but it is the transition th itself
that has caused the change of state.
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• Service Semantics: the service semantics specifies how many clients can be
served in parallel by a transition. The use of the term “client” is imported from
queuing networks, and we use it in the paper as a synonymous of active server.

The service semantics is defined around the concept of enabling firing degree
edf(t,m) of t in m which gives the number of time the transition t may be fired
consecutively from m:

edf(t,m) = k iff
{

∀p ∈ •t, m(p) ≥ k · Pre(p, t)
∃p ∈ •t, m(p) < (k + 1) · Pre(p, t)

The service policy of transition t is denoted by sp(t). We have the three
classical policies: single server (S), multiple (K) and infinite (I) server.

We shall denote by ed(t,m) the enabling degree of transitions, according with
the service policy, that is to say: ed(t,m) = min(K, edf(t,m)), where K = 1 for
single server, K = K for K-multiple server, and K = +∞ for infinite server.

As usual, the firing rate of an exponential transition t in m is ed(t,m)) ·
w(t,m). For single server PH-transition, the firing rate is μs · C(t)[s, 0] if a
client in stage s ends its service and no new client enters in service, and μs ·
C(t)[s, 0] · C(t)[0, s′] if another client enters immediately in service in stage s′.
The multiple and infinite server cases introduce several complex problems so
that we have chosen to present the method first for the single server case, then
to generalize the results to the multiple and infinite server cases in Section 5.
• Clients and Interrupt/Resume Policies: two other parameters have to be de-
fined for multiple and infinite server policies: the Clients policy (cp) and the
interrupt/resume policy (ip). For the single server case, we suppose the inter-
rupt/resume semantics which resumes the interrupted client (if any), when a
transition firing increases the enabling degree (from 0 to 1). The study of cp and
ip for multiple and infinite server PH-transitions is outlined in Section 5.

The specification of the stochastic semantics of a PH-transition is then θ =
(s, μ, C,mp, sp, cp, ip), with s(t) the number of stages of t and ∀1 ≤ i ≤ s(t):
– μi(t) the rate of the ith stage of t;
– C(t)[i, j] the probabilities of routing a client from the ith stage to the jth

(0 ≤ j ≤ s(t)) stage after the end of service of the ith stage. C[i, 0] =
1 −∑j=s(t)

j=1 C(t)[i, j] is the probability to leave the service of the transition.
C[0, j], the probabilities for an incoming client to enter the system in stage
j, with

∑j=s(t)
j=1 C(t)[0, j] = 1 (it is not possible to leave the transition in

zero time);
– mp(t) the memory policy of t (E or A), sp(t) the service policy of t (S, K or

I), cp(t) the clients policy of t, if needed (O or U), and ip(t) the interrupt
policy of t, if needed.

Let us now introduce the definition of PH-SPN.

Definition 1. A PH-SPN is a tuple N = (P, TX, TH, Pre, Post, w, θ):
– P is the set of places;
– TX is the set of exponential transitions;
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– TH is the set of phase-type (PH-)transitions; TX∩TH = ∅ and TX∪TH = T
is generically called the set of transitions.

– Pre and Post : P × T → IN are the incidence functions: Pre is the input
function, and Post the output function

– w : T × Bag(P ) → IR+: w(t,m) is the firing rate of the exponential distri-
bution associated to transition t in marking1 m, if t is exponential, and it is
instead equal to 1 for PH-transitions.

– θ is a function that associates to each transition th ∈ TH its specification
θh.

The choice of an initial marking m0, defines a marked PH-SPN also called a
PH-SPN system S = (N ,m0). We denote with TRS and TRG the reachability
set and graph.

The definition of a Markovian state of a PH-SPN is therefore an (H+1)-tuple,

(m, d(t1,m), . . . ,d(tH ,m))

where m is the marking, and d(th,m) is the “descriptor” of phase-type transition
th in marking m. In the next section we shall define the descriptors in such a
way for the state to be Markovian, and we shall see that, for the age memory
case, the descriptors depend on information that can be computed only from the
reachability graph, so that it may be more precise to write (m, d(t1,m, TRG),
. . . ,d(tH ,m, TRG)). We call MS the set of Markovian states of a PH-SPN.

2.2 Descriptors for Single Server Ph-Transitions

When there are PH-transitions the marking process of the net is not Markovian
any longer, but it is still possible to build a Markovian state by considering more
detailed information [18,11]. We shall consider the enabling memory and the age
memory case separately.
• Descriptors for Enabling Memory: for an enabling memory transition the only
relevant information is the stage of the current client. Let d(t,m) (d for short, if
t and m are implicit from the context) denote the descriptor of a PH- transition
t. We have

d = i ∈ {0, 1, . . . , s(t)}
where i is the index of the stage in which the client is receiving service. i = 0
means no client is currently in service.
• Descriptors for Age Memory: for the case of age memory we need the addi-
tional information on the interrupted client giving in which stage it has been
interrupted. This information can be stored explicitly or implicitly. We can add
to the descriptor a number indicating the stage at which the client has been
interrupted (explicit info), or we can encode this information into the descriptor
already defined (implicit info): since a single server transition has either a client
interrupted, or a client in service, but never the two together, then d(t,m) = i

1 Bag(P ) is the set of multi-sets on P .
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means: client in service in stage i if ed(t,m) > 0 and client interrupted in stage
i if ed(t,m) = 0.

In this paper we choose the implicit encoding. Note however, that we need
to explicitly encode the descriptor for no client at all (either in service or inter-
rupted) with the value d(t,m) = 0.

3 Characterization of the Markovian State Space of a
PH-SPN in the Single Server Case

In this section we show the first main result of the paper which gives an exact
structured description of the MS of a PH-SPN. The method, presented and
used in [6] for marked graphs, in [8] for DSSP systems, and, more recently, in [7]
exploits two ideas: the first one is a description of the MS as Cartesian product of
K subspaces following the classical tensor based approach [3,12,15]. The second
one is the introduction of a high level (abstract) description of the MS, used in
the asynchronous context in [4,6,7,8], ”compatible” with the previous subspaces
product. This leads to an expression of MS as a disjoint union of Cartesian
products with the same high level description. In a formal way, if A is the set of
abstract views av(s) of the Markovian states s, we have:

MS =
⊎

a∈A
S1(a) × . . . × SK(a)

where Sk(a) denotes the subset of states of the kth component such that

(∀ 1 ≤ k ≤ K, sk ∈ Sk(a)) ⇔
{

s = (s1, . . . , sK) ∈ MS
av(s) = a

The existence of an high level description of the system allows to appro-
priately pre-select the subsets of the states that should enter in the Cartesian
product: only states of the different components that share the same high le-
vel view of the system are multiplied in the Cartesian product. Without such
a high level description, Cartesian products provide only Potential Markovian
state Spaces (PMS) with MS ⊂ PMS and, in the general case, |PMS| � |MS|.

Since a Markovian state of a PH-SPN is a H+1 tuple (m, d(t1,m), . . .d(tH ,m)),
we consider MS as a set of H+1 components, one component defines the marking
of the net and the other H the state of the H phase-type-transitions.

For what concerns the high level view, although we might use the marking m
of a state (any other “high level” information computable from the TRS in linear
time and space, may also be a choice), it is not the most efficient choice. Indeed,
as we have seen in the previous section, the descriptor of a PH-transition only
depends on its enabling degree for enabling memory, and on the enabling degree
and on the number of interrupted clients for age memory. It is then suitable to
define a coarser high level view exploiting these weaker dependencies. We shall
consider the two cases enabling and age separately.
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• Enabling Memory Case: from the definition of the descriptors, the set Dh(m) of
legal descriptors of a transition th for a marking m only depends on the enabling
degree ed(th,m) = eh of th in m: Dh(m) = Dh(eh) = {i : 1 ≤ i ≤ s(th)} if
eh = 1 and Dh(eh) = {0} if eh = 0. This key observation leads us to define the
equivalence relation ρ over the set of markings in TRS:

m ρ m′ iff ∀th ∈ TH ed(th,m) = ed(th,m′)

and to take the vector ed = (e1, . . . , eH) of enabling degrees of transitions in
TH as the high level description of Markovian states. We use as representative
of a class the vector ed and indicate the set of markings of equivalence class ed
with [ed] and the set of distinct vectors of enabling degrees of a given TRS with
ED. The following proposition gives the structure of MS.

Proposition 1. If all phase-type transitions of a PH-SPN S are enabling me-
mory then

MS(S) =
⊎

ed∈ED
[ed] × D1(e1) × · · · × DH(eH) (1)

Proof. The proof is based on the property of the sets Dh(m). By definition,

MS(S) =
⊎

ed∈ED
{(m, d(t1,m), . . .d(tH ,m)) ∈ MS(S);m ∈ [ed];∀h, d(th,m) = eh}

Since, ∀m ∈ [ed] : d(th,m) = eh for all h, and ∀m,m′ ∈ TRS(S) such that m ρ m′:

(m, d1, . . .dH) ∈ MS(S) iff (m′, d1 . . .dH) ∈ MS(S)

we can decompose the (H + 1) tuple to obtain the result.

• The Age Memory Case: in this case, the set of legal descriptors of a transition
th in the marking m is {s1, . . . , sth

} if the enabling degree of th in m is 1 and is
fully determined by the number of interrupted clients, which may be 0 or 1, if
the enabling degree of th in m is 0.

In fact, for a given marking, the number of interrupted clients in th may
depend on the different possible ways to get to that marking, and for makings
with the same enabling degree for th, the number of interrupted clients of th
may differ (see [13] for an example). We now partition the MS accordingly to
the enabling degree and to the set of the possible numbers of interrupted clients
in each phase-type transition.

Let IC(th,m) indicate the set of possible numbers of interrupted client in
transition th for marking m (IC(th,m) = {0} or {1} or {0, 1}). We have de-
veloped an algorithm which may be applied for both single and multiple server
cases, providing the IC(th,m) sets in polynomial time with respect to the size
of the reachability graph (see [13] for details).

Since the set Dh(m) of legal descriptors of a transition th for a marking m
only depends on the enabling degree ed(th,m) = eh of th in m and the number
of interrupted clients in m, we can write Dh(m) = Dh(eh, ih) with ih the set
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of possible numbers of interrupted clients in m. Consequently, the equivalence
relation ρ over the set of markings in TRS is now defined by:

m ρ m′ iff ∀th ∈ TH ed(th,m) = ed(th,m′) and IC(th,m) = IC(th,m′)

and the high level description of Markovian states is the pair of vectors (ed, ic)
where ic = (i1, . . . , iH) is the vector of possible numbers of interrupted clients
in phase-type transitions (remember that each element ih is a set), and ed is
the vector of their enabling degrees, as before. We shall use as representative of
a class the pair of vectors (ed, ic), and we shall indicate the set of markings of
equivalence class (ed, ic) with [ed, ic].

Let EI be the set of pairs (ed, ic); if all phase-type transitions of a PH-SPN
S are age memory then

MS(S) =
⊎

(ed,ic)∈EI
[ed, ic] × D1(e1, i1) × · · · × DH(eH , iH) (2)

where Dh(eh, ih) is the set of descriptors of transition th compatible with (eh, ih).
• General Expression for the Markovian State Space of PH-SPN: obviously there
is no problem in mixing age memory transitions with enabling memory ones in
the same PH-SPN S. Indeed we can rewrite MS in more general form in the
following theorem that summarize the two previous results:

Theorem 1. Given a PH-SPN S, we have

MS(S) =
⊎

ei∈EI
[ei] × D1(ei1) × · · · × DH(eiH) (3)

where ei = (ei1, . . . , eiH), and eih = eh if th is enabling memory, and eih =
(eh, ih) if th is age memory.

4 Expression of the Infinitesimal Generator and Rate
Matrix

This section shows the second main result of the paper, namely how the rate
matrix of a PH-SPN with H phase-type transitions can be characterized through
a tensor algebra expression of matrices of the size of the (H + 1) components
that have been used to characterize the state space in the previous section. The
rate matrix R is defined as:

Q = R − Δ (4)

where Q is the infinitesimal generator, Δ is a diagonal matrix and Δ[i, i] =∑
k �=i Q[i, k]; R can therefore be obtained from Q by putting to null all diagonal

elements. The use of the rate matrix R instead of the infinitesimal generator Q,
allows for a simpler tensorial expression, as pointed out in numerous papers
[16,3], at the cost of either computing the diagonal elements on the fly, or of
explicitly storing the diagonal.
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Following the approach presented in [3,8,6], a characterization of the set of
reachable states as the disjoint union of Cartesian products naturally leads to an
organization of R in block form (disjoint union) and to a tensor expression for
each block (Cartesian product). Since we have considered the vector of enabling
degrees and, for the age memory case, the vector of sets of numbers of interrupted
clients, as high level states, the blocks are determined by the equivalence classes
built on these vectors denoted by ei in a generic form. The structure of R is
given by the next theorem.

Theorem 2. The block matrices of R are:

R(ei, ei′) = K0(TX)(ei, ei′)
⊗H

h=1 Dch(eih, ei′h)
+
∑

th∈T (ei,ei′)∩TH K0(th)(ei, ei′)⊗h−1
l=1 Dcl(eil, ei′l)

⊗
Drh(eih, ei′h)

⊗H
l=h+1 Dcl(eil, ei′l)

(5)
R(ei, ei) =

⊕H
h=1 Rh(eih, eih)

+
∑

th∈T (ei,ei)∩TH K0(th)(ei, ei)
⊗h−1

l=1 Ieil
⊗

Drh(eih, eih)
⊗H

l=h+1 Ieil

(6)

Due to lack of space, we omit in the present paper, technical details and proofs
(which may be found in [13]) about the expression of R and we give only an
intuitive explanation of the theorem.

We have two types of blocks in the matrix, the (ei, ei) diagonal blocks and
the off-diagonal (ei, ei′).

The off-diagonal block matrices correspond to a change of marking either
due to the firing of an exponential transition (gathered in K0(TX)(ei, ei′)) which
simultaneously (hence the

⊗
operator) produces modifications of the descriptors

of the PH-transitions (Dch(eih, ei′h)); or due to the external firing (α-firings
in [15], the firing of the stage is followed by the choice to leave the transition) of
a phase-type transition (K0(th)(ei, ei′) and Drh(eih, ei′h)) which also produces
simultaneous modifications of other descriptors (Dcl(eil, ei′l)).

The diagonal block matrices come either from internal (or ”local”, hence the⊕
operator) state changes (β-firings in [15], the firing of the stage is followed by

the choice of moving to another stage of the same transition) of PH-transitions
(Rh(eih, eih)) or from an external firing of a PH-transition which must leave the
descriptors of other PH-transitions unchanged (K0(th)(ei, ei), Drh(eih, eih) and
Ieil).

The reader will find examples of matrices involved in the theorem in [13].

5 Extension to the Multiple Server Case

In this section, we only briefly review the consequences of the introduction of
multiple server PH-transitions; a detailed presentation is given in [13].

The first problem is to precisely define the stochastic semantics of these tran-
sitions. In particular, the clients policy (cp) together with the interrupt/resume
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policy (ip) must be refined so that the following property holds: starting from
a Markovian state, the decrease of k in the enabling degree of the correspon-
ding marking m of the net, leading to interrupt k clients, immediately followed
by the increase of k in the enabling degree, leading to activate k clients, resto-
res the initial Markovian state. We propose two types of clients (”ordered” and
”unordered” with respect to time) and three adapted interrupt/resume policies
(”FIFO”, ”LIFO” and ”Static”) covering many encountered modelling needs.

From the definition of these policies we derive new descriptors for multiple
server PH-transitions in the enabling as well as in the age memory case.

With these new descriptors, we are able to extend the results of sections 3
and 4. The Markovian state space may still be exactly described as an union of
Cartesian products and we present an algorithm providing the sets IC(th,m)
(these sets are more complex to compute than for the single server case). The
rate matrix R has the same structure as in Theorem 2 (obviously the Rh,Drh

and Dch matrices are modified accordingly).

6 Evaluation of the Method and Conclusions

In this paper we have presented a characterization of the state space of SPN with
H PH-transitions as a disjoint union of Cartesian products of H + 1 terms, and
an associated tensor expression for the rate matrix of the underlying Markovian
process. The memory policies considered are enabling and age memory, with
single server as well as multiple/infinite server semantics.

The approach followed is inspired to the tensor algebra method for hierar-
chical Petri nets [3], and for DSSP [8], but we were able to find a definition of
abstract view of the system that leads to a precise characterization of the state
space (all and only the reachable states are generated), which was not possible
for the mentioned papers. The abstract view is the vector of enabling degree of
PH-transitions for enabling memory, enriched by the information on the set of
possible numbers of interrupted clients for each age memory transition. Both in-
formation can be computed from the reachability graph of the net, the enabling
degree computation is straightforward, and we have given an algorithm for the
computation of the set of possible interrupted clients.

Tensor algebra has already been applied to PH-SPN in [15], following an
SGSPN-like approach [12]: unfortunately the number of non reachable states
generated could be very high, a problem that we have completely solved with
the method here presented, at the price of a slightly more complicated tensorial
expression.

Following the characterization of the state space a tensor formula for the
rate matrix has been derived. This formula allows the computation of the state
space probability vector without the need to explicitly compute and store the
infinitesimal generator of the CTMC underlying the PH-SPN, resulting in a
saving in storage, and thus in the possibility of solving more complex models.
The probability vector need still to be stored in full, and this is the real limitation
of the approach proposed. At present state of hardware, the tensor based approach
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can solve systems with up to some millions states on a workstation, depending
on the memory available on the machine [16]; in [5] it is also shown that the
amount of memory required for storing the component matrices is negligible
with respect to that required for the probability vector.

The contribution of the method proposed is, we hope, twofold. Practical:
once implemented and integrated in an SPN tool, it shall enlarge the set of
solvable PH-SPN models, thus providing a greater applicability of the model.
Theoretical: the characterization of the state space given shows the dependencies
between markings, different types of transitions and different types of firing of
the same transition, descriptors and memory policies, thus providing, we hope,
a step forwards a deeper understanding of PH-SPN.

Acknowledgements We would like to thank Andrea Bobbio for fruitful discussions
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Abstract. Stochastic Petri nets (SPNs) with general firing time distri-
butions are considered. The generally timed transitions can have general
execution policies: the preemption policy may be preemptive repeat diffe-
rent (prd) or preemptive resume (prs) and the firing time distribution can
be marking-independent or marking-dependent through constant scaling
factors. A stationary analysis method covering all possible combinati-
ons is presented by means of supplementary variables. The method is
implemented in a prototype tool based on Mathematica. An example
illustrates the analysis method and the use of the tool.

1 Introduction

In order to increase the modeling power of stochastic Petri nets (SPNs), various
methods for the numerical analysis in case of transitions with general firing time
distributions (general transitions) have been investigated. For a proper specifi-
cation of the execution semantics of the SPN, it is necessary to exactly specify
the execution policy of the general transitions [1]. Since the general distributions
do not enjoy the memoryless property, the behavior in case of preemptions and
the meaning of marking-dependent firing time distributions has to be defined.
In [1], two preemption policies were defined: race enabling (memory is lost when
the transition is preempted) and race age (memory is preserved when the tran-
sition is preempted). Furthermore, marking dependence through constant scaling
factors was defined, in which the transition can change its speed from marking
to marking and keeps a relative age variable. In a later paper [18] it was sug-
gested to use the terms preemptive repeat different (prd), corresponding to race
enabling and preemptive resume (prs), corresponding to race age.

Besides phase-type approximation [8] many authors use the results of Mar-
kov renewal theory for the analysis of SPNs with general transitions. In this
approach, the analysis is based on an embedded discrete time Markov chain
(DTMC). A first algorithm was developed for deterministic and stochastic Petri
nets (DSPNs), in which in each marking besides transitions with exponentially
distributed firing times (exponential transitions) at most one transition with de-
terministic firing time (determistic transitions) with prd-policy may be enabled.

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 255–266, 1998.
c© Springer-Verlag Berlin Heidelberg 1998
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The method is based on an embedded DTMC. As an extension it was propo-
sed in [15] to deal with marking-dependent deterministic firing times, which is
a special case of marking-dependence through constant scaling factors. In [5,6]
it was shown how to generalize the analysis algorithm for DSPNs to Markov
regenerative SPNs, in which at most one general transition with prd-policy can
be enabled in each marking. The stationary analysis algorithm is automated
in the software tool TimeNET [11]. [5] also suggested a transient analysis me-
thod for this class of SPNs. The approach has been generalized in several papers
to the case of prs-policy [16,4,17], preemptive repeat identical policy (pri) [3],
as well as the case of all policies mixed [18], always under the assumption of
marking-independent firing time distributions.

Alternatively, the method of supplementary variables [7] can be employed for
the analysis. This was suggested in [12] for the stationary analysis of Markov
regenerative SPNs with prd-policy and marking-independent firing time distri-
butions and extended to the transient analysis in [9,13]. The transient analysis
algorithm is automated in TimeNET for DSPNs.

In this paper Markov regenerative SPNs are considered in which the execu-
tion policy of general transitions can be either prd or prs and the distribution
can also be marking-dependent through constant scaling factors. The method
of supplementary variables is extended in order to analyze all possible cases. As
a result a condensed algorithm can be given in which each combination leads
to a different computation of submatrices. The overall method is to solve an
embedded continuous time Markov chain (CTMC) and to convert the solution
to the solution of the actual process. The algorithm has been implemented in
a prototype tool SPNica based on Mathematica [19]. The prototype is not op-
timized for efficiency (however, models with up to a few hundred states can be
solved) but allows a good flexibility in model specification, evaluation, and result
presentation. An example is used to illustrate both the analysis algorithm and
the tool usage.

2 Considered Model Class and Notation

SPNs are considered which consist of places, immediate and timed transitions,
arcs, guards, and undistinguishable tokens, as described in, e.g., [1]. Transiti-
ons with an exponential and general firing time distribution are referred to as
exponential and general transitions, respectively. The execution policy of each
general transition can be specified by three attributes in arbitrary combinati-
ons: 1) the firing time distribution, 2) the preemption policy: prd or prs, and
3) the marking dependence type: marking-independent (constant) or marking-
dependent through constant scaling factors (scaling). The meaning of scaling is
explained in Sec. 3.2. As an analysis restriction, in each marking at most one
general transition may be active. A prd-transition is active if it is enabled and a
prs-transition is active if it is enabled or preempted.

Let G denote the set of general transitions and let g ∈ G denote a ge-
neral transition. In the marking-dependent case, denote by Fn(x) the firing
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time distribution of a general transition enabled in marking n. We assume that
Fn(x) has no mass at zero, i.e., Fn(0) = 0. The maximum support of Fn(x)
is denoted by xnmax ∈ IR+ ∪ {∞}. In related notation we write: the density
fn(x) = d

dxFn(x), the complementary distribution function F̄n(x) = 1 − Fn(x),
and the instantaneous firing rate μn(x) = fn(x)/F̄n(x) for x < xnmax . In the
marking-independent case the subscript is omitted and instead the superscript
g ∈ G is used in order to denote the affiliation to the transition: F g(x), fg(x),
xg

max, etc.
Let S denote the set of tangible markings which is required to be finite.

Define subsets of S as:

– SE = {n ∈ S | no general transition active in n},
– Sg = {n ∈ S | general transition g enabled in n},
– Sg�

= {n ∈ S | prs-transition g can be preempted in n},
– SG =

⋃
g∈G Sg, and SG�

=
⋃

g∈G Sg�

.

The sets SE , Sg, and Sg�

, g ∈ G, from a partition of S. For a prd-transition g,
the set Sg�

is empty. A prs-transition g is active both in Sg and Sg�

. Note that
it may be possible that the states of Sg�

are reached without preemption of g,
e.g., from SE .

An SPN describes a marking process {N(t), t ≥ 0}. The aim of the analysis
are the state probabilities πn = limt→∞ Pr{N(t) = n} and general firing frequen-
cies ϕn (the mean firing rate of a general transition in state n). If the limits are
not existing, time-averaged limits are taken. π and ϕ denote the corresponding
vectors. We refer to a state transition caused by the firing of an exponential or
general transition as exponential or general state transition, respectively. The
marking process is uniquely described by the matrices Q, Q̄, and Δ:

– the qij , i �= j, are the rates of all exponential state transitions from i to j
except for those which preempt a prd-transition, qii is the negative sum of
all rates of exponential state transitions out of state i, including those which
preempt a prd-transition,

– q̄ij is the rate of the exponential state transitions from i to j which preempt
a prd-transition, (the case of q̄ij �= 0, for i, j ∈ Sg is included),

– δij is the branching probability that the firing of a general transition g in
state i leads to state j, given that g fires in i.

In order to filter out values of the vectors and matrices corresponding to
certain subsets of S, filter matrices are defined: IE is a diagonal matrix whose
ith diagonal element is equal to one if i ∈ SE and equal to zero otherwise,
Ig, Ig�

, IG, and IG�

are defined analogously. The vector which contains the
state probabilities of SE and zeroes at other positions is written as πE = πIE .
The matrix in which all rows not corresponding to states of SE are set to zero
is denoted by QE = IEQ, the matrix in which additionally all columns not
corresponding to states of Sg are set to zero is given by QE,g = IEQIg. Similarly,
QE,E+G�

= IEQ(IE + IG�

). Other filtered vectors and matrices can be defined
analogously.
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3 Supplementary Variable Analysis

The method of supplementary variables [7] is extended in order to analyze Mar-
kov regenerative SPNs with mixed preemption policies and marking-dependent
firing time distributions. The analysis is performed in three steps. In Sec. 3.1
the case of mixed preemption policies is investigated under the assumption of
marking-independent firing time distributions and in Sec. 3.2 marking depen-
dence is investigated under the assumption of preemption policy prd. In Sec.
3.3 a summary of the algorithm is given which includes also the case in which
preemption policy prs is combined with marking dependence.

3.1 Preemption Policies prd and prs

SPNs with mixed preemption policies prd and prs and with marking-independent
firing time distributions are considered in this section. The discrete marking
process is supplemented by a continuous component: {(N(t), X(t)) , t ≥ 0},
X(t) ∈ IR+

0 ∪ {∞}. X(t) is the supplementary variable if N(t) ∈ SG ∪ SG�

and equal to infinity if N(t) ∈ SE . In case of a prd-transition the interpretation
of X(t) is the time since the enabling of the transition, in case of a prs-transition
the interpretation of X(t) is the performed work since the enabling. Note that in
states of SG�

the value of X(t) does not change. Furthermore, if a state of SG�

has been reached by the preemption of a prs-transition, X(t) > 0, and X(t) = 0
otherwise.

In order to express state equations the following quantities are defined. Age
densities are defined as πn(x) = limt→∞ d

dxPr{N(t) = n, X(t) ≤ x} (alterna-
tively defined as time-averages, if not existing) and age intensities as pn(x) =
πn(x)/F̄ g(x) for n ∈ Sg ∪ Sg�

, x ≤ xg
max, and pn(x) = 0 for n ∈ SE . π(x) and

p(x) are the corresponding vectors.
State equations are now derived for the stationary case. For the states of SE

and SG�

a first balance equation is given by

0 = πEQE,E+G�

+ ϕΔG,E+G�

+ πGQ̄G,E+G�

+ pG�

(0)QG�,E+G�

. (1)

The equation expresses the balance of “flow-in” and “flow-out” due to exp. state
transitions when no general transition is active; the first term corresponds to exp.
state transitions out of SE , the second to the firings of general transitions, the
third to preemptions of prd-transitions, and the fourth to exp. state transition
out of SG�

when no prs-transition is active. For each g ∈ G, the dynamics in the
states of Sg is described by the following ordinary differential equation (ODE)
for x > 0:

d

dx
pg(x) = pg(x)Qg,g + pg�

(x)Qg�,g. (2)

The first term corresponds to exp. state transitions when a general transition g
is enabled and the second to exp. state transitions which enable the preempted
prs-transition g again. For the states of Sg�

and for x > 0 a second balance
equation is valid:

0 = pg(x)Qg,g�

+ pg�

(x)Qg�,g�

. (3)
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The equation expresses the balance of “flow-in” and “flow-out” due to exp. state
transitions when a prs-transition g is preempted. A boundary condition is given
by

pG(0) = πEQE,G + ϕΔG,G + πGQ̄G,G + pG�

(0)QG�,G. (4)

It expresses the enabling of a general transition and consists of the same terms
as the first balance equation except for the different destination as indicated by
the superscript G. The general firing frequencies and the state probabilities can
be given by three integrals in terms of the age densities:

ϕ =
∑
g∈G

∫ ∞

0
pg(x)fg(x) dx, (5)

πG =
∑
g∈G

∫ ∞

0
pg(x)F̄ g(x) dx, πG�

= πG�

(0) +
∑
g∈G

∫ ∞

0+
pg�

(x)F̄ g(x) dx. (6)

Finally, the normalization condition πe = 1 has to be satisfied (e is a vector of
ones).

For the analysis of the equations, define

Ag = −Qg,g�
(
Qg�,g�

)−1
, Bg = Qg,g − Qg,g�

(
Qg�,g�

)−1
Qg�,g, (7)

where
(
Qg�,g�)−1

denotes the inversion restricted to the rows and columns which
correspond to Sg�

. Let A =
∑

g∈G Ag. The inversion represents a key step
in the analysis of SPNs with prs-transitions and has also been used in [17].
Bg is the generator matrix of the subordinated CTMC of g. The subordinated
CTMC represents exponential state transitions when g is enabled and also takes
into account the exponential state transitions when g is preempted. Based on
Bg, the matrices Ωg and Ψg can be defined representing the conditional state
probabilities and conditional sojourn times in the subordinated CTMC when g
fires, respectively:

Ωg = Ig

∫ ∞

0
eBgxfg(x) dx, Ψg = Ig

∫ ∞

0
eBgxF̄ g(x) dx. (8)

Let the sums of the matrices be Ω =
∑

g∈G Ωg and Ψ =
∑

g∈G Ψg. Finally, a
matrix S and a conversion matrix D can be defined:

S = QE+G�

+ ΩΔ + ΨQ̄ − IG, D = IE+G�

+ Ψ(I + A), (9)

Using similar arguments as in [10] it can be shown that S is the generator matrix
of a CTMC, referred to as the embedded CTMC. Defining the solution vector
w = πE + pG(0) + pG�

(0), the solution of the marking process can be obtained
by first solving the embedded CTMC

wS = 0, subject to wDe = 1, (10)

and by backsubstitution:
π = wD, ϕ = wΩ. (11)
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Proof (of Eqns. (10) and (11)). It follows from the second balance equation that

pg�

(x) = −pg(x)Qg,g�
(
Qg�,g�

)−1
= pg(x)Ag, (12)

insertion into the ODE yields

d

dx
pg(x) = pg(x)

[
Qg,g − Qg,g�

(
Qg�,g�

)−1
Qg�,g

]
= pg(x)Bg, (13)

hence pg(x) = pg(0)eBgx. Insertion into the integrals leads to

ϕ =
∑
g∈G

pg(0)Ωg = pG(0)Ω, πG =
∑
g∈G

pg(0)Ψg = pG(0)Ψ, (14)

and
πG�

= pG�

(0) +
∑
g∈G

pg(0)ΨgAg = pG�

(0) + pG(0)ΨA. (15)

Insertion of these results into the sum of the first balance equation and of the
boundary conditions leads to wS = 0 and insertion into the normalization con-
dition leads to wDe = 1. These two equations allow to compute w. Backsubsti-
tution into the integrals leads to π = wD and ϕ = wΩ. ��

3.2 Marking Dependence through Constant Scaling Factors

SPNs with preemption policy prd and with marking-dependent firing time dis-
tributions through constant scaling factors are considered in this section. First
a discussion of this type of marking-dependence is given.

The absolute age variables in state n are denoted by Xn and xn (the random
variable and its value, respectively). Fn(xn) = Pr{Xn ≤ xn} is the firing time
distribution of the absolute age variable in state n. The Fn(xn) are marking-
dependent through constant scaling factors if 1) a marking-independent relative
firing time distribution F̂ (x̂) exists, 2) a constant scaling factor cn ∈ IR+ exists
for each state n such that Fn(xn) = F̂

(
xn

cn

)
. An example is a uniform distribu-

tion for which the interval boundaries are scaled by the same factor. The relative
age variables are then defined by X̂ = Xn

cn
and x̂ = xn

cn
. The execution seman-

tics of a transition with a firing time distribution which is marking-dependent
through constant scaling factors is: when a marking change takes place, the ab-
solute age variable is scaled appropriately such that the relative age variable
remains unchanged, i.e., Xi = ciX̂ = ci

cj
Xj . For the density and moments of the

relative age variables one can derive:

fn(xn) =
1
cn

f̂(x̂), E[Xk
n] = ck

nE[X̂k]. (16)

Choosing cn = E[Xn] leads to E[X̂] = 1 and F̂ (x̂) represents a normalized firing
time distribution.
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For the derivation of state equations, the age intensities are required in ab-
solute and normalized versions. Absolute age densities are defined as πn(xn) =
limt→∞ d

dxn
Pr{N(t) = n, Xn(t) ≤ xn}, absolute age intensities as pn(xn) =

πn(xn)/F̄n(xn) for n ∈ SG, xn ≤ xnmax and pn(xn) = 0 for n ∈ SE . Normalized
age intensities are then p̂n(x̂) = pn(cnx̂) for n ∈ Sg, x̂ ≤ x̂g

max. π(x), p(x),
and p̂(x̂) are the corresponding vectors, c denotes the vector of scaling factors
and the matrix Q̂ = diag (c)Q is defined by scaling the rows of Q with the
corresponding scaling factors (diag (·) converts a vector to a diagonal matrix).

The balance equations and boundary conditions are a special case of the
previous case since the set SG�

is empty (no prs-transitions):

0 = πEQE,E+ϕΔG,E+πGQ̄G,E , pG(0) = πEQE,G+ϕΔG,G+πGQ̄G,G, (17)

and the normalization condition is still πe = 1.
A difference equation for a state j ∈ Sg, g ∈ G, is

πj(cj x̂+cjΔt) = πj(cj x̂)+
∑
i∈Sg

πi(cix̂)qijciΔt−πj(cj x̂)μj(cj x̂)cjΔt+o(Δt) (18)

and the integral equations for j ∈ SG are

ϕj =
∫ xnmax

0
πj(xj)μj(xj) dxj , πj =

∫ ∞

0
πj(xj) dxj , (19)

Forming an ODE for x > 0 from the difference equation yields:

d

d(cj x̂)
πj(cj x̂) =

∑
i∈Sg

πi(cix̂)
ci

cj
qij − πj(cj x̂)μj(cj x̂), (20)

replacing the absolute age densities by the normalized age intensities leads to

d

dx̂
p̂j(x̂) =

∑
i∈Sg

p̂i(x̂)q̂ij . (21)

Insertion of the normalized age intensities into the integral equations and inte-
gration by substitution leads to:

ϕ =
∫ ∞

0
p̂g(x̂)f̂g(x̂) dx̂, πG =

∫ ∞

0
p̂g(x̂)(1 − F̂ g(x̂)) dx̂diag (cg) . (22)

From the ODE it follows that p̂g(x̂) = p̂g(0)eQ̂gx̂. Matrices Ωg and Ψg are
therefore defined as

Ωg = Ig

∫ ∞

0
eQ̂gx̂f̂g(x̂) dx̂, Ψg = Ig

∫ ∞

0
eQ̂gx̂(1 − F̂ g(x̂)) dx̂diag (cg) , (23)

the multiplication with the diagonal matrix from the right leads to a columnwise
scaling of the matrix. The rest of the analysis can be performed as in the previous
case.
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3.3 Summary of the Algorithm

All results can be condensed in a single framework. The generator matrix S of
the embedded CTMC and the conversion matrix D are defined as:

S = QE+G�

+ ΩΔ + ΨQ̄ − IG, D = IE+G�

+ Ψ(I + A). (24)

The required submatrices are given as sums of the corresponding matrices for
each general transition g: Ω =

∑
g∈G Ωg, Ψ =

∑
g∈G Ψg, and A =

∑
g∈G Ag.

The definition of Ωg, Ψg, and Ag depends on the combination of preemption
policy and marking dependence of g. The following four cases have to be distin-
guished (cases a)-c) have been derived explicitly in the last two sections, case d)
can be obtained with similar arguments):

a) prd, constant:

Ωg = Ig

∫ ∞

0
eQgxfg(x) dx, Ψg = Ig

∫ ∞

0
eQgxF̄ g(x) dx, (25)

b) prd, scaling:

Ωg = Ig

∫ ∞

0
eQ̂gx̂f̂g(x̂) dx̂, Ψg = Ig

∫ ∞

0
eQ̂gx̂(1 − F̂ g(x̂)) dx̂diag (cg) ,

(26)
c) prs, constant:

Ωg = Ig

∫ ∞

0
eBgxfg(x) dx, Ψg = Ig

∫ ∞

0
eBgxF̄ g(x) dx, (27)

d) prs, scaling:

Ωg = Ig

∫ ∞

0
eBgx̂f̂g(x̂) dx̂, Ψg = Ig

∫ ∞

0
eBgx̂(1−F̂ g(x̂)) dx̂diag (cg) . (28)

The matrix Ag is equal to zero in cases a) and b), in case c), the matrices Ag and
Bg are as defined in Sec. 3.1, and in case d), Ag = −diag (cg)−1 Q̂g,g� (

Qg�,g�)−1

and Bg = Q̂g,g − Q̂g,g� (
Qg�,g�)−1

Qg�,g (the inverse of the diagonal matrix is
restricted to the states of Sg). The scaling of Q has to be taken into account in
case d).

The stationary solution of the marking process can then be obtained by
the following algorithm: 1) compute the matrices Ω, Ψ, and A, 2) solve the
embedded CTMC: wS = 0, subject to wDe = 1, and 3) convert to the actual
marking process: π = wD, ϕ = wΩ.

It often happens that the embedded CTMC consists of one recurrent and one
transient class. In step 2 it is sufficient to restrict w, S, and the rows of D to the
recurrent class (and also to restrict the rows of Ω and Ψ to these states). [10]
shows that a formal relationship is existing to the solution approach based on
Markov renewal theory in which an embedded DTMC is constructed. It is also
possible to extend the analysis to the case of more than one recurrent classes.
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4 SPNica: A Prototype Analysis Tool

A prototype tool SPNica for the analysis of SPNs has been implemented based on
Mathematica 3.0 [19]. The main goal is to test the presented analysis algorithms.
Mathematica was chosen since it provides a large number of functions for linear
algebra and numerical mathematics. Furthermore, the list processing, symbolic
manipulation, functional programming, pattern matching, and graphics facilities
can be used for a flexible model specification, evaluation, and result presentation.
The code is of medium size (several hundred lines). Although it is not optimized
for efficiency, it is possible to solve models with up to a few hundred states in
some minutes on a PC (233 MHz Pentium processor, 32 MB RAM).

4.1 Tool Architecture

Different layers can be identified in the evaluation of an SPN: the SPN itself, the
reduced reachability graph (RRG), the marking process, the result vectors (π
and ϕ), and the results of the measures. In SPNica, all information corresponding
to one layer is collected in a structured list: SPN, RRG, Q (the generator matrix
of a CTMC), SV1P (a process in which each state is supplemented with at most
one age variable), {pi,phi}, and measures. Several functions are existing which
perform the mapping between the layers.

4.2 SPN Specification

idle
K

insystem failed

op

arrival

service

fail repair

Fig. 1. SPN of an M/G/1/K system with failure and repair

An SPN is specified as a list SPN={P,T,IA,OA,HA,M0,measures}, where P
is the list of places, T is the list of transitions, IA, OA, and HA are the lists of
input, output, and inhibitor arcs, M0 is the initial marking, and measures is
the list of requested measures. The behavior of a transition is specified by a
list of attributes (such as the distribution, policy, etc.), an attribute is given as
a Mathematica transformation rule. The distribution can either be exponential
or expolynomial (defined by polynomial and exponential pieces, [14,12,6]). The
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definition of measures is based on the concept of expected rate and impulse
rewards [13]. In order to minimize the notational effort, default values are as-
sumed (e.g., for the policy, arc multiplicity, marking, etc.), just values which
differ from the default ones have to be given by a transformation rule. As an
example, consider the SPN shown in Fig. 1 representing an M/G/1/K queuing
system with failures and repairs The service unit has a prs-policy. Assume that
the guard #insystem>0 is attached to transition fail, meaning that failures are
only possible if the system is busy. An SPNica representation is:

K=3;l=0.5;r=0.25;s=1;t=1;
P={idle,insystem,op,failed};
T={{arrival,{dist->exp[l]}},

{service,{dist->I[t],policy->"prs"}},
{fail,{dist->exp[r],guard->rr[insystem]>0}},
{repair,{dist->exp[s]}}};

IA={{idle,arrival}, {insystem,service},{op,fail},{failed,repair}};
OA={{arrival,insystem},{service,idle},{fail,failed},{repair,op}};
HA={{failed,service}};
M0={idle->K,op->1};
measures={N->mean[rr[insystem]],S1->mean[ir[service]],

S2->mean[ir[arrival]],W->N/S1};
SPN={P,T,IA,OA,HA,M0,measures};

4.3 Analysis

From the SPN first the RRG is generated by the function
ReducedReachabilityGraph. The resulting data structure is of the form
RRG={netclass,markingset,edgesset,Slist,flist,measures,pi0}. In the
example, the following marking set is generated:

markingset={{3,0,1,0},{2,1,1,0},{1,2,1,0},{2,1,0,1},{0,3,1,0},
{1,2,0,1},{0,3,0,1}}

(the order of token numbers is as in P, the marking number is according its occur-
rence). The following state space partition is generated: Slist={{1},{{2,3,5},
{4,6,7}}}, representing SE = {1}, Sservice = {2, 3, 5}, Sservice�

= {4, 6, 7}.
SV1Process generates the list SV1P={Slist,flist,Q,Qbar,Delta} as a re-

presentation of the underlying stochastic process in terms of the state partition,
the list of transition attributes and the three matrices Q, Q̄, and Δ:

Q =

⎡
⎢⎢⎢⎢⎢⎢⎢⎣

−0.5 0.5 0 0 0 0 0
0 −0.75 0.5 0.25 0 0 0
0 0 −0.75 0 0.5 0.25 0
0 1 0 −1.5 0 0.5 0
0 0 0 0 −0.25 0 0.25
0 0 1 0 0 −1.5 0.5
0 0 0 0 1 0 −1

⎤
⎥⎥⎥⎥⎥⎥⎥⎦

, Q̄ = 0, (29)
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Δ =

⎡
⎢⎢⎢⎢⎢⎢⎢⎣

0 0 0 0 0 0 0
1 0 0 0 0 0 0
0 1 0 0 0 0 0
0 0 0 0 0 0 0
0 0 1 0 0 0 0
0 0 0 0 0 0 0
0 0 0 0 0 0 0

⎤
⎥⎥⎥⎥⎥⎥⎥⎦

(30)

The function SV1Pstationary computes the stationary solution according
to the algorithm given in Sec. 3.3. The numerical computation of the integrals
of the matrix exponentials required for the matrices Ωg and Ψg is performed by
an extended version of Jensen’s method [14,12,6]. The result is the pair of lists
{pi,phi} representing the vectors π and ϕ, in the example:

{{0.419,0.285,0.139,0.047,0.041,0.039,0.030},{0,0.210,0.17,0,0.089,0,0}}

GetMeasures takes measures and {pi,phi} in order to compute a new transfor-
mation rule list in which all right hand sides are the final results, in the example:
{N->0.900,S1->0.464,S2->0.464,W->1.938}. (N is the mean number of custo-
mers, S1 the effective arrival rate, S2 the effective service rate, and W the mean
waiting time). It is also easily possible to plot curves in case of experiments and
in case of transient evaluations.

5 Conclusions

The analysis of Markov regenerative SPNs with mixed preemption policies and
marking-dependent firing time distributions has been presented. The analysis is
based on the method of supplementary variables. All possible combinations of
execution policies fit well in a single framework. An algorithm has been formu-
lated which is close to implementation. The tool provides good support in the
testing of the developed formulas. Due to space limitations the transient case was
not considered although state equations can be derived with similar arguments.
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Abstract. Increasing complexity of actual computer systems has made
exact modelling techniques prohibitively expensive, and the need for ap-
proximation techniques for performance evaluation is well-recognized. A
new approximation technique is given for product-form queueing net-
works with constant-rate servers. It estimates the shift in mean queue
lengths rather than the fractional deviations used in the Chandy-Neuse
linearizer. Experimental results are reported which show that the new
approximation 92% of the times has superior accuracy to linearizer. As
population grows, the superior accuracy over linearizer increases. In 58%
of the test cases, the new approximation technique gave errors of zero (at
least 6 digits) while linearizer achieves such accuracy in less than 2.5%
of cases. In some of the stress cases described, the new approximation
technique has roughly five orders of magnitude less error than linearizer.

1 Introduction

Queueing network models are a fundamental tool for performance evaluation
engineering. Originally these models had relatively small number of servers and
of customer classes. However, in recent years computer-communication systems
have become increasingly complex. Client-server, intranet and extranet archi-
tectures involve interconnection of a large number of components via LANs and
WANs. In addition, there has been a vast proliferation of workloads with widely
varying resource demands, both between different load types and also within
each type. A representative workload model must allow the description of a
large number of distinct classes of customers.

For these reasons, single-workload models have limited use, and will be repla-
ced by models allowing large numbers of load classes, customers, and stations.
Exact solution techniques (when applicable) become prohibitively expensive, and
� This work was partially supported by the Center for Manufacturing and Operations

Management of the W. E. Simon Graduate School of Business Administration at
the University of Rochester

�� This work was partially supported by MURST 40% Project and CESTIA-CNR Italy

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 267–279, 1998.
c© Springer-Verlag Berlin Heidelberg 1998



268 P.J. Schweitzer, G. Serazzi, and M. Broglia

approximation techniques are becoming fundamental for the future of systems
modelling.

Several approximation techniques able to provide estimates of the most im-
portant indices have been proposed (see e.g., [1], [8], [3], [5], [11]).

In this paper we restrict our attention to the linearizer approximation [3], the
most accurate among the proposed techniques. In Sect. 2 we introduce the nota-
tion that will be used through the paper. The linearizer algorithm together with
some of its variants in the literature [11], [9] are also discussed in this section. In
Sects. 3 and 4 the new approximation technique and the solution algorithms are
presented. Computational results obtained from this approximation and compa-
risons with the results of the linearizer and Schweitzer-Bard [1], [8] are discussed
in Sect. 5. Accuracy and complexity of the method are also presented.

2 The Model and Notation

Consider a closed product-form queueing network [2], [7] with M constant-rate
servers and R customer classes. The population vector is denoted by K =
(K1, K2, . . . , KR) and the total population by Ksum = K1 + K2 + · · · + KR.
Customers do not change class. The other data for the model are:

• Sri = mean service time of a class-r customer for each visit to server i (if i
is FCFS, this must be independent of r);

• Vri = mean number of visits by a class-r customer to server i;
• Lri = VriSri = mean load placed on server i by one customer of class-r.

The servers are numbered 1, 2, . . . , M and the customer classes are num-
bered 1, 2, . . . , R. We let DC denote the set of Delay Centers and QC denote
the set of Queueing Centers (first-come-first-served, or processor share, or last-
come-first-served pre-emptive resume, or service in random order [10]). Note
{1, 2, . . . , M} ≡ DC + QC .

The desired performance measures of the queueing network are:

• Qri(K) = mean number of class-r customers at server i (either in service or
in queue);

• Qi(K) = mean number of customers at server i (any class, either in service
or in queue);

• Xri(K) = throughput of class-r customers at server i;
• Xr(K) = throughput of class-r customers;
• Wri(K) = mean sojourn time (service plus queueing) of a class-r customer

during one visit to server i.

Exact Mean Value Analysis (MVA) permits these to be computed recursively
from [7]:

Wri(K) = Sri [1 + Qi(K − er)] Kr ≥ 1, 1 ≤ r ≤ R, i ∈ QC (1a)
Wri(K) = Sri 1 ≤ r ≤ R, i ∈ DC (1b)
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Xr(K) =
Kr

M∑
i=1

Vri Wri(K)

1 ≤ r ≤ R (2)

Xri(K) = Xr(K) Vri 1 ≤ r ≤ R, 1 ≤ i ≤ M (3)
Qri(K) = Xri(K) Wri(K) 1 ≤ r ≤ R, 1 ≤ i ≤ M (4)

Qi(K) =
R∑

r=1

Qri(K) 1 ≤ i ≤ M (5)

with initial conditions Qi(0) = 0 for 1 ≤ i ≤ M . Here er denotes a unit vector
along the r-th axis: (er)i = δri. In order to avoid having to attach the con-
dition Kr ≥ 1 to every equation, we employ the convention that any class-r
unknown Xr(K), Xri(K), Qri(K), Wri(K), etc. is zero if Kr ≤ 0. Note that the
conservation law

M∑
i=1

Qri(K) = Kr 1 ≤ r ≤ R (6)

is automatically satisfied by the recursion. Note also that the X’s and W ’s
can be eliminated, leaving only a recursion for the M Q’s (actually only for
{Qi, i ∈ QC}):

Qi(K) =
R∑

r=1

Qri(K) =
R∑

r=1
Kr≥1

Kr Lri [1 + χ(i ∈ QC ) Qi(K − er)]
M∑

j=1

Lrj [1 + χ(j ∈ QC ) Qj(K − er)]

1 ≤ i ≤ M (7)

where the indicator function is

χ(i ∈ QC ) ≡
{

1 i ∈ QC
0 i ∈ DC .

Server utilizations can be subsequently computed from

Ui(K) =
R∑

r=1

Uri(K) =
R∑

r=1
Kr≥1

Kr Lri

M∑
j=1

Lrj [1 + χ(j ∈ QC ) Qj(K − er)]

i ∈ QC .

Unfortunately the exact recursion (1) to (5), or (7), has time computational

complexity of O(MR
R∏

r=1
(1+Kr)) and is usually impractical if R ≥ 5. The same
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computational complexity and conclusion holds [7] when the convolution algo-
rithm [6] is used to solve constant-rate product-form networks. This has motiva-
ted the investigation of approximation methods, in particular Schweitzer-Bard
[1], [8] and linearizer [3]. The original linearizer uses the fractional deviations

Drit(K) ≡ Qri(K − et)
Kr − δrt

− Qri(K)
Kr

Kr ≥ 1 + δrt, Kt ≥ 1, 1 ≤ r, t ≤ R, i ∈ QC (8)

and rewrites (7) as

Qri(K) =

Kr Lri

⎧⎪⎨
⎪⎩1 + χ(i ∈ QC )

R∑
t=1

Kt≥1

(Kt − δtr)
[
Dtir(K) +

Qti(K)
Kt

]⎫⎪⎬
⎪⎭

M∑
j=1

Lrj

⎡
⎢⎣1 + χ(j ∈ QC )

⎧⎪⎨
⎪⎩

R∑
t=1

Kt≥1

(Kt − δtr)
[
Dtjr(K) +

Qtj(K)
Kt

]⎫⎪⎬
⎪⎭
⎤
⎥⎦

1 ≤ r ≤ R, 1 ≤ i ≤ M . (9)

The fixed point system (9) is called the core problem (for population K) and
its solution for the Qri’s, with K and Dtir fixed, is called the core algorithm
(successive approximations appears to always work, if initialized with a uniform
customer distribution Qri(K) � Kr/M). Actually it suffices to just solve (9) for
{Qri, 1 ≤ r ≤ R, i ∈ QC} and only afterwards to compute Qri for i ∈ DC .

With the replacement of K by K − es and the approximation

Drit(K − es) � Drit(K) 1 ≤ r, s, t ≤ R, i ∈ QC (10)

(9) becomes

Qri(K − es) =

(Kr − δrs) Lri

⎧⎪⎨
⎪⎩1 + χ(i ∈ QC )

R∑
t=1

Kt≥1+δts

(Kt − δtr − δts)
[
Dtir(K) +

Qti(K − es)
Kt − δts

]⎫⎪⎬
⎪⎭

M∑
j=1

Lrj

⎡
⎢⎣1 + χ(j ∈ QC )

⎧⎪⎨
⎪⎩

R∑
t=1

Kt≥1+δts

(Kt − δtr − δts)
[
Dtjr(K) +

Qtj(K − es)
Kt − δts

]⎫⎪⎬
⎪⎭

⎤
⎥⎦

Ks ≥ 1, 1 ≤ r, s ≤ R, 1 ≤ i ≤ K . (11)

The original linearizer algorithm treats (8), (9), (11) together as a fixed point
problem for the triple of unknowns {Qri(K), Qri(K − es), Dris(K), 1 ≤ r, s ≤
R, i ∈ QC}. They may be solved by a specialized form of successive approxima-
tions (fix D’s; solve (9), (11) separately for {Qri(K)} and {Qri(K−es)} by R+1
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invocations of core algorithm; update D’s via (8), and repeat). Generally less
than 10 iterations are needed ([3] uses 3 iterations). Once the Q’s are available,
all other performance measures can be computed.

Several variants have been proposed to simplify the core problem. One, in
[9], notes that the D’s enter (9) only in the combination

Eri(K) ≡
R∑

t=1
Kt≥1

(Kt − δtr) Dtir(K) .

This reduces the number of unknowns (D’s or E’s) by a factor of R, but does
not alter the numerical value of the variables.

Another variant [8] rewrites (9) as

Qri(K) =
Kr Lri (1 + Eri(K) + Qi(K) − Qri(K)/Kr)

Cr
1 ≤ r ≤ R, i ∈ QC

where Cr, the denominator in (9), is the mean cycle time for class-r customers.
This permits elimination of Qri in favor of Qi and Cr, thereby reducing the
number of unknowns from R |QC | to R + |QC|. The original core problem (9)
(for fixed K and Eri) is replaced by a joint fixed point problem in {Qi} and
{Cr}. The numerical values are not altered by this change of variables.

Another variant, the AQL approximation in [11], uses

D∗
it(K) ≡ Qi(K − et)

Ksum − 1
− Qi(K)

Ksum

rather then Drit(K), and replaces (10) by the analogous approximation for D∗.
This changes the numerical values. It has been found to produce comparable
accuracy to the original linearizer, while reducing time and space complexity by
a factor of R.

For the sake of consistency, all comparisons are done with original linearizer.

3 The New Approximation Technique

3.1 Approximation of the Absolute Deviations

The new approximation (referred to as QSA for Queue-Shift Approximation) is
based upon absolute deviations, i. e., the shift in mean queue lengths, rather
than upon the fractional deviations in (8). Specifically, we define

Yri(K) ≡ Qi(K − er) − [Qi(K) − 1] Kr ≥ 1, 1 ≤ r ≤ R, i ∈ QC (12)
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(this replaces (8)) and rewrite (7) as

Qi(K) =
R∑

r=1
Kr≥1

Kr Lri [Qi(K) + Yri(K)]∑
j∈QC

Lrj [Qj(K) + Yrj(K)] +
∑

j∈DC

Lrj

i ∈ QC (13a)

Qi(K) =
R∑

r=1
Kr≥1

Kr Lri∑
j∈QC

Lrj [Qj(K) + Yrj(K)] +
∑

j∈DC

Lrj

i ∈ DC . (13b)

This replaces (9). Similarly, with K in (13) replaced by K−es, a replacement for
(11) is obtained. The new core algorithm now denotes solving (13a) for {Qi, i ∈
QC}, for fixed K and Y ’s. Then compute {Qi, i ∈ DC} via (13b). Note again
that (6) and

M∑
i=1

Qi(K) = Ksum

are satisfied automatically.
The remaining task is to specify an approximation for all {Yri(K)} and for

all {Yri(K − es)}. The simplest approach (cf. (10)) is to approximate

Yri(K − es) � Yri(K) 1 ≤ r, s ≤ R i ∈ QC

which has an error of O(1/Ksum). It leads to a two-level QSA, and involves the
fixed point triple of equations

for Qi(K) : (13a) as written (14a)
for Qi(K − es) : (13a) with K replaced by K − es, (14b)

Qi(K) by Qi(K − es) and Yri(K) unchanged
for Yri(K) : (12) as written (14c)

for the triple of unknowns {Qi(K), Qi(K − es), Yri(K), i ∈ QC , 1 ≤ r, s ≤ R}.
A more accurate approach is a three-level QSA with the approximation

Yri(K − es − et) � Yri(K − es) + Yri(K − et) − Yri(K)
1 ≤ r, s, t ≤ R i ∈ QC (15)

with an error of O(1/K2
sum). Note that (15) preserves the symmetry in s and

t, which halves the effort in computing Yri(K − es − et) and Qi(K − es − et).
Equation (15) would be exact if Yri(K) were an affine linear function of K.

One now has a fixed-point problem for the quintuple of variables {Qi(K),
Qi(K − es), Qi(K − es − er), Yri(K), Yri(K − es), i ∈ QC , 1 ≤ r, s ≤ R}. The
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five sets of equations are:

for Qi(K) : (13a) as written (16a)
for Qi(K − es) : (13a) with K replaced by K − es, (16b)

Qi(K) by Qi(K − es)
and Yri(K) by Yri(K − es)

for Qi(K − es − et) : (13a) with K replaced by K − es − et, (16c)
Qi(K) by Qi(K − es − et) and
Yri(K) by Yri(K − es) + Yri(K − et) − Yri(K)
[cf. (15)]

Yri(K) ≡ 1 + Qi(K − er) − Qi(K) (16d)
Kr ≥ 1, 1 ≤ r ≤ R, i ∈ QC

Yri(K − es) ≡ 1 + Qi(K − er − es) − Qi(K − es) (16e)
Kr, Ks ≥ 1 + δrs, 1 ≤ r, s ≤ R, i ∈ QC .

The storage requirements are comparable to the linearizer.

3.2 Remarks

1. The exact properties

M∑
i=1

Qi(K) = Ksum

M∑
i=1

Qi(K − es) = Ksum − 1 Ks ≥ 1

M∑
i=1

Qi(K − es − et) = Ksum − 2 Ks, Kt ≥ 1 + δst

are maintained by the approximation. If there are no delay centers

M∑
i=1

Yri(K) = M − 1 1 ≤ r ≤ R

M∑
i=1

Yri(K − es) = M − 1 1 ≤ r, s ≤ R

are also maintained.
2. Just as for linearizer, the fixed point problems (14) and (16) lacks a proof

that a solution with non-negative Q’s (and utilizations below unity) exists
and is unique (empirically both properties hold).
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4 Solution Algorithms for the Fixed-Point Problem

The user can choose any standard algorithm to solve the fixed point problem
(16). We used our own implementation of a sophisticated Newton’s method with
global convergence [4], and we also implemented a version of successive substitu-
tions, as in [3], exploiting the decomposition into (R+1) (R+2)

2 core problems. For
solving the core problem, Newton worked well for us, but is known to fail occa-
sionally. In a few percent of the cases, Newton terminated at unphysical solutions
with some negative components. Successive approximations also usually worked
well for solving the core problem, but in the few percent of the cases where it
diverged, convergence was achieved by under-relaxation. However, applying suc-
cessive approximations to the whole set (16) is not recommended, because [11]
found similar examples where this “simultaneous iteration” diverged in 20% of
the cases.

Our conclusion is that no single algorithm is guaranteed to always work well,
but in practice one can always somehow solve the equations by taking suitable
precautions.

The fixed point problems for linearizer (8), (9), (11) and QSA (14), (16)
have similar structure and can be solved by similar iterative algorithms, e.g.
successive substitutions or Newton’s method. Of course, the solution should be
independent of the computational algorithm chosen.

Iterative algorithms are sensitive to starting points, so similar starting points
were used when solving the linearizer and QSA fixed point problems by either
successive substitutions or Newton’s method. The general observation is that the
algorithms are robust for “reasonable” starting points, e. g. customers of each
class equidistributed among the resources, but behave poorly if poor starting
points are used: Newton can converge to unphysical solutions while the outer
loop in successive substitutions can require dozens of iterations rather than the
3 iterations recommended in [3]. In addition, we found that the individual core
problems for both linearizer and QSA were frequently very time consuming when
solved by successive substitutions, requiring many hundreds of iterations. This
justifies the additional attention given to starting points as well as the use of
acceleration (extrapolation) techniques, to be reported separately, when solving
the core problems.

Iterative algorithms are also sensitive to the termination criterion, so similar
criteria were employed when comparing algorithms. In particular, there is the
danger of premature termination without the desired accuracy. [11] describe
ways of preventing premature termination. An appropriate termination criterion
should involve both the change in the variables and the residual error between
the left and right sides of (16). The suggestion in [3] to terminate after three
iterations is not robust [11].

Just as for the linearizer algorithm, we lack formal proof that the algorithms
will converge. Empirically the algorithms with precautions always converged and
always led to the same solution despite varying the starting point: the fixed point
with side conditions of non-negativity (and of utilizations at most one) appears
to always exist and be unique.



A Queue-Shift Approximation Technique 275

5 Accuracy of the Approximation

We have implemented the four algorithms:

Acronym Name Main reference
MVA Mean Value Analysis [7]
SB Schweitzer-Bard Algorithm [1], [8]
LIN Linearizer Algorithm [3]
QSA QSA Algorithm This paper (16)

To evaluate the accuracy of the algorithms an extensive experimentation has
been performed. The experiments consisted of randomly generated test cases
(Sect. 5.1) and stress cases (Sect. 5.2).

5.1 Randomly Generated Test Cases

A large set of test cases were generated similar to those in [3], as follows: M = 5
stations, R = 1 to 4 classes. Ksum ranges from 50 to 500 in steps of 50. In all,
there are 40 choices of the triple (M, R, Ksum), with 100 samples run for each,
leading to 4000 test cases.

The 100 samples for each triple were generated as follows:

– All stations were either QC (with probability 0.95) or DC (with probability
0.05);

– The elements of the R × M matrix [Vri] were generated independently from
the same continuous uniform distribution on [0, 10];

– The elements of the R×M matrix [Sri] were generated as follows: if server i
is DC , each Sri was chosen independently from the same continuous uniform
distribution on [0, 10]; if server i is QC , Sri = Si for all r, where Si is chosen
from the same continuous uniform distribution on [0, 10];

– The R × M matrix [Lri] was then generated as [VriSri] and then 10% of the
Lri values were set to 0;

– The population vector K = (K1, K2, . . . , KR) was chosen equally-likely from
the set of integers vectors satisfying the conditions

R∑
r=1

Kr = Ksum, Kr ≥ 1 for 1 ≤ r ≤ R .

The four algorithms were run on the 4000 samples. For each of the 100
samples of each triple (M, R, Ksum), we compute the errors (relative to MVA):

error on Q = max
ri

{ |Qappr
ri − QMVA

ri |
Kr

}
, error on U = max

ri
{|Uappr

ri − UMVA
ri |}

(17)

where Qappr
ri and Uappr

ri are obtained from the approximation considered and
QMVA

ri and UMVA
ri are given by the exact MVA. Table 1 entries are average error.
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Table 1. Average errors for the approximations

number of number of approximation average error
classes samples algorithm Q U

SB 0.000144 0.000109
R = 1 1000 LIN 0.000043 0.000024

QSA 0.000000 0.000000
SB 0.002540 0.001892

R = 2 1000 LIN 0.000290 0.000124
QSA 0.000056 0.000028
SB 0.007468 0.005491

R = 3 1000 LIN 0.000752 0.000492
QSA 0.000245 0.000105
SB 0.022579 0.013798

R = 4 1000 LIN 0.002485 0.001152
QSA 0.001604 0.000625

Figure 1 shows the average errors for LIN and QSA as a function of the
number of classes.

These results show that QSA has average errors at most half as big as those
of LIN and in some cases was accurate to six or eight significant figures. As usual
for all the approximation techniques, for a given population the average error
increases with R (empirically by a factor of 2-10 as R increases by 1) due to the
decrease in the number of jobs per class. As expected all methods had decreased
errors as the population increased.

Let us remark that in 58% of the test cases, QSA gave errors of zero (at least
6 digits) while LIN achieves such accuracy in less than 2.5% of cases.

5.2 Stress Cases

For the stress cases we choose among the 4000 randomly generated test cases
the ones in which LIN exhibited large errors and we compared them with the
ones given by QSA. In most of the cases QSA significantly outperforms LIN.

As an example in Table 2 are reported the loadings (rounded) of the case ex-
hibiting the largest errors in LIN. The network parameters are: K = 5 queueing
stations, R = 2 classes, K = (21, 29).

The corresponding errors (17) on Q are 0.004459 for LIN and 0.001812 for
QSA while the errors on U are 0.001900 for LIN and 0.000639 for QSA. QSA
has roughly 1/2 the errors of LIN.

As another stress case we present the network, whose loadings are reported
in Table 3, for which the ratio between the corresponding errors given by LIN
and QSA is maximized. The network parameters are: K = 5 queueing stations,
R = 2 classes, K = (111, 89).
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Fig. 1. Average errors on Q for LIN and QSA

Table 2. Loadings of the network with the largest error on LIN

Stations Loadings
Class 1 Class 2

1 16 50
2 19 28
3 0 42
4 12 25
5 39 29

The errors on Q are 4.04 10−5 for LIN and 4.18 10−10 for QSA while the
errors on U are 6.73 10−5 for LIN and 5.54 10−10 for QSA. QSA has roughly five
orders of magnitude less error than LIN.

For a three-class stress case, we tested our algorithm on the example presen-
ted in [3]. The network parameters are: K = 3 queueing stations, R = 3 classes,
K = (2, 2, 2) and the corresponding loadings are reported in Table 4. Let us
remark that, in spite of the small number of jobs in this example the error of
QSA with respect to that of LIN is very small.

The errors on Q are 0.000318 for LIN and 0.000185 for QSA while the errors
on U are 0.000716 for LIN and 0.000415 for QSA. QSA has roughly 1/2 the
errors of LIN.

6 Conclusions

A new approximation method is presented for closed product-form queueing
networks with constant-rate servers. While this approximation has memory and
computational requirements comparable to linearizer methods, its accuracy is
generally better than linearizer for populations as small as 10-20, and its super-
iority increases as populations grow. Several stress cases are given where QSA
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Table 3. Loadings of the network with the max ratio between errors of LIN and QSA

Stations Loadings
Class 1 Class 2

1 16 73
2 59 15
3 6 26
4 2 36
5 10 0

Table 4. Loadings of the three-class stress case

Stations Loadings
Class 1 Class 2 Class 3

1 10 1 1
2 1 10 1
3 1 1 10

outperforms linearizer. The accuracy achieved, on the order of 4-6 digits, ap-
pears sufficient to justify abandoning exact solution methods in favor of the
approximation method, especially since the model input data is almost never
this accurate. In 58% of the test cases, QSA gave errors of zero (at least 6 digits)
while LIN achieves such accuracy in less than 2.5% of cases.
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Abstract. Approximate Mean Value Analysis (MVA) is a popular tech-
nique for analyzing queueing networks because of the efficiency and accu-
racy that it affords. In this paper, we present a new software package, cal-
led the Improved Approximate Mean Value Analysis Library (IAMVAL),
which can be easily integrated into existing commercial and research
queueing network analysis packages. The IAMVAL packages includes two
new approximate MVA algorithms, the Queue Line (QL) algorithm and
the Fraction Line (FL) algorithm, for analyzing multiple class separable
queueing networks. The QL algorithm is always more accurate than, and
yet has approximately the same computational efficiency as, the Bard-
Schweitzer Proportional Estimation (PE) algorithm, which is currently
the most widely used approximate MVA algorithm. The FL algorithm
has the same computational cost and, in noncongested separable queu-
eing networks where queue lengths are quite small, yields more accurate
solutions than both the QL and PE algorithms.

1 Introduction

Queueing network models have been widely adopted for the performance eva-
luation of computer systems and communication networks. While it is infeasible
to compute the exact solution for the general class of queueing network mo-
dels, solutions can be computed for an important subset, called separable (or
product-form) queueing networks [2]. The solution for separable queueing net-
works can be obtained with modest computational effort using any of several
comparably efficient exact algorithms. Mean Value Analysis (MVA) [9] is the
most widely used of these algorithms. However, even for separable queueing
networks, the computational cost of an exact solution becomes prohibitively
expensive as the number of classes, customers, and centers grows. Numerous ap-
proximate MVA algorithms have been devised for separable queueing networks
[1,10,4,3,6,14,17,15,11]. Among them, the Bard-Schweitzer Proportional Estima-
tion (PE) algorithm [10] is a popular algorithm that has gained wide acceptance
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among performance analysts [5,8], and is used in most commercial and research
queueing network solution packages.

In this paper, we present a new software package, called the Improved Ap-
proximate Mean Value Analysis Library (IAMVAL), which includes two new
approximate MVA algorithms for analyzing multiple class separable queueing
networks. Both algorithms have approximately the same computational cost as
the PE algorithm. The Queue Line (QL) algorithm always yields more accurate
solutions, and hence it dominates the PE algorithm in the spectrum of different
algorithms that trade off accuracy and efficiency. The Fraction Line (FL) algo-
rithm yields more accurate solutions than both the QL and PE algorithms, but
only for noncongested separable queueing networks where queue lengths are quite
small. These two new algorithms have the accuracy, speed, limited memory re-
quirements, and simplicity to be appropriate for inclusion in existing commercial
and research queueing network analysis packages, and the IAMVAL library can
be integrated into these software packages to replace the PE algorithm library.

The remainder of the paper is organized as follows. Section 2 reviews material
relating to approximate MVA algorithms. Section 3 presents the QL and FL
algorithms and their computational costs. Section 4 contains a comparison of the
accuracy of the solutions of the PE, QL, and FL algorithms and discusses their
relative merits. Finally, a summary and conclusions are provided in Section 5.

2 Background

Consider a closed separable queueing network [2,9] with C customer classes,
and K load independent service centers. The customer classes are indexed as
classes 1 through C, and the centers are indexed as centers 1 through K. The
customer population of the queueing network is denoted by the vector −→N =
(N1, N2, ..., NC) where Nc denotes the number of customers belonging to class c
for c = 1, 2, ..., C. Also, the total number of customers in the network is denoted
by N = N1 + N2 + · · · + NC . The mean service demand of a class c customer
at center k is denoted by Dc,k for c = 1, 2, ..., C, and k = 1, 2, ..., K. The think
time of class c, Zc, is the sum of the delay center service demands of class c.

For network population −→N, we consider the following performance measures
of interest:

Rc,k(−→N) = the average residence time of a class c customer at center k.
Rc(

−→N) = the average response time of a class c customer in the network.
Xc(

−→N) = the throughput of class c.
Qc,k(−→N) = the mean queue length of class c at center k.
Qk(−→N) = the mean total queue length at center k.

Based on the Arrival Instant Distribution theorem [7,12], the exact MVA
algorithm [9] involves the repeated applications of the following six equations, in
which −→n = (n1, n2, ..., nC) is a population vector ranging from −→0 to −→N; A

(c)
k (−→n )

is the average number of customers a class c customers finds already at center k
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when it arrives there, given the network population −→n ; −→1 c is a C-dimensional
vector whose cth element is one and whose other elements are zeros; and (−→n −−→1 c)
denotes the population vector −→n with one class c customer removed:

A
(c)
k (−→n ) = Qk(−→n − −→1 c), (1)

Rc,k(−→n ) = Dc,k ·
(
1 + A

(c)
k (−→n )

)
, (2)

Rc(−→n ) =
K∑

k=1

Rc,k(−→n ), (3)

Xc(−→n ) =
nc

Zc + Rc(−→n )
, (4)

Qc,k(−→n ) = Rc,k(−→n ) · Xc(−→n ), (5)

Qk(−→n ) =
C∑

c=1

Qc,k(−→n ), (6)

with initial conditions Qk(−→0 ) = 0 for k = 1, 2, ..., K.
The key to the exact MVA algorithm is the recursive expression in equation

(1) which relates performance with population vector −→n to that with population
vector (−→n −−→1 c). This recursive dependence of the performance measures for one
population on lower population levels causes both space and time complexities of
the exact MVA algorithm to be Θ(KC

∏C
c=1(Nc + 1)). Thus, for large numbers

of classes (more than ten) or large populations per class, it is not practical to
solve networks with the exact MVA algorithm.

The approximate MVA algorithms for separable queueing networks improve
the time and space complexities by substituting approximations for A

(c)
k (−→N) that

are not recursive. Among all approximate MVA algorithms, the Bard-Schweitzer
Proportional Estimation (PE) algorithm [10] is a popular algorithm that is cur-
rently in wide use. The PE algorithm is based on the approximation

Qj,k(−→N − −→1 c) ≈
{

Nc−1
Nc

Qc,k(−→N) for c = j,
Qj,k(−→N) for c �= j.

Hence, the approximation equation that replaces equation (1) in the PE algo-
rithm is

A
(c)
k (−→N) = Qk(−→N − −→1 c) =

C∑
j=1

Qj,k(−→N − −→1 c) ≈ Qk(−→N) − 1
Nc

Qc,k(−→N). (7)

The system of nonlinear equations (2) through (7) of the PE algorithm can be
solved iteratively by any general purpose numerical techniques, such as the suc-
cessive substitution method or Newton’s method [10,3,17,8]. Zahorjan et al. [17]
found that no single implementation of the PE algorithm is guaranteed to al-
ways work well. When the PE algorithm is solved by Newton-like methods, the
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algorithm involves solving a nonlinear system of at least C equations [3,8], and
the algorithm may fail to converge, or may converge to infeasible solutions [17].
When the PE algorithm is solved by the successive substitution method, the
algorithm may converge very slowly in some cases, although it always yields fea-
sible solutions [5] and converges very quickly for most networks [17]. When the
PE algorithm is solved by the successive substitution method, the space comple-
xity of the algorithm is O(KC), and the time complexity is O(KC) per iteration
[10]. Thus, application of the PE algorithm is practical even for networks of up
to about 100 classes and about 1000 service centers. The number of customers
per class does not directly affect the amount of computation (although it may
influence the speed of convergence).

3 The Queue Line and Fraction Line Approximate MVA
Algorithms

In this section, two new iterative approximate MVA algorithms, the Queue Line
(QL) algorithm and the Fraction Line (FL) algorithm, for multiple class separa-
ble queueing networks are presented. Both algorithms improve on the accuracy
of the PE algorithm while maintaining approximately the same computational
efficiency as the PE algorithm. The improvement with the FL algorithm occurs
only in lightly loaded separable queueing networks, but the QL algorithm is more
accurate than the PE algorithm in all cases.

3.1 The Queue Line Algorithm

The QL approximation is motivated by observing the graph of Qc,k(−→n ) versus
−→n (as shown in Figure 1). The PE approximation is equivalent to interpolating
the value between the values of Qc,k(−→n ) for 0 and nc. The QL approximation in-
terpolates instead between the values at 1 and nc. As can be seen in Figure 1, the
QL approximation is more accurate than the PE approximation for both bott-
leneck and non-bottleneck centers. The QL algorithm is based on the following
approximations:

Approximation 1 (Approximations of the QL Algorithm).

(1) when Nc = 1 and c = j,
Qj,k(−→N − −→1 c) = 0,

(2) when Nc > 1 and c = j,
Qj,k(

−→N)−Qj,k(
−→N−−→1 c)

1 = Qj,k(
−→N)−Qj,k(

−→N−(Nc−1)
−→1 c)

Nc−1 ,
(3) when Nc ≥ 1 and c �= j,

Qj,k(−→N − −→1 c) = Qj,k(−→N),

where −→N − −→1 c denotes the population −→N with one class c customer removed,
and −→N − (Nc − 1)−→1 c denotes the population −→N with Nc − 1 class c customers
removed.
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Like the PE algorithm, the QL algorithm assumes that removing a class c cu-
stomer does not affect the proportion of time spent by customers of any other
classes at each service center. However, as shown in Figure 1, while the PE
algorithm assumes the linear relationship between Qc,k(−→N) and Nc, the QL
algorithm estimates Qc,k(−→N − −→1 c) by linear interpolation between the points
(1, Qc,k(−→N − (Nc − 1)−→1 c)) and (Nc, Qc,k(−→N)).

n c

45   line

n c

Q   (n)c,k

0

Non-bottleneck centers

Bottleneck center(s)
PE Approximation
QL Approximation

- 11

Fig. 1. Approximations of the PE and QL algorithms

Approximation 1 leads to the following approximation equation that replaces
equation (1) in the QL algorithm [13,16].
QL Approximation Equation: Under Approximation 1, the approximation
equation of the QL algorithm is

⎧⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎩

(1) when Nc = 1, A
(c)
k (−→N) = Qk(−→N) − Qc,k(−→N),

(2) when Nc > 1,
A

(c)
k (−→N)= Qk(−→N) − 1

Nc−1

[
Qc,k(−→N) − Qc,k(−→N − (Nc − 1)−→1 c)

]

= Qk(−→N)− 1
Nc−1

⎧⎨
⎩Qc,k(−→N)−

Dc,k

[
1+Qk(

−→N)−Qc,k(
−→N)
]

Zc+
∑K

l=1

{
Dc,l

[
1+Ql(

−→N)−Qc,l(
−→N)
]}
⎫⎬
⎭.

(8)
Note that when there is a single customer in class c, its residence time at a center
k is given by

Rc,k(−→N − (Nc − 1)−→1 c) = Dc,k

[
1 + Qk(−→N) − Qc,k(−→N)

]
,

because it is expected that the arrival instant queue length is simply the equili-
brium mean queue length of all other classes, excluding class c. This fact is used
in the final substitution in equation (8) (and also equation (9)).
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3.2 The Fraction Line Algorithm

The FL approximation is motivated by observing the graph of Qc,k(−→n )
nc

versus nc

(as shown in Figure 2). In this case, the PE approximation takes the value of this
ratio to be the same at (nc − 1) as at nc. The FL approximation estimates the
value at (nc −1) by interpolating between the values at 1 and nc. As can be seen
in Figure 2, when nc is sufficiently small, the FL approximation becomes more
accurate than that of PE approximation for both bottleneck and non-bottleneck
centers. The FL algorithm is based on the following approximations:

Approximation 2 (Approximations of the FL Algorithm).

(1) when Nc = 1 and c = j,
Qj,k(−→N − −→1 c) = 0,

(2) when Nc > 1 and c = j,
Qj,k(

−→N)
Nc

− Qj,k(
−→N−−→1 c)

Nc−1 = 1
Nc−1

[
Qj,k(

−→N)
Nc

− Qj,k(
−→N−(Nc−1)

−→1 c)
1

]
,

(3) when Nc ≥ 1 and c �= j,
Qj,k(−→N − −→1 c) = Qj,k(−→N),

where −→N − −→1 c denotes the population −→N with one class c customer removed,
and −→N − (Nc − 1)−→1 c denotes the population −→N with Nc − 1 class c customers
removed.

Like the PE and QL algorithms, the FL algorithm assumes that removing a
class c customer does not affect the proportion of time spent by customers of
any other classes at each service center. Furthermore, as shown in Figure 2, the
FL algorithm estimates Qc,k(−→N−−→1 c) by linear interpolation between the points

(1, Qc,k(−→N − (Nc − 1)−→1 c)) and (Nc,
Qc,k(

−→N)
Nc

).

n cn c

Q   (n)c,k

n c

0
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Fig. 2. Approximations of the PE and FL algorithms
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Approximation 2 leads to the following approximation equation that replaces
equation (1) in the FL algorithm [13,16].
FL Approximation Equation: Under Approximation 2, the approximation
equation of the FL algorithm is⎧⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎩

(1) when Nc = 1, A
(c)
k (−→N) = Qk(−→N) − Qc,k(−→N),

(2) when Nc > 1,
A

(c)
k (−→N) = Qk(−→N) − 2

Nc
Qc,k(−→N) + Qc,k(−→N − (Nc − 1)−→1 c)

= Qk(−→N) − 2
Nc

Qc,k(−→N) +
Dc,k

[
1+Qk(

−→N)−Qc,k(
−→N)
]

Zc+
∑K

l=1

{
Dc,l

[
1+Ql(

−→N)−Qc,l(
−→N)
]} .

(9)
The system of nonlinear equations of the FL algorithm consists of (9) and (2)
through (6), while that of the QL algorithm consists of (8) and (2) through (6).
As with the PE algorithm, the system of nonlinear equations of either the QL
or the FL algorithm can be solved by any general purpose numerical techniques.

When the QL and FL algorithms are solved by Newton-like methods, like
the PE algorithm, each involves solving a nonlinear system of at least C equa-
tions, and the algorithm may fail to converge, or may converge to infeasible
solutions [13,16]. When all three algorithms are solved by Newton-like methods,
they involve solving the same number of nonlinear equations, and hence have
approximately the same space and time complexities [13,16].

When the QL and FL algorithms are solved by the successive substitution
method, like the PE algorithm, either algorithm may converge very slowly in
some cases, although they converge quickly for most networks [13,16]. When all
three algorithms are solved by the successive substitution method, their space
complexities are all O(KC) because of their similar structures. Moreover, for the
networks in which Nc > 1 for all c, the QL algorithm requires (10KC − K − C)
additions/subtractions and (6KC + C) multiplications/divisions per iteration,
while the FL algorithm requires (10KC − K − C) additions/subtractions and
(7KC + C) multiplications/divisions per iteration, as contrasted to (4KC −
K) additions/subtractions and (3KC + C) multiplications/divisions for the PE
algorithm. For networks in which Nc = 1 for all c, all three algorithms require
the same number of operations. Hence, the time complexity of either the QL or
FL algorithm is O(KC) per iteration and is identical to that of the PE algorithm
when all three algorithms are solved by the successive substitution method.

4 Accuracy of the Solutions of the Algorithms

We have experimentally evaluated the accuracy of the solutions of the QL and
FL algorithms relative to that of the PE algorithm. We choose to compare the
QL and FL algorithms against the PE algorithm because it is the most popular
and most widely used of the many alternative approximate MVA algorithms.
In each of these experiments, two thousand random networks were generated
and solved by each of the three approximate algorithms and by the exact MVA
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algorithm. The mean absolute relative errors in estimating the quantities, Xc,
Rc, and Qc,k, relative to the corresponding exact values, X∗

c , R∗
c , and Q∗

c,k, were
calculated in each case according to the following formulae:

– For throughput, ΓX = 1
C

∑C
c=1

∣∣∣Xc−X∗
c

X∗
c

∣∣∣ ;
– For response time, ΓR = 1

C

∑C
c=1

∣∣∣Rc−R∗
c

R∗
c

∣∣∣ ;
– For average queue length, ΓQ = 1

KC

∑C
c=1
∑K

k=1
|Qc,k−Q∗

c,k|
Q∗

c,k
.

Also, the maximum absolute relative error in Qc,k was noted:

ΛQ = max
c,k

| Qc,k − Q∗
c,k |

Q∗
c,k

.

For each of these error measures (M), we calculated the sample mean (M) and
sample standard deviation (SM ) over the 2000 trials in each experiment. We
also recorded the maximum value of ΛQ (max(ΛQ)) over the 2000 trials in each
experiment.

4.1 Experiments for Multiple Class Separable Queueing Networks

In the first set of experiments, two thousand random networks were generated
and solved by each of the three approximate algorithms and the exact MVA
algorithm for each number of classes from one to four. The parameters used to
generate the random networks are given in Table 1. The mean absolute relative
errors in throughput, response time, queue length, and the maximum absolute
relative errors in queue length are shown in Table 2. Additional statistics on error
measures are presented elsewhere [16]. In these the experimental results, the QL

Table 1. Parameters for generating multiple class separable queueing networks

Server discipline: Load independent
Population size (Nc): Class 1: Uniform(1,10)

Class 2: Uniform(1,10)
Class 3: Uniform(1,10)
Class 4: Uniform(1,10)

Number of centers (K): Uniform(2,10)
Loadings (Dc,k): Uniform(0.1,20.0)
Think time of customers (Zc): Uniform(0.0,100.0)
Number of trials (samples): 2000

algorithm always yielded smaller errors than the PE algorithm for all randomly
generated networks. We found that the FL algorithm yields larger errors than
the PE and QL algorithms for some networks, although it yielded smaller errors
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Table 2. Summary of statistical results of each algorithm for multiple class separable
queueing networks whose parameters are specified in Table 1

Measure Algorithm 1 class 2 classes 3 classes 4 classes
PE 0.40% 0.73% 0.82% 0.90%

ΓX QL 0.31% 0.67% 0.79% 0.88%
FL 0.05% 0.47% 0.67% 0.80%
PE 0.59% 0.99% 1.04% 1.09%

ΓR QL 0.45% 0.91% 0.99% 1.06%
FL 0.06% 0.63% 0.84% 0.96%
PE 0.69% 1.23% 1.45% 1.64%

ΓQ QL 0.55% 1.15% 1.40% 1.61%
FL 0.11% 0.83% 1.20% 1.47%
PE 15.19% 14.82% 14.63% 16.20%

max(ΛQ) QL 13.13% 14.41% 14.49% 16.12%
FL 10.82% 11.98% 13.64% 15.62%

than the PE and QL algorithms for most of the networks among our test cases.
We also found that the error of the FL algorithm rises faster than those of
the QL and PE algorithms as the number of classes increases. By applying the
statistical hypothesis testing procedure [16], we can further conclude that, on
the average, the accuracy of all three approximate MVA algorithms decreases as
the number of classes increases, and the FL algorithm is the most accurate while
the PE algorithm is the least accurate algorithm among the three algorithms for
multiple class separable queueing networks with sufficiently small population.
However, these conclusions are only valid for small networks with a small number
of classes, and small customer populations as governed by the parameters in
Table 1. Although we would like to have experimented with larger networks
with more classes and larger populations, the execution time of obtaining the
exact solution of such networks prevented us from doing so.

4.2 Experiments for Single Class Separable Queueing Networks

In order to gain some insight into the behavior of the three approximate MVA
algorithms for larger networks than those whose parameters are specified in
Table 1, the second set of experiments was performed. This involved five ex-
periments for single class separable queueing networks. We chose single class
separable queueing networks because it is feasible to obtain the exact solution
of such networks. The parameters used to generate the random networks in each
of these experiments are given in Table 3. The detailed experimental results for
these five experiments are presented elsewhere [16].

In these experiments, we also found the QL algorithm was more accurate than
the PE algorithm for all randomly generated single class separable queueing
networks. Moreover, we found that both the PE and QL algorithms always
yield a higher mean response time and a lower throughput relative to the exact
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Table 3. Parameters for generating single class separable queueing networks

Parameter Experiment Value
Population size (N) 1 Uniform(2,10)

2 Uniform(20,100)
3,4,5 Uniform(2,100)

Number of centers (K) 1,2,3 Uniform(2,10)
4 Uniform(50,100)
5 Uniform(100,200)

Loadings (Dk) 1,2,3,4,5 Uniform(0.1,20.0)
Think time of customers (Z) 1,2,3,4,5 Uniform(0.0,100.0)
Server discipline 1,2,3,4,5 Load independent
Number of trials (samples) 1,2,3,4,5 2000

solution. These results are consistent with the known analytic results [5,13]. We
also found that the FL algorithm tended to yield a lower mean system response
time and a higher throughput relative to the exact solution. However, some
networks for which the FL algorithm yields a higher mean system response time
and a lower throughput have been observed. By applying the same statistical
testing procedure as in the first set of experiments [16], we conclude that given a
network, as the population increases, the accuracy of the FL algorithm degrades.
Moreover, given the network population, when the number of centers increases,
the accuracy of the FL algorithm increases and the FL algorithm yields more
accurate solutions than the other two algorithms. When the network is congested,
the average queue length at some centers is large, and the approximations of both
the PE and the QL algorithms lead to better approximations than those of the
FL algorithm. These results are also consistent with the results of the first set
of experiments.

4.3 Examples

We investigated some specific examples of single class separable queueing net-
works to illustrate how the QL algorithm dominates the PE algorithm, and the
FL algorithm is the most accurate in low congestion networks, but the least
accurate in high congestion networks among the three approximate MVA al-
gorithms. The network parameters of four such examples are given in Table 4.
For these cases, the absolute value of the difference between the approximate
response time and the exact response time is used to measure the accuracy of
an approximate MVA algorithm. Figure 3 shows the errors for the PE, QL, and
FL algorithms as a function of the population for Example 1. The corresponding
graphs for the other three examples all have exactly the same form. From this
we conclude that the basic form of the curves shown in Figure 3 is robust across
broad classes of single class separable queueing networks.
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Table 4. Network parameters of examples

Example Parameters (The subscript c on network parameters is dropped since C =1.)
1 C = 1, K = 2, D1 = 1.0, D2 = 2.0, Z = 0.0, N ∈ [1, 50]
2 C = 1, K = 2, D1 = 10.0, D2 = 20.0, Z = 10.0, N ∈ [1, 50]
3 C = 1, K = 3, D1 = 10.0, D2 = 20.0, D3 = 30.0, Z = 0.0, N ∈ [1, 50]
4 C = 1, K = 3, D1 = 10.0, D2 = 20.0, D3 = 30.0, Z = 50.0, N ∈ [1, 50]
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Fig. 3. Plot of the absolute error in R vs N for Example 1

5 Summary and Conclusions

Two new approximate MVA algorithms for separable queueing networks, the
QL and FL algorithms, are presented. Both the QL and FL algorithms have
approximately the same computational costs as the PE algorithm. Based on the
experimental results, the QL algorithm is always more accurate than the PE al-
gorithm. Moreover, as with the PE algorithm, the solutions of the QL algorithm
are always pessimistic relative to those of the exact MVA algorithm for single
class separable queueing networks. Specifically, both the PE and QL algorithms
always yield a higher mean system response time and a lower throughput for
single class separable queueing networks. These properties, which we have ob-
served in the experiments described here, have been formally proven to hold as
well [13,16]. The FL algorithm is more accurate than the QL and PE algorithms
for noncongested separable queueing networks where queue lengths are small,
and is less accurate than the QL and PE algorithms for congested separable
queueing networks where queue lengths are large.

The FL algorithm must be used only with caution since its accuracy de-
teriorates as the average queue lengths increase. The QL algorithm always has
higher accuracy than the PE algorithm. In particular, the QL algorithm domina-
tes the PE algorithm in the spectrum of different approximate MVA algorithms
that trade off accuracy and efficiency. The IAMVAL library which includes the
QL and FL algorithms can be integrated into existing commercial and research
queueing network analysis packages to replace the PE algorithm library.
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Abstract. Information Systems are nowadays becoming more and more
complex and the use of the parallel and distributed approaches has in-
troduced new difficulties in trying to guarantee the performance of end-
user applications. In addition, the increasing volume of data to be stored,
managed and processed requires to have a well-tuned database and well-
designed-and-optimised database programs. SMART2 was developed as
an initial solution to cop with the problem of predicting the perfor-
mance of SQL-based relational programs. In this paper an extension
of the SMART2 workbench for predicting the performance of PL/SQL
applications is presented. The proposed tool provides end-users with a
graph-oriented formalism for specifying the essential characteristics of
the application he/she is conceiving and capabilities for matching soft-
ware components and operational environment.

1 Introduction

When considering a database application as a Software Performance Engineering
product, one feasible option to be taken into account is the one of using simu-
lation techniques specially when analytical models cannot be easily established
by simple inspection of the software structure and the operational environment.
The main advantage of the performance modelling and simulation approaches is
their ability to intervene into the earliest phases of the application’s life cycle.
Moreover, application models can be refined throughout the life cycle phases
thus offering a good tool, as far as performance evaluation is concerned, for op-
tion validation during the development phase and for supporting activities such
as capacity planning and load testing during the operational phase. In [2][3][9]

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 292–305, 1998.
c© Springer-Verlag Berlin Heidelberg 1998
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simulation was intensively applied for establishing performance models of the
activity queries in relational and active DBMSs, considering the hierarchy of
low level models (disks and CPU).

As an effort to introduce the principles of the Software Performance En-
gineering discipline into the universe of relational database applications and
event-oriented programming from the end-user point of view, in this paper a
simulation-based workbench for predicting the performance of PL/SQL appli-
cations is presented. The proposed tool is based on providing end-users with
a graphical notation for specifying the essential characteristics of the applica-
tion he/she is conceiving and the ability to match the software components
with the parameterised operational environment (RDBMS, hardware, network
and operating system) on which applications are executed. The workbench was
conceived as a component of HELIOS1 [5][6], a CASE tool for predicting the be-
haviour of second generation client-server systems, that extends the functionality
of SMART2[2].

The workbench interacts with end-users to establish the hardware and soft-
ware configuration for a PL/SQL application to be analysed. From the user
inputs, the workbench generates a four-layered dynamic and static performance
simulation model that represents the end-user application, the PL/SQL engine,
the ORACLE RDBMS, and the hardware and network components. By simu-
lating some target application, the workbench provides results related to the
communication servers, the usage of CPU, network, disks and the statistics on
the execution of the user application. For this last logical component, results are
provided at different levels: transaction, program and overall application.

This paper is organised as follows: Section 2 describes the overall workbench’s
architecture, modules and functions. The layered structure of the dynamically
generated performance model is described in section 3. Section 4 presents the
mechanism for specifying PL/SQL applications in the workbench. Section 5 sum-
marises the mechanisms for workload specification in the proposed workbench.
Section 5 presents an example of how an end-user application could be specified
using the workbench. Finally, section 6 summarises the conclusions and further
studies related to this research.

2 The SMART2-Extended Workbench

SMART2[2][13] is a performance evaluation tool for relational transactional ap-
plications. As database applications are becoming more complex and their re-
source comsumption is highly increasing, the goal of SMART2 is to help in the
performance prediction of a database system in order to assist designers in ma-
king choices on critical issues during the whole lifetime of the project. Though
1 Hierarchical Evaluation of Large Information Open Systems ESPRIT IV Project

n. 22354. Research group conformed by IONA Technologies (Ireland), University
of Southampton (United Kingdom), IFATEC/REDWOOD (France), TransTOOLS
(Spain), Ecóle Polytechnique Fédérale de Lausanne (Switzerland) and the Universi-
tat de les Illes Balears (Spain)
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SMART2 is based on simulation techniques, it uses analytical Valued Query
Execution Plans to evaluate the cost of a query or a transaction in terms of time
and resource consumption. In this section, the essential features of SMART2 ex-
tended in the new workbench are described and related with the new provided
PL/SQL processing facilities.

2.1 Underlying Modelling Method

Within software performance engineering[14], the proposed workbench is mainly
dedicated to apply performance prediction (and possibly testing) to PL/SQL
applications using simulation techniques. The main advantage of the modelling
and simulation approach is its ability to intervene very early within the life
cycle of an application, as early as the conception phase. Moreover, applica-
tion models can be refined throughout the phases of the application life cycle,
thus offering a good mean for option validation during the development phase
and for supporting activities such as capacity planning and load testing du-
ring operational phase. Therefore, depending on the application life cycle phase
considered, an end-user of the workbench could be either a PL/SQL applica-
tion designer/developer, in conception and development phases, or a PL/SQL
application manager in operational phase.

Having the previous premises, the first aim is the one of proposing a me-
thod that can be applied in every phase of the software life cycle. The method
shown in figure 1, originally proposed in SMART2 and kept and extended in the
workbench, is composed of four steps:

– Component definition: In this step, the user can define the essential cha-
racteristics of the hardware and software platforms where his/her applicati-
ons run. During this step, components as processors, controllers and devices,
the LAN (Ethernet), IP-routers and versions of DBMS servers are defined.
The workbench includes some predefined components for servers, disk and
drivers (models based on the SCSI or SCSI2 technologies), workstations, PC,
terminals, ORACLE v6.0, ORACLE v7.0 and the PL/SQL engine.

– Configuration definition: Architecture includes hardware and system de-
scription and is termed configuration in the method. It is in this step when
user puts together the hardware and software components to define the final
operating environment where his/her PL/SQL application will be executed.

– Application definition: Application is the step devoted to the software
specification and is based on the data and transaction models description.
The data is mainly specified as the structure of the database and its corre-
sponding estimated size. Transactions are specified through a graph-based
formalism called PL/SQL Transaction Graphs. Transaction Graphs are in-
distintly used for specifying user-defined transactions (PL/SLQ blocks and
stored procedures) or the database dynamic behaviour (triggers and stored
procedures).

– Scenario definition: During this step, the user can specify the entry load
of the transactions and locate the data required by the application. Thus, a
scenario is the merge between a configuration and an application.
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– Evaluation and Results Analysis: When the user believes his/her scena-
rio is fine, he/she is ready to run a simulation and get some performance re-
sults. Results are grouped in performance objects (server machines, software
servers, transactions, programs, etc.). and are based on average, standard
deviation, maximun and minimum values obtained from the whole simula-
tion. However, most of them are presented with their confidence interval, to
check how relevant is the execution of the simulation. This information can
be displayed in different ways and analysed to determine bottlenecks and
perform further capacity planning studies for the systems and operational
environment.

Step2

Step1

Component

Configuration Application

Step5

Step4

Step3

Scenario

Evaluation and
Results Analysis

Fig. 1. The Method proposed by the workbench

2.2 Architecture

The workbench was conceived as a Java application interacting with the Oracle
7.3.2 RDBMS and with QNAP2V9, an interpreter of QNAP2[8], a modelling
language with basic type extensions and simulation capabilities. Figure 2 shows
the general architecture of the workbench.

The modules that compose the workbench are the following:

– Man Machine Interface. The interface aims at providing the user with a
friendly way to enter the information required by the workbench platform
and to obtain the results of the simulation. The interface items handled
completely match with the step of the modelling method prevously described.

– Repository. The repository has two data domains derived from two diffe-
rent sources. The first one is related to the information the user provides
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Fig. 2. The Workbech Functional Architecture

about the application he/she wants to study and the static data needed by
the workbench and it is termed Data Repository. The second one is related
to the performance models for the components provided by the workbench
and it is termed Models Repository. The Data Repository is implemented
as an ORACLE database and it includes also the cost formulas to evaluate
SQL queries. The Models Repository is implemented as a library of QNAP2
macros and includes only the models for predefined components (hardware
and software). The user-defined elements (mainly regarding PL/SQL ap-
plications) are not stored in the Models Repository since they are stored as
data during the Application stage. The models repository was specified using
HOOMA[11][12], an object-oriented method for specifying queuing network
simulation performance models.

– Builder. The Builder is the module that generates the final simulation model
for the environment (hardware, network, RDBMS and PL/SQL application)
that the user wants to study. It reads the database and, given a scenario,
generates the dynamic QNAP2 objects (referring to the PL/SQL applica-
tion) and retrieves the needed QNAP2 macros from the models’ repository.
Its output is the QNAP2 program representing the system to be simulated.

– Simulator. The Simulator is the core of the system. This module is in
charge of launching the QNAP2 interpreter to run the simulation of the mo-
del generated by the builder. When a simulation is started and completed,
it generates an output file and stores the results into the data repository.
The workbench provides results related to the communication servers, CPU,
network and disks and the user application. For this last logical component,
results are provided at different levels: transactions, modules an overall ap-
plication. The user can visualise these results in different ways using the
results browsing facility provided by the interface.
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– Cost Evaluator. This module is used only when the PL/SQL applica-
tion interacts with the DBMS. Up to now only performance models for the
ORACLE RDBMS optimisation techniques and evaluation of query plans
are available. This module is in charge of computing the cost of a query
included in a SQL statement. To do that, it uses the real query execution
plan and evaluates the execution time of each operation with the help of the
cost formula table store in the data repository.

3 The Hierarchy of Performance Models

As the overall structure of a distributed application is conformed by the different
levels of virtual machines and hardware configuring the system, the workbench is
based on generating a hierarchy of performance models that interact during the
simulation process. Some of the models have a static nature, i.e. the behaviour
of the components is independent from the user inputs; and some others totally
depend (either in behaviour or in workload characterisation) on the user inputs.

The Models Repository stores static performance models while the builder
generates dynamic performance models. Nevertheless, the static models are pa-
rameterised on the configuration and scenario features that users can establish
during a workbench session. Figure 3 shows the hierarchy of performance models
handled in the workbench. The workbench is four-layered as follows:

– Hardware Layer: Include models for the basic hardware components pro-
viding processing capabilities like SMP systems, clustering systems, I/O dri-
vers and disks.

– Network Layer: Include the models for the basic hardware components
providing internetworking capabilities for WANs and Ethernet-based LANs.

– RDBMS Layer: The RDBMS Layer provides the information necessary
for simulating the execution of PL/SQL and SQL statements issued by the
simulated PL/SQL application and executable database objects stored ma-
naged by the DBMS. In this sense, this layer keeps the information related
with the ORACLE instances included in the user-defined distributed plat-
form. This layer includes the needed models for the components aimed at
providing the access to databases. The ORACLE v 6.0, ORACLE v7.0, Va-
lued Query Execution Plan (VQEP), Log Writer (LGWR), Database Writer
(DBWR) and PL/SQL Engine performance models belong to this layer.

– Application Layer: The PL/SQL Application Layer provides support for
simulating PL/SQL applications. As the closest-to-user layer in the hier-
archy, the Application Layer must deal both with the user specification of
PL/SQL applications and the framework for simulating these applications.
In this layer the abstraction of workstation set and terminal set for associa-
ting PL/SQL applications with the workload that they generate is defined.
This is a hybrid layer conformed by static performance models and dyna-
mic performance models corresponding to the application being studied. The
main dynamic abstraction introduced by this layer is the PL/SQL Transac-



298 J.L. Anciano Martin et al.

tion Graph. The static performance level is composed by a set of models
representing clients and communication interfaces with the RDBMS.
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Fig. 3. Hierarchy of Performance Level in the Workbench’s Models Repository

4 Modelling Paradigm of PL/SQL Applications

A PL/SQL application can be considered as a set of programs (transaction or
anonymous blocks, stored procedures or nominal blocks and triggers) whose
behaviour can be described by a sequence of SQL statements. Since PL/SQL is
a procedural extension of SQL, services provided by the PL/SQL engine rely on
services provided by the ORACLE server to process SQL statements.

Two types of operations can be abstracted from a PL/SQL program:

– Database-independent operations: In this category, we include all the
procedural operations that a PL/SQL program can execute. Examples of
these language constructs are sums, data structures accesses, variable acces-
ses, etc. In order to simplify the domain, we have introduced another level
of abstraction that goes deeper and summarises all these operations as CPU
instructions.

– Database-dependent operations: In this category are included all the
operations executed by the DBMS as a result of a SQL native Data Mani-
pulation Language statement or a PL/SQL statement (cursors handling).
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Users are provided with the following operations to model a PL/SQL appli-
cation:

– CPU Operation: This operation summarises all the statements can be per-
formed in a PL/SQL block that do not imply flow of control and request to
the database management system, like assignments, comparison, constant
arithmetic expressions, between others. The performance-affecting parame-
ter of this operation is the number (in millions) of CPU instructions to be
performed by the CPU.

– SQL Database Operations: Represent the request of services sent to the
database management system. The following SQL DML and Control Lan-
guage statements are provided:
– DML OP: Represents any of the SQL Data Manipulation Language

statements to be executed in co-operation with the SQL processor of the
ORACLE instance associated to the PL/SQL engine. In this category
are therefore included the INSERT, DELETE, UPDATE and SELECT
SQL statements. The parameter required for this type of operation is
the SQL text representing the operation.

– COMMIT: Commits all the changes in the database, performed since
the last commit statement. There are no parameters for this type of
operation.

– Subprogram Operations, to specify invoacations to an application-
defined sub-program. The information necessary to complete this type
of operation is the name of the subprogram to be executed.

– Database Cursor Operations: A cursor is just a temporal structure used
for maintaining query results in main memory for later processing. This
structure allows the sequential processing of each one of the rows returned
by a query. PL/SQL provides three basic instructions to work with cursors
and provided by the workbench to users:
– OPEN: Send a query to the database management system. The infor-

mation for this operation is the identifier of the cursor to be opened and
the SQL SELECT statement to be executed when the cursor is opened.

– FETCH: Each execution of this statement returns a row from an already
opened cursor. The required information for this type of statement is the
identifier of the cursor to be fetched.

– CLOSE: Finish the row processing in an opened cursor. The identifier
of the cursor to be closed is the basic information required by this type
of operation.

Here there are some examples of valid end-user operations:

– CPU(0.2): Represents an operation requesting the execution of 200000 ma-
chine instructions.

– CALL(PROC): Represents an invocation of a procedure called PROC. If
the called procedure is a stored one, the procedure is automatically trans-
formed in a PL/SLQ block to be executed by the PL/SQL engine.
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– OPEN(C1,“SELECT empid,sal FROM emp where sal ¡ 20000”):
Represents a request for opening a cursor identified by C1. This cursor will
contain those employees that have a salary less than 20000.

– FETCH(C1): Represents a request for retrieving the current pointed row
in the cursor C1.

– DML OP(”Update emp SET salary = salary * 1.1”): Represents a
SQL statement operation performing the update of the salary column in all
the rows of the emp table.

After having conceptualised basic operations it is necessary to define the
notion of sequence of operations. In this sense, the first concept a user has to
model in a PL/SQL program is the PL/SQL program block concept. A PL/SQL
program block can be considered as a list of operations to be performed sequen-
tially during the execution of a PL/SQL program. A PL/SQL program block
can therefore be abstractly depicted as:

– A unique identifier that identifies the program block as a reusable object.
– A sequence of operation instances, that is an operation type with values for

its parameters. Then, each element on the sequence will be composed by:
– The order (unique for each element on the sequence), or position from the

beginning of the program block, where the operation has to be executed.
– The operation instance itself.

In order to conceptualise a PL/SQL program, it is important to represent
both the execution paths (static information) and the approximate behaviour
(dynamic information). The mechanism used to represent the program behaviour
is based on probabilities. From one block B1 the program execution can continue
in the block B2 with probability p if and only if the p×100% of times the program
passes through the block B1 continues executing the block B2.

Following the previous reasoning, a PL/SQL functional unit (anonymous
block, procedure, or trigger) can be represented as a graph G whose nodes in-
clude PL/SQL program block identifiers. As in a PL/SQL program the same
transaction can appear in different execution paths, the transaction identifier
associated to a node is only an attribute and not the node identifier by itself.
Therefore, a node in a PL/SQL Transaction graph G is a pair (i, t), where i is a
unique identifier for the node in G and t is a PL/SQL program block identifier.
Arcs in G are weighted with probabilities, i.e. and arc is a pair (i, j, p) where i
and j are node identifiers and p is a probability.

Finally F , the family of graphs that can represent PL/SQL Transaction
Graphs, has the following restrictions:

– The empty program must be represented as a transaction graph G with
two nodes (0, ) and (∞, ) and one arc (0,∞, 1). This means that an empty
program has an initial and ending points and only one execution path from
the beginning to the end of the program without execution of program blocks.

– In any transaction graph G belonging to the F family, for each node n that
is the tail of at least one arc in G, the sum of weights of the arcs leaving n
must be 1.
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– The only node with no exiting arcs is the (∞, ) one.

Finally, as a PL/SQL application is a set of PL/SQL anonymous blocks,
stored procedures and triggers represented as PL/SQL Transaction Graphs, the
top-level model for PL/SQL views a PL/SQL application as a set of PL/SQL
Transaction Graphs.

5 The Workbench’s Approach for Characterising
WOrkload

The PL/SQL Transaction Graphs paradigm provides end-users with mechanisms
for specifying the workload of a PL/SQL application at two levels:

– Application Level: In this high-level workload characterisation approach,
the end-user can study the behaviour of the overall application in the distri-
buted system configuration where it runs. The modelling strategy would be
based on specifying the application as a set of PL/SQL Transaction Graphs
according to the logical structure of programs. Behaviour prediction would
be based on stating the number of times each application component would
execute during the simulation. In this case, either a probability of launching
each software component or an inter-arrival law for launching each software
component can be specified.

– Event Generation and Processing Level: In this low-level workload cha-
racterisation approach, the user can study the impact that some program
blocks can have in the overall application. The modelling strategy would be
based on specifying each program block as a one-transaction PL/SQL Tran-
saction Graph. The prediction of behaviour would be based on assigning the
desired workload for the program block as a launching-entrance probabili-
stic law to the PL/SQL Transaction Graph representing it. The workbench
would then provide results on the execution of the program block in the
chosen configuration for the distributed system.

6 Modelling TPC-C as a PL/SQL Application

The TPC-C benchmark[15] is based on modelling a medium-complexity, on-line
transaction processing (OLTP) system. It implements a group of read-only and
update- intensive transactions that exercise the system components associated
with transactional environments. The benchmark tries to represent a generic
wholesale supplier workload. The overall database consists of a number of wa-
rehouses (a benchmark configuration parameter). Each warehouse is composed
of 10 districts where each district has 3000 customers. Five different on-line and
batch transactions characterise the benchmark:

– New Order Transaction is used to introduce a complete order through a
single database transaction.
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– Payment Transaction updates the customer’s balance and reflects the
payment on the district and warehouse sales statistics.

– Order Status Transaction asks for the status of a customer’s last order.
– Delivery Transaction processes 10 new (not yet delivered) orders.
– Stock Level Transaction determines the amount of recently sold items

that have a stock level below a specified threshold.

The modelling of the TPC-C application in the benchmark consists of spe-
cifying the following components:

– Data Components: For each one of the TPC-C tables, the cardinality
(number of rows in the table), average row size and ORACLE physical de-
sign parameters (PCTFREE, PCTUSED and INITTRANS) must be speci-
fied. For each primary or secondary indexes in the TPC-C application the
ORACLE physical design parameters should also be specified.

– Processing Components: For each one of the five TPC-C transactions, a
PL/SQL Transaction Graph must be specified.

As an example of the TPC-C modelling, consider the following anonymous
PL/SQL block corresponding to the Delivery transaction. Bracketed variables
indicate external variables used to parameterise the PL/SQL anonymous block.

DECLARE
DID NUMBER(2);
ORDERID NUMBER(8);
TOTAL NUMBER(12);
BEGIN
DID := 1;
WHILE DID <= <D_PER_W> DO
DECLARE c_no CURSOR FOR
& Let’s term next SELECT as Op1
SELECT no_o_id FROM NEW ORDER
WHERE no_d_id=DID AND no_w_id=<WAREHOUSE> ORDER BY no_o_id ASC;
OPEN c_no;
FETCH c_no INTO ORDERID;
& Let’s term next DELETE as Op2
DELETE FROM NEW_ORDER WHERE CURRENT OF c_no;
CLOSE c_no;
& Let’s term next SELECT as Op3
SELECT o_c_id iNTO CUSTOMER FROM ORDERS
WHERE o_id=ORDERID AND o_d_id=DID AND o_w_ID=<WAREHOUSE>;
& Let’s term next UPDATE as Op4
UPDATE ORDERS SET o_carried_id = <CARRIER>
WHERE o_id=ORDERID AND o_d_id=DID AND o_w_id=<WAREHOUSE>;
& Let’s term next UPDATE aas Op5
UPDATE order_line SET ol_delivery_d = $DATE
WHERE ol_o_id=ORDERID AND ol_d_id=DID AND ol_w_id=<WAREHOUSE>;
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& Let’s term next SELECT as Op6
SELECT SUM(ol_amount) INTO TOTAL FROM ORDER_LINE
WHERE ol_o_id=ORDERID AND ol_d_id=DID AND ol_w_id=<WAREHOUSE>;
& Let’s term next UPDATE as Op7
UPDATE CUSTOMER SET c_balance = c_balance + TOTAL
WHERE c_id=<CUSTOMER> AND c_d_id=DID AND c_w_id=<WAREHOUSE>;
COMMIT;
DID := DID + 1;
END LOOP;
END;

From the PL/SQL code, the PL/SQL Transaction Graph can be built as:

– There are three PL/SQL program blocks in the code:
– One corresponding to the actions performed prior to the while loop,

termed as t1 in the PL/SQL Transaction Graph,
– One corresponding to the evaluation of the looping condition, termed as

t2 in the PL/SQL Transaction Graph, and
– One corresponding to the sequential execution of the block inside the

while loop, termed as t3 in the PL/SQL Transaction Graph.
– A weighted arc joining the corresponding nodes with weight 1 represents

every sequential flow of control.
– The looping execution is represented using the frequency view of probabi-

lities. As the loops executes < DP ERW > times, the looping expression is
evaluated < DP ERW > +1 times. In this sense, the probability of exiting
the loop is 1

<DP ERW >+1 and the probability of continuing looping is 1 minus
the probability of exiting the loop.

Figure 4 shows the graphical notation of the PL/SQL Transaction Graph
for the TPC-C Delivery transaction and the specification of each PL/SQL Code
block using the workbench-defined operations.

According to the TPC-C benchmark specification, the workload is depicted
in two ways: one depending on the number of warehouses and one providing a
mix of the five types of transactions.

– To specify the different configurations due to changes in the number of wa-
rehouses, an application should be defined for each value of the warehouse
number parameter. The processing component of each application would be
the same, i.e. the five PL/SQL Transaction Graphs representing the tran-
sactions. Nevertheless, although each application is based on the same data
architecture (the same structure of tables and indexes) the physical infor-
mation regarding table cardinalities should be different.

– To specify the execution of a warehouse configuration varying the mix of
transaction the scenario definition phase of the workbench can be used under
the application level of workload characterisation. As the TPC-C application
is conformed by five PL/SQL Transaction Graphs, the mix is trivially map-
ped to a mix of PL/SQL Transaction Graphs executions with a probability
of execution equal to the percentage of execution of each transaction in the
mix proposed.
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7 Conclusion and further studies

In this paper, we have presented the architecture and services provided by a
workbench for predicting the behaviour of database applications developed in
PL/SQL. The workbench combines different techniques for specifying data, pro-
cessing (synchronous and asynchronous) and workload applied to the specific
domain of data manipulation programming and discrete event simulation to get
performance measures for the logical components of the application. The main
results obtained with the workbench are:

– An easy-to-extend implementation paradigm based on isolating the data
provided by the user from the basic performance models. The use of a Models
Repository implemented as a library of intermediate code with common entry
point makes easy the inclusion of new models with a low programming effort.

– A two-way mechanism for characterising the workload of an end-user appli-
cation first based on specifying the stochastical behaviour at the program
level and then specifying the stochastical arrival laws for launching and exe-
cuting the programs in the application.

Our interest now is focused on three directions:

1. Migrating the prototype to a 3GL+Java+simulation library implementation.
Although the QNAP2 language is useful for prototyping simulators and va-
lidating performance models, it is not a good choice for a commercial tool
since the end-user is tied to a specific simulation technology.
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2. Extending the approach for predicting the behaviour of distributed PL/SQL
applications. In this case, the strategy will be based on including the me-
chanisms for the end-user specification of a distributed database (fragments,
replicas, fragments refreshment policies) and extending the DBMS models
for handling the new features.

3. Extending the approach designed for PL/SQL in ORACLE environments to
propose a workbench for predicting the behaviour of PL/SQL applications in
other RDBMS like SYBASE and INFORMIX. In this case, the workbench’s
repositories would be extended with mechanisms for representing physical
design features inherent to each new DBMS included.
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Abstract. The development of a Distributed Information System (DIS)
can lead to critical bottlenecks because of the underlying architecture,
which is becoming more and more complex. Today’s applications are both
object-oriented and based on a new type of three-tiered client/server ar-
chitecture. In this context, the capabilities of a DIS can be drastically
reduced if the performances of the system are not sufficient. Recognizing
these trends, industry and research are defining standards and technolo-
gies for communicating between components of a DIS and for database
access mechanisms. The emerging candidates for these middleware tech-
nologies include the OMG’s CORBA specification and Microsoft’s pro-
prietary solution known as DCOM. A key problem with such complex
architectures is the performance issue. This paper proposes to evaluate
the performance of an object-oriented DIS using a performance evalua-
tion tool integrating analytical and simulation techniques. This tool is
an extension of SMART, a performance evaluation tool for database ap-
plications, with distributed object models. These models are established
using HOOMA, a hierarchical object-oriented modeling approach.
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1 Introduction

Distributed object technology [1], [13] is proposing new component-based ar-
chitectures to develop advanced information systems. New information system
architectures need improved design methods and tools to guarantee the efficiency
and the scalability of the applications. Defining a configuration to assure a gi-
ven level of performance in a distributed object system interacting with local
databases is not an easy task. The three major approaches for performance eva-
luation are analytical cost evaluation, simulation, and measurement of prototype
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systems. Although helpful, each of these techniques is in itself insufficient to pre-
dict the performance of a given configuration and select the best arrangement
of components.

Coupling them in an integrated tool seems to be a promising idea. Thus,
the SMART object- oriented tool [16] has been first defined and implemented
to couple a simulation tool based on queuing networks, an analytical cost model
for SQL queries, and a real DBMS optimizer. The tool is object-oriented in the
sense that it provides a set of objects stored in a dictionary to fill up to define
hardware configurations, software components, and database tables and queries.
Furthermore, the tool is extensible as new models of components (hardware or
software) can be added in the dictionary.

This tool has then been extended to further take into account the distribution
of components around CORBA and DCOM. To establish the queuing network
models, the hierarchical object-oriented modeling approach proposed in [15] has
been intensively used. This approach has then been incorporated within the
SMART tool to ease the addition of new component models.

This paper gives an overview of SMART, the hybrid performance prediction
tool developed in the HELIOS project and before. SMART is novel because:
(i) it uses both analytical and simulation techniques, (ii) it is based on a real
DBMS optimizer, (iii) it integrates an active object-oriented dictionary imple-
mented as a database. Then, we focus on distributed object management. We
propose a generic model for CORBA/ORBIX and DCOM using the aforemen-
tioned hierarchical object-oriented modeling approach. This model is generic in
the sense that it can be calibrated differently for each architecture. In addition,
we describe a model for the OLE-DB Application Programming Interface (API)
in order to evaluate the access costs of traditional databases. Finally, we present
the integration of these new models within SMART.

This paper is organized as follows: Section 2 presents our SMART perfor-
mance evaluation tool. Section 3 gives an overview of the CORBA and DCOM
architectures and of the OLE- DB API. Section 4 presents the approach used for
the modeling and describes the resulting models. Section 5 describes the integra-
tion of these models within SMART. Finally, Section 6 concludes by summarizing
the main points of this paper and introducing some future work.

2 SMART: A Hybrid Performance Evaluation Tool

This section presents the different components of our SMART simulation tool
and the interactions between them. SMART is original in the sense that it in-
tegrates within a simulation engine real system components, such as the DBMS
query optimizer, and analytical cost models.

2.1 Objectives

The goal of SMART is to predict the performance of a centralized database ap-
plication on a given architecture, using a given DBMS. The architecture can be
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multiprocessor, including the shared nothing and shared memory variants. The
user first describes its platform by selecting components within a library. Then,
he/she picks up a given version of a DBMS among a possible set. The platform
and the DBMS define the test environment. Various test environments can be
evaluated, thus helping the designer to select the best environment. The applica-
tion is modeled through its database requirements. More precisely, the database
internal schema is defined in terms of relations and indexes. The cardinalities
of relations and query relevant attributes are also specified. Typical queries and
transactions are given for the evaluation, with associated frequencies. The appli-
cation is then simulated on different architectures with various data placements.
Performance results are given for each simulation. For a more precise definition
of the input and output parameters, the reader can refer to [16].

2.2 Architecture

SMART incorporates an interactive user interface (SmartWindows) to model the
environment and application, to run the simulation, and to display the results. A
library of modeled objects (SmartDictionary) provides the existing environment
models. A user must select the models of hardware, DBMS, and network com-
ponents that are available in the SmartDictionary in order to build his complete
environment via the SmartWindows interface.

As stated above, one of the originality of SMART is to include real system
components within the simulation tool. A key component is the DBMS query
optimizer. Today, most DBMSs integrate an optimizer capable of transforming
an SQL query in a Query Execution Plan (QEP), i.e., an annotated tree of
relational algebra operators. SMART uses the optimizer of the selected DBMS,
which produces the QEP for each query of the application. Based on a classical
analytical cost model, which can be extended to object operations [5], we have
integrated within SMART an operator cost evaluator called the SmartEvaluator.
The major work of the SmartEvaluator is to complete the QEP brought by the
DBMS optimizer by adding several statistics concerning its analytical cost. Thus,
each entry of a valued QEP is an entry of the original QEP plus the estimated
CPU time consumption, the logical I/O requirements, the lock requirements, the
estimated data transfer cost between client and server, the volume of data to
sort, and the accessed object (tables, indexes, etc.). Each of these parameters
can be set to 0.

Valued QEP are then passed to a queuing simulation engine (SmartEngine).
This is the core of the system: it processes the models of the selected SMART
objects (Figure 1) for the given QEPs. On activation SmartEngine checks the
input data and generates a complete QNAP2 model [14] of the objects chosen
in the scenario. QNAP2 is a simulation programming language based on ob-
jects and queuing networks. The language offers facilities for the definition of
procedures and functions, macros, and libraries. Customers, queues, and service
stations, along with their corresponding attributes, are predefined constructs of
the language. The service law can be as complex as desired using customer at-
tributes. When a simulation is completed, SmartEngine generates an output file
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and stores the results into the SmartDictionary. Results are available from the
graphical interface or as ASCII files as well. Figure 1 summarizes the architecture
of SMART. The user interacts with the SmartWindows. Key components are the
SmartEvaluator, based on an analytical cost model for evaluating query plans,
and the SmartEngine, based on a queuing network model. The SmartDictionary
is the repository of all common objects, including libraries of models.

SmartWindows

SmartEvaluator DBMS
Optimizer

SmartEngine

SmartDictionary

Output
Data

Valued
Query
Execution
Plans

Run
Context

SQL text

Data
Storage

DB Objects
and Queries

Input and
Control
Data

Data Definition and
Result Display

Query
Execution
Plans

Fig. 1. SMART Architecture

2.3 Supported Models

SMART includes a library of models stored in the dictionary to design the
environment model. This includes models for servers, clients, disks, networks,
DBMSs, databases, and transactions. Server objects cover generic queuing mo-
dels for SMP or cluster machines, and specialized models for MPP machines like
the ICL GoldRush, the IBM SP2, and the nCube2. Clients are used to model
a set of terminals or workstations. They are characterized by the communica-
tion traffic with the servers and the operator workloads. Various models of disks
with drivers mimic the behavior of the SCSI or SCSI2 technology. The network
facilities supported are the Ethernet and specific routers for WAN.

As DBMSs, SMART supports the ORACLE V6 and ORACLE V7 models.
Others could be included in the near future. These models describe the process
architecture of the DBMS including the multithread facilities. Furthermore they
both integrate models of a sophisticated cache algorithm, a two phase locking
mechanism, and a group commit protocol. The database objects are relation, in-
dex, log, and temporary area. Any of these may be spread on several disks with
a uniform volume distribution. Transactions are used to define atomic units of
work on the database so that the impact of locks, deadlocks, rollbacks, and
commits can be modeled and taken into consideration during a simulation. Ope-
ration is the basic SMART processing entry. It can be a CPU work on a server
or a client, an SQL query described in SQL by the user and translated into a
VQEP for the simulation, a think-time for operator behavior modeling (key-
stroke, screen analysis, ...), or a block for advanced DBMS pieces of code such
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as triggers and procedures, stored and performed by the DBMS kernel. Finally,
a transactions- script object is filled in to describe the transaction workload
through probabilities of executions.

All these generic objects can be picked up from the SmartDictionary and cu-
stomized for the simulation with specific parameters (database size, CPU power,
network throughput, etc.).

2.4 Results

Results produced by a simulation are given at various levels including the hard-
ware, the DBMS, and the application. Concerning the hardware components, we
obtain results on the busy rate, the throughput, and the queuing state in order to
locate bottlenecks in the architecture. Concerning the DBMS models, we collect
results on the transaction throughput, the cache hit ratio, the number of writes
and reads. At the application level, we give several average times of execution
(CPU, response, communication, display) for queries, transactions, and appli-
cations. Actions (read, write, lock) on database objects are also summarized to
understand the critical accesses to the database. For most of these results, stan-
dard deviation, maximum, minimum and average values are reported in order
to check how relevant the execution of the simulation is.

3 Distributed Object Architectures

As stated in the introduction, the goal of our work was to extend SMART to
support distributed object architectures. These architectures are designed to al-
low clients to transparently communicate with objects regardless of where those
objects are located. To optimize application performances, and make the best
possible usage of readily available hardware, a modern type of architecture, na-
med a three-tiered architecture, distributes object accesses over a client, a pro-
cessing server and a data server. Over such an architecture, object methods may
be processed on a site different from the location site of the object. This sec-
tion first presents the main features of CORBA and DCOM, the two distributed
object architectures modeled in the HELIOS project. Then it briefly introduces
OLE-DB, the API modeled for database accesses.

3.1 CORBA

In 1990, the OMG (Object Management Group) has produced an open stan-
dard called the Object Management Architecture (OMA), which has become
the standard reference model for distributed object technology [11]. The central
element of this architecture is the Common Object Request Broker Architecture
(CORBA) [3], as shown in Figure 2. A common facility is a set of user-oriented
services (structured document, email, database accesses, ...) and an object ser-
vice is a set of system-oriented operations (naming, events, persistency, ...) that
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Application Objects Common Facilities

Objects Services

Object Request Broker (ORB)

Fig. 2. CORBA Architecture

applications can use by inheritance or invocation. Products that implement this
portion of the standard are referred to as Object Request Brokers (ORBs).

An ORB is a central bus to which all other components in the environment
are connected, and through which they interoperate. There is a number of archi-
tectural options available to ORB designers to achieve the required functionality.
In the HELIOS project, we are focusing on ORBIX [12] from IONA because it
is one of the most widespread ORB in the industry. On Figure 3, a client object
invokes a remote object directly, through a common facility, or through an object
service. In either cases, the call results in one or several RPCs with parameter
marshaling. On the server side, the Basic Object Adapter (BOA) creates and
registers object instances. Object interfaces are compiled with a stub for the cli-
ent side and a skeleton for the server side. The object dictionary is split between
the interface repository for the client side of the ORB and the implementation
repository for the server side.

Object Request Broker
Transport Transport

Smart Proxy

Common Facility
Library

Client Object

Service Library

Basic Object Adaptor

Object Implementation

Stub

Skeleton

Implementation
Repository

Interface
Repository

Fig. 3. ORBIX Communication Flow

3.2 DCOM

DCOM is the Microsoft counter part of CORBA. DCOM is often associated
with OLE [2] to achieve Microsoft’s distributed document management facility.
In this paper we are most interested in distributed information systems and
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will restrict our focus to solely DCOM. The flow of communication between the
different components involved in the DCOM architecture is shown Figure 4.

Client

Proxy

RPC Runtime

DCOM Library

Transport

Channel

Object

Stub

DCOM Library

Transport

RPC Runtime

Channel

Fig. 4. DCOM Architecture

The transmission of data across the network is handled by a RPC runtime
library and a channel. On the client side, the method call goes through the
proxy, and then onto the channel. The channel sends the buffer containing the
marshaled parameters to the RPC runtime library, which transmits it to the
stub across the network. Note that the RPC runtime and the library exist on
both sides of the communication [4].

3.3 Accessing a Traditional Data Server

In the HELIOS project, we have chosen Microsoft’s OLE-DB API to query the
data server. OLE-DB is an API which role consists in giving applications a
uniform access to data stored in DBMS and non-DBMS applications [10].

The specification introduces seven new object types in supplement to OLE2:
DataSource, DBSession, Command, Rowset, Index, ErrorObject, and Transac-
tion. For performance evaluation, we are focusing on the rowset object (Fi-
gure 5), which is the unifying abstraction that enables all OLE-DB data pro-
viders to expose data in tabular form. A basic rowset exposes three interfa-
ces: an accessor (IAccessor) providing bindings for application variables, an
iterator (IRowset) to iterate through the set of rows, and a schema provider
(IColumnsInfo) returning information about the columns of the rowset. Handles
are used with accessors to manipulate the contents of the rows. When the row
is fetched, the data is cached in the OLE- DB component. An analogy can be
driven between the limited form of services provided by an OLE-DB rowset and
a subset of the services offered by a BOA over an object within CORBA.

4 Models for Distributed Object Architectures

The objective of this section is to present the modeling of a distributed object
architecture, which has been included in SMART to model distributed appli-
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cations. A generic cost model for CORBA/ORBIX and DCOM is defined and
a specific cost model for OLE-DB is proposed. The presented models follow a
conceptual simulation methodology based on queuing networks and have been
mapped in QNAP2, the simulation programming language used in our perfor-
mance evaluation tool.

4.1 HOOMA, a Hierarchical Object Modeling Approach

To ease the simulation of distributed object architectures (CORBA or DCOM),
we use a conceptual simulation modeling method based on queuing networks.
This method is known as HOOMA. HOOMA, as developed by [15], represents
a system as a group of hierarchically interacting simulation models, where each
one acts as an agent providing services to the others with no internal knowledge
about them. A given model receives customers from higher level models in the
hierarchy and sends customers to lower level models. Figure 6 presents the gra-
phical notations used in HOOMA to specify the models representing the system
to model.

A model for a system component is a set of queuing centers grouped as a
black box such that component interactions are restricted to remain non cyclic.
Customers are modeled as objects with attributes and are organized in a type-
subtype hierarchy. A model is described in terms of customer types and classes,
queuing centers, and their interactions. Depending on their relationship with
other models, HOOMA distinguishes four types of objects: interface customer
classes represent those clients allowed to leave a model to enter another one,
internal customer classes model the transit of events strictly within a given
model, interface queuing centers receive part of their clients from the outside
and feed inputs to only internal queuing centers, which are used to model the
behavior of the components of the real system.

4.2 Why a Generic Model for both CORBA and DCOM

Modeling the performances of a distributed object architecture may have several
goals. One may want to choose among DCOM and CORBA, or to choose among
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different CORBA implementations [8]. Although there may be early stages of a
project where such a choice is still open, more than often performance analysis
is targeted for a given middleware and is used to predict performances, to reduce
bottlenecks, and to adjust the underlying hardware support.

Our goal is to better understand the behavior of a complex Distributed In-
formation System on a given platform, with a given architecture, and for a given
application. To limit complexity, it is better to highlight the common aspects of
CORBA and DCOM and to limit their differences to a few parameter values.
Both architectures offer the choice between an in- process server mode, a local
server mode, and a remote server mode. Servers are launched through a daemon
in ORBIX and through the Server Control Manager in DCOM, but after the
servers have been started this difference plays no further role. Hence, a generic
model for both CORBA and DCOM is defined in the following subsection.

4.3 Generic Model

Following the conceptual model defined in HOOMA, a generic cost model for the
CORBA/ORBIX and DCOM architectures has been developed in the project
[9]. The main objective of this model is to evaluate the marshaling/unmarshaling
cost of an object invocation, which is the major bottleneck in high-performance
communication subsystems [6], [7].

Using the notations described in Section 4.1, Figure 7 gives a graphical re-
presentation of the model. The interface customer classes represent in-process
requests (IN REQ), local requests (LOC REQ), or remote requests (REM REQ)
incoming from the user application model (U.A.). The interface queuing center
(calls) is an infinite queue which main function is to become a bridge between
the application, the middleware model, and the lower level models (Network,
CPU). It provides services for the three interface customer classes. The internal
customer classes represent either a request to be performed (INVOC) by the
server or a response (RESULT) generated following a request. Internal queuing
centers are single server centers representing either an in-process server queue, a
local server queue, or a remote one. All the centers interact with the lower level
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Fig. 7. Generic Model for the CORBA and DCOM architectures

models representing the network and the CPU submodels. On the figure, only a
subset of the queue interactions is shown for readability.

Request customers model the invocation of a method across the distributed
object architecture. A request object has attributes describing the method pa-
rameters. These attributes are used to compute the marshaling/unmarshaling
costs involved in the simulation of the method call.

4.4 OLE-DB Model

Three kinds of actors are involved in the modeling of OLE-DB: the consumer
which is a user application, the provider which is an instance of a rowset, and
the server where the DBMS is located.

Using HOOMA notations again, Figure 8 gives an overview of the mo-
del. The interface customer classes represent requests for creating a rowset
(C CREATE), and for manipulating rows within it. Row manipulation entails in-
sertion
(C INSROW), update (C UPTROW), deletion (C DELROW), and retrieval
(C GDAT) of rows. The last request is for committing (C COMMIT) the changes
produced on the rowset. On the figure, C xxx stands for any customer belonging
to one of these classes. The interface queuing center (ole calls) is an infinite queue
which main function is to bridge the application, the OLE-DB model, and the
lower level models. It services all the interface customer classes. Internal custo-
mer classes are used to keep information about all created rowsets (SET INFO)
and to send calls to the DBMS model (DB CALL). Internal queuing centers are
single server centers: ’request’ is a passive queue (with no server) used to keep
the pending requests for all the rowsets, ’ctrlinf’ is used to keep information
concerning the created rowsets, and ’provider’ is used to generate the response.

To properly model OLE-DB behavior, where a provider may only serve one
request at-a-time for a given rowset and can only serve requests in parallel for
different rowsets, the ’provider’ queue may only contain requests for different
rowsets. The status attribute of a SET INFO customer is set to active whenever a
request for this rowset is in the ’provider’ center, either queuing or being serviced.
When the ’ole calls’ interface server inspects a new request, if the corresponding
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rowset is already active the request is output to the ’request’ queue. Otherwise,
the request is output to the ’provider’ queue. In this later case the status of the
rowset becomes active. When a request for a given rowset has been fully serviced
and a response generated, the ’provider’ server scans the ’request’ queue to look
for a new request for the same rowset. If such a request exists, it is transmitted
directly from the ’request’ queue to the ’provider’ queue. If not, the status of the
rowset is reset to idle. This is materialized on the figure with an arrow joining
directly the queues.

OLE-DB Model
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Fig. 8. Model for OLE-DB

5 Integration Within SMART

To take into account the distributed object technology in SMART, we have
introduced the models described in the previous section. The user application
model has been extended with operations to support binding and unbinding to
remote objects. To support the distributed system aspects, models including the
communication layer and the operating system buffers have been developed.

This section first presents the methodology used to integrate the various
models within SMART, then proposes a view of a complete system simulation.
The usage of benchmarks as a way to abstract a low level model is introduced,
and finally a method to calibrate the global model for the DIS is proposed.

5.1 Integration Methodology

As SMART is centered around an object-oriented dictionary, the integration was
quite easy. Mainly, new objects were defined in the dictionary to extend the user
interface and enter the required parameters. At the engine level, new QNAP2
macros (for CORBA/ORBIX, DCOM, and OLE-DB models) were added in
accordance with the HOOMA methodology. For further details, the user can
consult [9].
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For this integration, the HOOMA methodology proved to be specially helpful
as the models for the added components could be designed and tested separately
before their integration. It should be noted that a hybrid hierarchy may be
obtained by replacing some HOOMA models in the hierarchy with other types
of component models. A non HOOMA model can be either a Load Dependent
Server translating the results of a benchmark into some statistical function (see
Subsection 5.3) or an Analytical Model.

In addition, a model for a component can be generated instead of written
by hand. This is the case for the User Application model necessary to validate
the CORBA/DCOM and OLE-DB models. A transaction graph representing the
flow of transactions from a given application is used as an input to a QNAP2
code generator (Figure 9). Each node of the graph is a transaction descriptor Ti,
and each edge represent a possible transition weighted with a probability Pj.
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T2 T3

T4 T5

Transaction Graph

Queuing Network
Generator

QNAP2    Source Code

/DECLARE/
CUSTOMER CLASS...
...
/STATION/...
NAME = ...
TYPE = INFINITE ;
SCHED = ...
SERVICE(...) = ...
...

P1

P3

P2

P4

Fig. 9. Queuing Network Generator

5.2 Assembling the Parts Together

The model integration within SMART can take different forms depending on
the exact DIS architecture to be evaluated. From the simplest Client/Server
architecture to a modern three-tiered architecture, only the choice of the parti-
cipant subsystem models and their assembling differs. A great flexibility is thus
achieved in the workbench.

As an example, Figure 10 shows a possible assembling for a typical DIS tar-
get where the client is a database application, the middleware is either CORBA
(ORBIX) or DCOM, and the data server is an ORACLE relational DBMS ac-
cessed through the OLE-DB API. The DBMS model as well as the models in
the network and hardware layers correspond to the existing models included in
the first version of the SMART workbench.

5.3 Using Benchmarks

To ease up system integration it is useful to be able to replace a subset of the
model hierarchy with real measurements made for a given existing software com-
ponent on a given platform (hardware + operating system). The benefit of this
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approach is threefold: (i) real measurements are more reliable than simulation
results, (ii) a benchmark can be used, and (iii) the total simulation time may
be drastically reduced. The use of a benchmark is especially interesting because
it provides for the comparison with other results obtained with other environ-
ments. A benchmark could be installed on a simulated system, but this would
entail a substantial amount of additional work to verify that the benchmark is
fully supported by the model (in order to allow for comparisons), with dubious
results.

A benchmark may be folded into a simulation component through the use of
a Load Dependent Server (LDS), that is a special queue where the service time
is computed from the benchmark results. This can be accomplish with some
statistical tool such as S+.

In our case, we have developed two load dependent servers: one for the
ORACLE DBMS running a benchmark designed for our needs and focusing on
one object at-a-time accesses, the second for a TCP-based network running the
well known TTCP benchmark. Both benchmarks were run on a Windows/NT
platform. These LDS are being used to calibrate separately the particular models
proposed in this paper (CORBA/DCOM and OLE-DB).

5.4 Model Calibration

QNAP2 service laws used in the model implementations are specified with an
algorithmic language. This provides for the specification of service laws ranging
from the definition of a rather simple multivariate function to a full analyti-
cal cost model based on customer attributes. In essence QNAP2 models are
themselves hybrid models mixing queuing network and analytical techniques.
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The consequence of this feature is the need to carefully calibrate the models to
adjust the parameters of the embedded cost equations.

In addition, the generic model must be calibrated for each architecture be-
fore its integration within SMART. Two different sets of parameters are required.
These different sets are mostly due to the two different encoding protocols, CDR
(Common Data Representation) for CORBA and NDR (Network Data Repre-
sentation) for DCOM. The calibration is made with a benchmark (TIMER)
developed for ORBIX by Iona, that we adapted for DCOM. The benchmark is
of the ping-pong type and performs a method call (two-way synchronous) in a
Windows/NT environment.

6 Conclusion and Future Work

SMART is a performance evaluation tool which has been designed to assist
designers in making choices on critical issues during the whole lifetime of a
project. It integrates several approaches such as queuing networks, analytical
cost modeling, and real system components, for finely evaluating the performance
of database applications. It is able to model various environments, including
parallel machines.

The work described in this paper extends SMART to support distributed ob-
ject architectures, namely CORBA and DCOM. The design is based on the in-
tensive use of HOOMA, a hierarchical object-oriented modeling approach, which
proved to be a useful method to model complex systems.

Some models of benchmarking application have been developed to tune the
models. Further experiences are ongoing. The ultimate goal of the project is
to provide a library of reusable components with a runtime environment. The
library will ease the development of fine performance models for distributed
information systems. Further work is required to validate the models, and give
approximations of maximum errors in performance evaluation.
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Abstract

Systems using distributed object technology offer many advantages and their use is becoming
widespread. Distributed object systems are typically developed without regard to the locations
of objects in the network or the nature of the communication between them. However, this
approach often leads to performance problems due to latency in accessing remote objects and
excessive overhead due to inefficient communication mechanisms.  Thus, it is important to
provide support for early assessment of the performance characteristics of such systems.  This
paper presents extensions to the software performance engineering process and its associated
models for assessing distributed object systems. These extensions are illustrated with a simple
case study showing model solutions using the SPE•ED performance engineering tool.

1.  Introduction
Distributed-object technology (DOT) is the result of merging object-oriented
techniques with distributed systems technology.  DOT is enabled and supported by
“middleware” such as the OMG Object Management Architecture which provides
referential transparency and high-level inter-object communication mechanisms.

Systems based on DOT offer a number of advantages to software development
organizations. Developers can design and implement a distributed application without
being concerned about where a remote object resides, how it is implemented, or how
inter-object communication occurs. Applications can be distributed over an
heterogeneous network, making it possible to run each component on the most
appropriate platform. In addition, “wrappers” can be used to make commercial off-
the-shelf (COTS) products and/or legacy systems appear as objects. This makes it
possible to integrate COTS or legacy software into more modern systems.

Distributed object systems are typically developed without regard to the locations of
objects in the network or the nature of the communication between them. However,
this approach often leads to performance problems due to latency in accessing remote
objects and excessive overhead due to inefficient communication mechanisms
[WALD94]. The performance of these systems must then be “tuned” by fixing the
locations of critical objects (e.g., making remote objects local) and replacing slow
communication mechanisms with more efficient ones.

This “fix-it-later” approach leads to many development problems. Poor performance
is more often the result of problems in the design rather than the implementation. Our
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experience is that it is possible to cost-effectively engineer distributed-object systems
that meet performance goals with Software Performance Engineering (SPE)
techniques [SMIT93a], [SMIT97].

However, systems based on the OMG Object Management Architecture are relatively
new and offer new challenges for performance modeling. Our previous papers
extended Software Performance Engineering (SPE) methods to include specific
techniques for evaluating the performance of object-oriented systems [SMIT97].
However, they did not specifically address distributed systems or issues related to the
use of CORBA.  This paper extends our previous work to include extensions to the
SPE methods that address:

� performance engineering methods appropriate for distributed systems,
� extensions to the SPE modeling techniques to evaluate performance issues

that arise when using an object request broker (ORB), and
� modeling techniques for CORBA synchronization primitives

In the following sections we: review related work, explain the SPE process extensions
for distributed systems, cover the performance issues introduced when distributed
systems use the OMG Object Management Architecture for inter-object
communication and coordination, present the performance models for distributed
systems, and illustrate the models with a case study.

2.  Related Work
Gokhale and Schmidt describe a measurement-based, principle-driven methodology
for improving the performance of an implementation of the Internet Inter-ORB
Protocol (IIOP) [GOKH97]. Their paper presents a set of principles (first formulated
by Varghese [VARG96]) and illustrates their use in improving the performance of the
IIOP. Their work is aimed at improving elements of the CORBA facilities.  Ours
focuses on the architecture of an application that  uses CORBA facilities and the effect
of the inter-process communication on its  performance.

Meszaros [MESZ96] presents a set of patterns for improving the performance
(capacity) of reactive systems. Their work is concerned with identifying a
performance problem together with a set of forces that impact possible solutions. The
patterns then suggest solutions that balance these forces. Petriu and Somadder
[PETR97] extend these patterns to distributed, multi-level client/server systems.  Our
work focuses on early evaluation of software designs via modeling. Meszaros and
Petriu and Sommader propose ways of identifying solutions to performance problems
but do not specify whether the problems are identified by measurement or through
modeling. Since early modeling could be used to identify performance problems, their
work complements ours by providing guidelines for selecting solutions.

Smith and Williams describe performance engineering of an object-oriented design
for a real-time system [SMIT93a]. However, that approach applies general SPE
techniques and only addresses the specific problems of object-oriented systems in an
ad hoc way. It models only one type of synchronization, whereas this paper models
three types.   Smith and Williams also describe the application of Use Case scenarios
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as the bridge between design models and performance models in [SMIT97].  In
contrast, this paper extends the SPE process to evaluate special performance issues in
distributed systems using the earlier approach as a starting point.

Smith presents several advanced  system execution model approaches for parallel and
distributed processing, including remote data access, messages for inter-process
communication, and Ada rendezvous [SMIT90a]. Those approaches were very
general and thus complex. They focused on the features in the advanced system
execution model with only a loose connection to the software execution model.  It is
viable to evaluate systems with those approaches, but it is better for very early life
cycles stages to have a simpler approximation technique based on the software
execution models to support architecture and design trade-off studies. This paper
presents an approximation technique for software execution models, a simpler
approach for representing the synchronization points in the execution graph and an
automatic translation to the advanced system execution model.

Other authors have presented general approximation techniques for software
synchronization (e.g., [THOM85]).  They also adapt the system execution model to
quantify the effects of passive resource contention.  Rolia introduced the method of
layers to address systems of cooperating processes in a distributed environment, and a
modification to the system execution model solution algorithms to quantify the delays
for use of software servers, and contention effects introduced by them [ROLI95].
Woodside and co-workers propose stochastic rendezvous nets to evaluate the
performance of Ada Systems [WOOD95].  All these approaches focus on synchronous
communication, however adaptations to the various approximation techniques could
be used for an approximate analytical solution to the advanced system execution
model described in section 5.2.

3. Distributed System Extensions to the SPE Process
The SPE process for evaluating distributed-object systems is similar to the process for
other systems.  However, the models require some extension to evaluate details of
concurrency and synchronization.  We use the software performance engineering tool,
SPE•ED, to evaluate the performance models.  Other tools are available, such as
[BEIL95], [TURN92], but the model translation would differ for those tools that do
not use execution graphs as their modeling paradigm.  The modeling approach
described in the following sections is partially determined by our tool choice.

Software Performance Engineering (SPE) is a systematic, quantitative approach to
constructing software systems that meet performance objectives.  In early
development stages, SPE uses deliberately simple models of software processing with
the goal of using the simplest possible model that identifies problems with the system
architecture, design, or implementation plans.  These models are easily constructed
and solved to provide feedback on whether the proposed software is likely to meet
performance goals.  As the software development proceeds, the models are refined to
more closely represent the performance of the emerging software. Because it is
difficult to precisely estimate resource requirements early in development, SPE uses
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adaptive strategies, such as upper- and lower-bounds, and best- and worst-case
analysis to manage uncertainty.

Two types of models provide information for design assessment:  the software
execution model and the system execution model. The software execution model
represents key aspects of the software execution behavior; we use execution graphs to
represent performance scenarios.  The software execution model solution provides a
static analysis of the mean, best-, and worst-case response times for an initial
evaluation against performance objectives.  The system execution model uses the
software execution model solution results to study the effect of contention delays for
shared computer resources.

SPE for distributed-object systems begins with the same steps used for all object-
oriented systems.  It begins with the Use Cases identified by developers during the
requirements analysis and system design phases of the development cycle.  Once the
major Use Cases and their scenarios have been identified, those that are important
from a performance perspective are selected for performance modeling.  These
scenarios, represented using Message Sequence Charts (MSCs) [ITU96], are
translated to execution graphs which serve as input to SPE•ED. This process, originally
presented in [SMIT97], is: 1. Establish performance objectives; 2. Identify important
Use Cases; 3. Select key performance scenarios; 4. Translate scenarios to execution
graphs; 5. Add resource requirements and processing overhead; and 6. Solve the
models. If the software model solution indicates problems, analysts consider
architecture or design alternatives to address the problems. If not, then analysts
proceed to evaluate additional characteristics of distributed systems.

SPE for distributed-object systems adds the following model features:
� Software execution model approximate techniques for estimating the performance

effect of distributed objects
� An advanced system execution model to study the effect of contention for shared

objects, and other delays for inter-process coordination.
The following section describes distributed object management, then section 5
describes these additional model features.

4. Object Management Performance
Issues
Distributed-object technology is enabled
by middleware that allows objects in a
network to interact without regard to
hardware platform, implementation
language, or communication protocol.  The
Object Management Group’s (OMG)
Object Management Architecture (OMA)
is a widely-used specification for a set of middleware standards that allow
development of applications in a distributed, heterogeneous environment. The OMA

Figure 1. The OMA  Reference Architecture
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consists of five principal components [VINO97] (Figure 1):  object services, common
facilities, domain interfaces, application interfaces, and the object request broker.

The core of this architecture is the Object Request Broker (ORB). The ORB is
responsible for managing communication between objects without regard to: object
location, implementation and state, or inter-object communication mechanisms. The
OMA Common Object Request Broker Architecture (CORBA) specifies a standard
architecture for ORBs. The primary performance issues that we consider are due to
this component. Aspects of the ORB that impact performance can be divided into two
categories:  those that do not need to be explicitly modeled and those that do.

Aspects of the ORB that are vital to object interaction but do not require explicit
modeling include:
� the interface definition language:  declares the interfaces and types of operations

and parameters (e.g., float, string, struct, etc.)
� language mappings:  specifies how the interface definition language features are

mapped to various programming languages
� client stubs and server skeletons1:  provide mechanisms for interacting with the

ORB to convert (static) request invocations from the programming language into
a form for transmission to the server object and to similarly handle the response

� dynamic invocation and dispatch: a generic mechanism for dynamic request
invocations without compile-time knowledge of object interfaces

� protocols for inter-ORB communication: the mechanism for ORB-to-ORB
handling of request invocations

While these features affect the overall performance of a distributed system which
includes an ORB, they are modeled implicitly by measuring their resource
requirements and including it as “processing overhead” for each invocation of a server
object.

The Object Adapter is the component of the ORB that actually connects objects to
other objects.   We also model several aspects of the object adapter by measuring their
effect and including it in the processing overhead.  These aspects are: registration of
objects and interfaces, object reference generation, server process activation, object
activation, static and dynamic invocations, communication overhead for transmitting
request invocations, and processing overhead for converting requests across
languages, operating systems, and hardware. We measure the overhead of each of
these aspects of the Object Adapter. Performance scenarios derived from Use Cases
then provide the processing details that quantify the number of times each is used.

Five aspects of the ORB that must be explicitly modeled are:

                                                          
1 In the OMA, communication is peer-to-peer, however, the terms client and server describe the
roles  in a particular communication when one object requests services from another.

1. object location
2. process composition
3. request scheduling

4. request dispatching
5. coordination mechanisms
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Object location and process composition determine the processing steps assigned to
each performance scenario [WILL98]. Request scheduling and request dispatching are
partially determined by contention for called processes which is determined by the
coordination mechanism and other processing requirements of performance scenarios.
The models in section 5 quantify these aspects of the ORB.  Coordination mechanisms
require extensions to the Use Case and performance modeling formalisms.  These are
described in the following section.

5.  Distributed System Models
Early in development, the SPE process for distributed systems calls for using
deliberately simple models of software processing that are easily constructed and
solved to provide feedback on whether the proposed software is likely to meet
performance goals.  Thus, our approach is to first create the software execution
models as in steps 1 through 6 in section 3 without explicitly representing
synchronization -- it is represented only as a delay to receive results from a server
process.  Section 5.1 describes these approximate models and the delay-estimation
approach.  Later in the development process, more realistic models, described in
section 5.2, add synchronization notation to the MSCs and software execution models.
They are solved with advanced system execution model techniques.2

For this paper, we consider the three types of coordination mechanisms between
objects currently supported by the CORBA architecture [VINO97].
� Synchronous invocation:  The sender invokes the request and blocks waiting for

the response (an  invoke call).
� Deferred synchronous calls:  The sender initiates the request and continues

processing. Responses are retrieved when the sender is ready (a send call,
followed by a get_response call to obtain the result).

� Asynchronous invocation:  The sender initiates the request and continues
processing; there is no response a (send call to a one_way operation or with
INV_NO_RESPONSE specified).

Synchronous or asynchronous invocations may be either static or dynamic; currently,
deferred synchronous invocations may only be dynamic.
5.1 Approximate Models of  Software Synchronization
The following sections examine the approximation strategy for each of the three types
of coordination mechanisms between objects currently supported by the CORBA
architecture.

5.1.1 Synchronization Types
Figure 2 shows processing flow when a client process makes two synchronous
requests to a server process.  The “blips” in each column represent processing activity
on the corresponding processing node.  The absence of a blip indicates that the
corresponding processing node is not processing this request – shared processing
nodes (the Network and Server) may process other requests at those times.  Processing

                                                          
2  These discussions assume familiarity with execution graphs and Message Sequence Charts
(MSCs).   More information about these notations is in [SMIT90a] and [SMIT97].
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for the first request is initiated on the Client; the synchronous request is transmitted
via the Network; the Server processes the request and sends a reply; the Network
processes the reply; the Client receives the reply and begins processing that will make
another synchronous request. And so on.

Note that we do not explicitly represent possible ORB
processing for run-time binding of the Client and Server
processes. This illustration assumes that the processes are
bound earlier.  Analysts could model the ORB explicitly
as another column in the diagrams, or implicitly by
adding overhead for each ORB request.

Figure 3 shows one possibility for the processing flow
when the client sends a deferred synchronous request to
the server.  The client process sends the request and
continues processing.  The processing on the Network
and Server processing nodes is the same as before.  At
some point in the processing the Client needs the result.
The dashed line below the first Client “blip” represents
the time that the Client must wait for the request completion.  The second possibility,
no Client wait, would omit the dashed line and show a continuous blip in the Client
column.

Figure 4 shows one possibility for the flow when the client
sends an asynchronous request to the server.  The client
process sends the request and continues processing.  The
processing on the Network and Server processing nodes
for transmitting and processing the request is the same as
before, but there is no reply.

5.1.2 Approximate Software Models
These profiles are the basis for the first approximation.  We create a separate
performance scenario for each process in the Use Case, specify resource requirements
corresponding to the “blips,” and estimate the delay between “blips.”  The models
may be iterative - the solution of each independent performance scenario quantifies its
processing time.  The processing time for the “dependent blips” can be used to refine
the estimate of the delay between blips.  In these illustrations we arbitrarily show the
client and server objects on separate processors and the invocations must be
transmitted through the network.  If they reside on the same processor there is no
delay for the network “blips.”

For deferred synchronization, estimate the delay corresponding to the dashed line; if
the request completes before the client processing, the delay is zero.  Iterative
solutions refine the delay estimates. The client process has no delay for asynchronous
requests.

Client Network Server

Figure 2. Synchronous
Communication Flow

Client Network Server

Figure 3. Deferred
Synchronous Flow

Client Network Server

Figure 4. Asynchronous
Flow
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This model is first solved without contention to determine if this optimistic model
meets performance objectives.  After correcting any problems, the contention solution
quantifies additional delays due to contention from other work

Each scenario may be an open or a closed model.  Closed models specify the number
of threads and the expected inter-arrival time of requests. Open models estimate the
arrival rate of requests.  Both estimates come from the processing time of the calling
process, iterative solutions may be used to refine estimates.

5.2  Detailed Models of Synchronization
Detailed models of synchronization connect client requests across processing nodes
more realistically reflecting the complex processing behavior.  We start with the
separate performance scenarios created in the approximate analysis step, and insert
special notations into the MSCs at points when CORBA-based coordination is
required.  These lead to the insertion of special nodes into the execution graphs to
represent synchronization steps.  In SPE•ED, an advanced system execution model is
automatically created from the execution graphs and solved to quantify contention
effects and delays.  These steps are described in the following sections.

5.2.1  MSC Extensions to Represent CORBA Coordination
The MSC notation [ITU96] does not provide graphical syntax for representing the
CORBA synchronization primitives. We use elements of the UML notation [RATI97]
for synchronous and asynchronous calls together with an extension of our own to
show the deferred synchronous invocation.  These are shown in Figure 5.  The
notation for synchronous invocation shows a break in the processing when the caller
waits for the response.  The deferred synchronous notation represents continued
processing with a potential delay before receiving the reply.  The arrow representing
the reply will be shown at the point when it occurs, processing may continue in the
called process.  The notation for asynchronous invocation has a partial arrow for the
call and no return arrow.

5.2.2 Software Execution Model Extensions
Figure 6 shows the new execution graph nodes that represent the three types of
synchronization.  The appropriate node from the left column of the figure is inserted
in the execution graph for the calling scenario. The called scenario represents the
synchronization point with one of the nodes from the right column depending on
whether or not it sends a reply.  The calling process specifies the synchronization type
so the called process need not distinguish between synchronous and deferred
synchronous calls.  Any of the rectangular nodes may be expanded to show processing

client server client server client server

Synchronous Deferred Synchronous Asynchronous

Figure 5.  MSC Representation of CORBA-based Synchronization
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steps that occur between the dashed arrows or in
connection with asynchronous calls.  The
expansion may contain other synchronization
steps.  The called process may execute additional
processing steps after the reply is sent.

 Next, the analyst specifies resource requirements
for the processing steps and the number of threads
for called processes.  Each performance scenario
is assigned to a processing node.

SPE•ED uses the CSIM simulation tool to solve the
advanced system model.  CSIM is a simulation product that is widely used to evaluate
distributed and parallel processing systems [SCHW94]. SPE•ED solves the software
execution model to derive the computer device processing requirements, then creates
the advanced system execution model and solves it with a table-driven CSIM
simulation model.3 The software execution model solution provides summary data for
processing phases [SMIT90a].  This provides an efficient simulation solution at a
process-phase granularity rather than a detailed process simulation.

Two CSIM synchronization mechanisms provide the process coordination required
for the software synchronization: events and mailboxes.  An event consists of a state
variable and two queues (one for waiting processes and the other for queued
processes).  When the event “happens” one of the queued processes can proceed.
(The waiting queue is not used in SPE•EDs synchronization model).  An event happens
when a process sets the event to the occurred state.  A mailbox is a container for
holding CSIM messages.  A process can send a message to a mailbox or receive a
message from a mailbox.  If a process does a receive on an empty mailbox, it
automatically waits until a message is sent to that mailbox.  When a message arrives,
the first waiting process can proceed.

A synchronous or deferred synchronous call is implemented in SPE•EDs advanced
system execution model with a send to the name mailbox of the called process (the
name appears in the processing node of the called process).  The message is an event
that is to be set for the “reply.”   An asynchronous call is also implemented with a
mailbox send; the message is ignored because there is no reply.  The calling process
executes a queue statement for the event;  synchronous invocations place the queue
statement immediately after the send, deferred synchronous invocations place it at the
designated point later in the processing. The called process issues a receive from its
mailbox.  At the reply’s designated point in the processing, the called process sets the
event it received.  If there are multiple threads of the called process, the next in the
receive queue processes the request.  The event must be unique for the correct process
to resume after the set statement executes.

                                                          
3 An approximate solution to the advanced system model is possible, but not currently in
SPE•EDs repertoire. Several approximations in the related work section might be applicable.

Calling process: Called process:

Name

Name

Name

Name

Name

Synchronous call:
caller waits for reply

Deferred synchronous call:
processing occurs
wait for reply

Asynchronous call:
no reply

Reply

No reply

Figure 6.  Execution Graph Nodes
for Software Synchronization
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In addition to the standard results reported by SPE•ED, the following are reported for
the synchronization steps:
� mean, minimum, maximum, and variance response time for called processes
� mean and maximum number of requests and the mean time in queue (mailbox) for

called processes
� throughput of called processes.
These results indicate when processing requirements should be reduced or the number
of threads increased to alleviate performance problems due to synchronization.  They
also indicate what proportion of the total elapsed time depends on other processes.  It
shows the proportion of the computer resource requirements used by each scenario,
and the overall device utilization.

6. Case Study
This case study is from an actual study, however, application details have been
changed to preserve anonymity.  The software supports an electronic virtual
storefront, eStuff.4 Software supporting eStuff has components to take customer
orders, fulfill orders and ship them from the warehouse, and, for just-in-time
shipments, interface with suppliers to obtain items to ship.  The heart of the system is
the Customer Service component that collects completed orders, initiates tasks in the
other components, and tracks the status of orders in progress.
6.1 Approximate Model
The Use Case we consider is
processing a new order (Figure 7).
It begins with TakeCustOrder, an
MSC reference to another, more
detailed MSC.  An ACK is sent to
the customer,  and the order
processing begins.  In this
scenario we assume that a
customer order consists of 50
individual items.  The unit of
work for the TakeCustOrder and
CloseCustOrder components is the
entire order;  the other order-
processing components handle
each item in the order separately;
the MSC shows this repetition
with a loop symbol. The similar
symbol labeled “opt” represents
an optional step that may occur
when eStuff must order the item
from a supplier.

                                                          
4    eStuff is a fictional web site.  At the time this paper was written no such site existed.

customer orderEntry custSvc warehouse purchasing

shipItem

closeCustomerOrder

ack

loop

opt

newOrder

ack

getOrderData

orderData

workAlert

getDetails

workDetails

getOrderData

orderData

workProgress

isAvail(item)

status

workAlert

getDetails

workDetails

getOrderData

orderData

workProgress

msc newOrder

takeCustomerOrder

Figure 7.  New order scenario
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Figure 8 shows the execution graph for the
CustomerService column in the Use Case in Figure 7.
Everything inside the loop is in the expanded node,
ProcessItemOrder.  Its details are in Figure 9.  The two
WorkAlert processing steps are also expanded; their
details are not shown here. Each column in Figure 7
becomes a scenario. At this stage we assume that the
first three scenarios each execute on its own facility,
and the warehouse and purchasing scenarios share a
processor.  This software model depicts only the
CustomerService processing node; we approximate the
delay time to communicate with the other processing
nodes.

The next step is to specify resource requirements for
each processing step.  The key resources in this model
are the CPU time for database and other processing, the
number of I/Os for database and logging activities, the number of messages sent
among processors (and the associated overhead for the ORB), and the estimated delay
in seconds for the “blips” on other processors until the message-reply is received.
These values are shown in Figures 8 and 9.  They are best-case estimates derived from
performance measurement experiments.  They may also be estimated in a performance
walkthrough  [SMIT90a].

Analysts specify values for the software resource requirements for processing steps.
The computer resource requirements for each software resource request are specified
in an overhead matrix stored in the SPE database.  This matrix represents each of the
hardware devices in each of the distributed
processors, connects the software model
resource requests to hardware device
requirements, and incorporates any processing
requirements due to operating system or
network overhead (see  [SMIT97] for a detailed
description of the overhead matrix).

Figure 10 shows the best-case solution with one
user and thus no contention for computer
devices.  The end-to-end time is 480 seconds,
most of it is in ProcessItemOrder  (the value
shown is for all 50 items). Results for the
ProcessItemOrder subgraph (not shown) indicate
that each item requires approximately 9.8
seconds, most of that is in the ShipItem
processing step.  Other results (not shown)
indicate that 7.5 seconds of the 9.8 seconds is

Figure 8. Execution Graph
CustomerService: New Order

Figure 9. Execution Graph
ProcessItemOrder Expansion
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due to estimated delay for
processing on the other
facilities. Investigation
also shows that network
congestion prevents the
system from supporting
the desired throughput.
Analysts can evaluate
potential solutions by
modifying the software
execution model to reflect
architecture alternatives.
We select an alternative
that processes work orders as a group rather than individual items in an order.  The
changes to the software execution model for this alternative are relatively minor – the
number of loop repetitions is reduced to 2 (one for orders ready to ship, the other for
orders requiring back-ordered items), and the resource requirements for steps in the
loop change slightly to reflect requirements to process a group of items. This
alternative yields a response time of 16.5 seconds with the desired throughput of 0.1
jobs per second.

Thus, the overhead and delays due to CORBA-based process coordination were a
significant portion of the total end-to-end time to process a new order.  Improvements
resulted from processing batches of items rather than individual items.  These simple
models provide sufficient information to identify problems in the architecture before
proceeding to the advanced system execution model.  It is easy and important to
resolve key performance problems with simple models before proceeding to the
advanced models described next.

6.2 Advanced System Execution Model
This section illustrates the creation and evaluation of the detailed models of
synchronization. Figure 7 shows that all the synchronization steps are either
asynchronous or synchronous. Deferred synchronous calls are only useful when the
results are not needed for the next processing steps. Deferred synchronous calls may
also be more complex to implement. Thus, it is sensible to plan synchronous calls
unless the models indicate that deferred synchronous calls result in significant
improvements.

Figure 11 shows the synchronization nodes in the ProcessItemOrder step.  It first
receives the NewOrder message and immediately replies with the acknowledgement
message thus freeing the calling process.  Next it makes a synchronous call to
OE:GetOrderData and waits for the reply. The availability check is now explicitly
modeled with a synchronous call to WH:Avail? The processing steps here are similar to
those in the approximate model.

Figure 10.  Best-case elapsed time.
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Figure 12 shows the processing that
occurs on the Warehouse facility.  It
receives the asynchronous request from
the CS facility, makes a synchronous call
to CS:GetDetails, makes a synchronous
call to OE:GetOData, then (after the order
is shipped) makes an asynchronous call
to CS StatusUpdate.

Table 1 shows the advanced system
model results. They reflect results for 10
hours simulated time with a total of 3565
CS:NewOrders during that interval.  The
confidence level was computed using the
batch mean method; the result is 0.172
for the CS:NewOrder scenario.

It is difficult to validate models of
systems that are still under development.
Many changes occur before the software
executes and may be measured, and the
early life cycle models are best-case
models that omit many processing
complexities that occur in the ultimate
implementation.  Nevertheless, the
results are sufficiently accurate to
identify problems in the software plans
and quantify the relative benefit of
improvements.  In this study, the models successfully predicted potential problems in
the original architecture due to network activity.

The maximum queue length and the queue time for
WH:WorkAlert suggests that more concurrent threads might
be desirable for scalability.  The simulation results would
also reflect problems due to “lock-step” execution of
concurrent processes.  For example, note that the mean
response time for P:WorkAlert is slightly higher than for
WH:WorkAlert even though they execute the same processing
steps and P:WorkAlert executes less frequently (see
throughput values).  This is because the asynchronous calls
to WH:WorkAlert and to P:WorkAlert occur very close to the
same time and cause both processes to execute concurrently
on the same facility.  This introduces slight contention delays
for the process that arrives second (P:WorkAlert).  In this case
study the performance effect is not serious, but it illustrates
the types of performance analysis important for this life cycle
stage and the models that permit the analysis.

Figure 11.  Synchronization in
ProcessItemOrder.

Figure 12.
WH:WorkAlert
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Note that most of the useful results in early life cycle stages come from the
approximate software model.  For example, the amount of communication and the
synchronization points in the architecture and design, the assignment of methods to
processes, assignment of processes to processors, an approximate number of threads
per process, etc., can all be evaluated with the simpler models.

7.  Summary and Conclusions
Studying the performance of software architectures for distributed-object systems,
particularly those that have extensive communication and synchronization, is of
growing importance. This paper presents and illustrates the SPE process and model
extensions for distributed-object systems that use the OMG Object Management
Architecture for inter-object communication and coordination.    Two types of models
are used: approximate software models for quick and easy performance assessments in
early life cycle stages, and advanced system execution models for more realistic
predictions and analysis of details of interconnection performance.

Approximate software models are constructed from Use Case scenarios identified
during the analysis and design phases of the development process.  Then the advanced
system execution models are created and solved automatically by the SPE•ED
performance engineering tool.  This simplifies the modelers task by eliminating the
need for debugging complex simulation models of synchronization.  It also permits an
efficient hybrid solution that summarizes processing requirements by phases.

The five key aspects of the CORBA Object Adapter that determine the performance of
systems and are explicitly modeled were listed in Section 4.  Three of them -- process
composition, process location, and synchronization type, are architecture and design
decisions.  Thus, it makes sense to execute these quantitative evaluations to determine
the appropriate choice. Future work may explore the feasibility and usefulness of
using approximate solution techniques for the advanced system execution model.
This could be accomplished by implementing additional solution techniques, or by
using the software meta-model to exchange model information with another tool for
solution and evaluation [WILL95].

Table 1.  Advanced System Model Results
Response Time (sec.) TPut Queue

Mean Min Max Variance Mean Max Time

CS:NewOrder 14.4 0.8 72.7 79.51 .1

OE:OrderData 0.16 0 2.6 0.05 .5 0.092 5 0.19

CS:WorkDetails 0.2 0 3.7 0.05 .3 0.057 2 0.19

CS:UpdStatus 0.1 0 4.4 0.04 .3 0.004 3 0.01

WH:WorkAlert 1.3 0 9.1 1.14 .2 0.122 9 0.62

P:WorkAlert 1.4 0 9.3 1.16 .1 0.019 3 0.193
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Abstract. Evaluation studies on interconnection networks for distribu-
ted memory multiprocessors usually assume synthetic or trace-driven
workloads. However, when the final design choices must be done a more
precise evaluation study should be performed. In this paper, we describe
a new execution-driven simulation tool to evaluate interconnection net-
works for distributed memory multiprocessors using real application wor-
kloads. As an example, we have developed a NCC-NUMA memory model
and obtained some simulation results from the SPLASH-2 suite, using
different network routing algorithms.

1 Introduction

Interconnection network evaluation studies usually assume that the workload ge-
nerated by actual applications can be modeled by synthetic workloads. Constant
message generation rate (equal for all nodes), uniform distribution of message
destinations (with or without locality) and fixed traffic patterns are frequently
used. However, when the designer must do the final choices, a more precise eva-
luation study should be performed.

Some studies have relied on trace-driven simulations [9,8]. However parallel
traces generated for one architecture may never happen on another. For instance,
some messages should not be generated until some other has been arrived at its
destination, and this depends on the interconnection network performance, which
is not being simulated when the trace file is being created.

The definitive tool to get accurate evaluation results is an execution-driven
simulators [4,5]. In such simulator, an application runs on the host processor and
special call-outs are inserted into the original code to instrument the required
events. These events are scheduled as requests to the simulator. In our case,
the events are the message send/receive primitives, and the simulator is the
interconnection network simulator. In addition, a parallel application simulator
is also required in order to execute the parallel code on a single processor.

In this paper, we present a new simulation tool, called EDINET, that allows
executing a shared-memory application on a simulated DSM system. Our goal
will be accurately to analyze the interconnection network performance using real
application workloads.
� This work was supported by the Spanish CICYT under Grant TIC97–0897–C04–01.
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2 Edinet

The EDINET simulator is composed of two simulators. The first one is Limes [5],
an execution driven simulator that allows parallel program execution and models
the memory subsystem. The second one is the interconnection network simulator
(NetSim) that we have already used in several evaluation studies [3,6]. The
memory simulator part of Limes (MemSim) simulates the memory subsystem
sending requests to NetSim in order to simulate the advance of messages.

MemSim drives the network simulator using the following commands: In-
itNetSim (starts the simulation process), InsertRequest (injects a new message
into the network), Simulate (simulates from the last simulated time to the actual
simulation time), EndNetSim (ends the simulation and collects statistics). On
the other hand, NetSim issues the following commands to MemSim: MessageAr-
rived (a message has just arrived at its destination node), TimeSimulated (the
requested time has just been simulated).

The memory simulator controls the applications threads. When it needs to
send a request into the network, the involved thread is stalled until all the
messages due to the request has been completed.

3 Performance Evaluation

In this section we present some simulation results for a DSM system with a
NCC-NUMA memory model [7]. Data distribution and process allocation are
crucial in this model. In fact, some SPLASH-2 [1] applications recall that good
distribution has great impact on performance. In addition, each process should be
assigned to the proper processor in order to improve data locality. The best data
distribution and process allocation strategies have been used in the evaluation.

The interconnection network is a 64-node wormhole switched bidirectional
k-ary 2-cube. Three routing algorithms have been compared: deterministic, par-
tially adaptive and fully adaptive. These routing algorithms were proposed in
[3,2]. The PRAM (Perfect RAM) model is also evaluated for comparison purpo-
ses. In this model, each request served in only one cycle. Thus, we will use PRAM
results as an approximation of an ideal memory subsystem and interconnection
network.

Different complexity problems for OCEAN and FFT applications (SPLASH-
2) are simulated. Each process is assigned to one single processor.

Performance evaluation is mainly done by means of application execution
time. Taking into account that initialization phase can not be paralellized, we
will not include it in the evaluation. This approach is also used in [1].

3.1 Simulation Results

Figure 1 shows the execution time for the OCEAN application. The partially
adaptive routing algorithm improves performance by almost a 40 % with respect
to the deterministic one. The fully adaptive routing algorithm outperforms both
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Fig. 1. OCEAN execution time.

0

2e+06

4e+06

6e+06

8e+06

1e+07

1.2e+07

1.4e+07

1.6e+07

1.8e+07

10 12 14 16 18 20 22 24

Ex
ec

ut
io

n 
Ti

m
e 

(c
yc

le
s)

2**complex points

’Det’
’Pa’
’Fa’

’PRAM’

Fig. 2. FFT execution time.

0

0.01

0.02

0.03

0.04

0.05

0.06

0 20 40 60 80 100 120 140 160 180 200

Th
ro

ug
hp

ut
 (f

lit
s/

cy
cl

e/
no

de
)

grid points per dimension

’Det’
’Pa’
’Fa’

Fig. 3. Throughput for OCEAN.

0

5

10

15

20

25

0 20 40 60 80 100 120 140 160 180 200

A
ve

ra
ge

 L
at

en
cy

 (c
yc

le
s)

grid points per dimension

’Det’
’Pa’
’Fa’

Fig. 4. Average latency for OCEAN.

the deterministic and partially adaptive one, reducing execution time by 70 %
and 20 % respectively. However, the execution time achieved by the fully adaptive
routing algorithm is still far from the PRAM model (by a factor of 7, approx.).
Remember that the memory model considered is highly inefficient, as it does not
cache remote requests.

Figure 2 shows the execution time for the FFT application. Partially adap-
tive reduces execution time by a 30 % over deterministic routing. Although fully
adaptive routing slightly improves over partially adaptive routing, the impro-
vement is smaller than in OCEAN. This behavior is due to the fact that the
FFT application does not generate so many traffic as OCEAN does, so that the
greater routing flexibility offered by fully adaptive routing is useless.

As figure 3 shows, OCEAN application generates very low network traffic
rate. The maximum network throughput is reached with the fully adaptive rou-
ting algorithm at the highest complexity (0.06 flits/node/cycle). As known, the
network bisection bandwidth limit is more than one order of magnitude higher.
It is important to note that only a single process is assigned to each network
node and a sequential consistency memory model has been assumed. Thus, glo-
bal message injection is limited to 64 (the number of nodes) messages at a time.
Figure 4 shows differences between the average latencies achieved by each of the
routing algorithms for OCEAN application. When using adaptive routing, the
improvement on the application execution time is given by the combination of
lower contention and higher network bandwidth. The analysis of throughput and
latency for FFT (not shown) leads to similar results.
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The performance improvement of adaptive routing even with the low traffic
generated by these applications and the analyzed memory model, lead us to
expect important improvements of the execution time from other applications
that make a more intensive use of the network. Also, more efficient memory
models (CC-NUMA, COMA [7]) may demand more network traffic.

4 Conclusions

In this paper we have proposed an execution-driven network simulator that al-
lows the evaluation of DSM’s interconnection network using real application wor-
kloads. This tool can also be used to analyze the impact of memory subsystem
on performance. As a consequence, both subsystems can be jointly evaluated
in order to achieve the best overall performance. As an example, we have im-
plemented the NCC-NUMA memory model and some applications have been
executed using different network routing algorithms. The results show that ad-
aptive routing improves performance over deterministic routing by a 30 %.

As for future work we plan to evaluate interconnection network performance
using more realistic memory models like CC-NUMA, COMA, Simple COMA and
other memory consistency models. We are also interested in evaluating irregular
interconnection networks for NOWS using real applications workloads.
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Abstract. In this paper we describe Snuffle, a new measurement tool
for capturing, displaying and analyzing the operation of the Internet
protocol stack within end-systems. Snuffle is a set of modules operating
in a distributed fashion and supporting an on-line analysis of network and
protocol performance. This kind of tool is especially suited for wireless
networks.

1 Introduction

The popular network monitoring tools (e.g. tcpdump [2], snoop [4], etherfind,
Remote Network Monitoring (RMON) [5] etc.) follow the principle of obser-
ving packets traversing the network. Thus, there is only a limited possibility
to infer about the internal Internet protocol variables [6]. The accuracy of this
inference depends on the completeness of the trace, i.e. each lost sample falsifies
the conclusions about the protocol variables and makes performance evaluations
inaccurate. Therefore it is necessary to measure directly within the end-systems
for precise investigation of Internet protocols and their internal state variables .

Especially in an error prone wireless environment it cannot be guaranteed,
that an observer placed outside of the communicating end-systems records the
same packets as transmitted or received by the observed nodes. It is known
that in wireless networks operating around 1GHz or higher, small displacements
of mobile systems may result in dramatically degradations of the physical link
quality. In the worst case, the observed end-systems can still communicate, while
the observing host has lost contact to them.

In this paper we present Snuffle, a tool suitable for measurements in Internet
and a case study in a wireless LAN environment. Snuffle is currently implemen-
ted on Linux V2.0.27 and available at http://www-tkn.tu-berlin.de.

2 Design and Implementation Approach of Snuffle

Snuffle consists of interacting modules providing a set of measurement functio-
nalities. The modules can be placed on different end-systems. We have defined
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four types of modules: Snuffle Information Base (SIB), Tracer, Synchronizer, and
Analyzer (depicted in Fig.1).

INTERNET

TracerTr
ac

er

Host BHost A
SNUFFLE

TCP/UDP

Application Application

TCP/UDP

IPIP

Network Interface Network Interface

Analyzer

Synchronizer

SIB

Data flow
Measurement point

Module interface

Fig. 1. Snuffle architecture

The Snuffle Information Base contains objects holding traced protocol data
(protocol variables and header information) and derived information. A time-
stamp is attached to every object defining its sampling time. We have currently
implemented object classes for TCP, UDP and IP. Each object holds information
about:

– Packet Header Information, e.g. TCP segment and ACK sequence numbers,
window size, port numbers, IP identifier.

– Protocol Variables, e.g. TCP windows sizes (congestion window, sending and
receiving windows), round trip time values, retransmission timer values.

– Derived Values, e.g. delays, cause of retransmissions, throughput.

Other modules (e.g. the Analyzer) can access objects of a SIB through an in-
terface. This interface supports currently three functions: initialization of SIBs,
reading objects from a SIB and setting filter functions.

The Tracer module is the interface between the measurement points and a
SIB. The measurement points operate as samplers gathering internal protocol
information and support filters for selective capturing of data. A measurement
point may be placed arbitrary in the Internet protocol stack. Its implementation
has to be adapted to specific Internet protocol implementations.
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The Synchronizer is needed to perform accurate delay measurements between
Tracers (see Fig.1), if they are located on different communication systems. To
ensure correct delay measurements, clocks used by Tracers have to be synchro-
nized. Well known approaches for clock synchronization, e.g. global positioning
systems (GPS), the network time protocol (NTP), DCF or (radio) broadcasts
can be integrated into the Synchronizer. Another possibility is to estimate the
time skewness of the clocks. The Analyzer takes the time skewness into conside-
ration.

The Analyzer processes data captured by the Tracer and stored in a SIB.
It produces time series of inspected variables as well their distributions (e.g.
conditional probability distributions, cumulative distributions, etc.). It should
be pointed out that the analysis can be done off-line or on-line. On-line analysis
heavily depends on the available processing power of the computing systems. The
off-line method is used for time intensive analysis which can not be performed in
real time. It is also possible to export measurement results to simulation tools.

3 Snuffle in a Wireless LAN (WLAN) Environment

We present results of measured TCP and IP throughput and TCP behavior in
a WLAN environment using ARLAN1 [1] as WLAN technology. In this scenario
two hosts reside at fixed positions in a single radio cell communicating undi-
sturbed from other hosts. Although many researches have faced the problems of
TCP in WLANs by simulations (for an overview see [8]) we present results of
measurements in a real environment.

Fig.2(a) shows the throughput calculated by Snuffle on TCP and on IP le-
vel. The measurement results show that although the IP throughput is high the
TCP throughput is very low. This indicates that TCP is not suitable for this
position in the radio cell. The loss rate on IP level does not exceed 10−6, which
is comparable to the loss rate of twisted pair cabling. Therefore losses are not
responsible for the disappointing throughput of TCP. In spite of the low loss
rate the number of TCP retransmissions is very high, as shown in Fig.2(b). This
corresponds to Fig.2(c), showing the congestion window. Whenever a retrans-
mission timeout occurs TCP drops its congestion window down to one segment
[9]. The delay variability of packets on IP level causes retransmissions. To give
an impression about the delay variability Fig.2(d) shows the delay distribution
on IP level. A deeper analysis can be found in [7].

1 ARLAN operates at 2.4GHz, uses Direct Sequence Spread Spectrum and CSMA/CA
with immediate ACKs.
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Fig. 2. Measurement results: (a) TCP and IP throughput over 10 file transfers, (b)
TCP retransmissions and (c) corresponding TCP Congestion Window for the first
14000 packets. (d) Delay distribution on IP level
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Abstract. The paper presents a library of classes which are written in
C++ and help to construct queueing network models based on diffu-
sion approximation. The models have the form of open networks with
arbitrary topology that include at the moment G/G/1 and G/G/1/N
stations. Time-dependent and autocorrelated input streams are consi-
dered as well as time-dependent service time distributions. In this fra-
mework other stations such as G/G/c, G/G/1/Threshold, G/G/1/Push-
out, leaky-bucket, jumping window, sliding window that we have already
prepared and tested their diffusion models as separate stations are to be
included. The software is especially well suited to analyse transient states
and to evaluate various control algorithms that prevent traffic congestion
in communication networks.

1 Introduction

Diffusion approximation replaces the number of customers N(t) in the queue
by the value of a diffusion process X(t) with properly chosen parameters and
boundary conditions. The density function f(x, t; x0) = P [x ≤ X(t) < x +
dx | X(0) = x0] is an approximation of the considered queue distribution.
The complexity of this method is situated between Markov chain analysis and
fluid approximation. Markovian models are able to represent any synchronization
constraints, they are also well suited to express features of network traffic but
their state space grows rapidly. Numerical solution of a system of e.g. 500 000 stiff
and ill conditioned differential (when transient states are modelled) equations is
still a challenge.

Fluid approximation is a first order approximation and it cannot give us
queue distributions, hence it is useless when e.g. the loss probabilities due to
buffers overflow are investigated.

We have already proposed, working together with several other authors, dif-
fusion models for the transient analysis of some problems concerning network
performances: models of leaky bucket [6], [7], jumping window [1], sliding window
[9]; models of space-priority queues at a network switch: a queue with threshold
[6] and with push-out algorithm [2]. We have modelled the features of traffic
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along a virtual path composed of a certain number of nodes [4], jitter compensa-
tion [5] and feed-back algorithms of traffic control between nodes and sources [1].
In all these models the dynamics of flows is important. We are convinced that
the diffusion approximation is a usefool tool when applied in investigation of the
behaviour of time-dependent streams encountered in communication networks
as well as in testing various algorithms which aim to prevent the congestion in
networks or to resolve congestion problems.

We use the diffusion model with instantaneous returns [10], [11]. Owing to
this approach diffusion models are not a heavy-traffic approximation as they
were before [12]. We apply the transient solution defined in [3]. It aims to re-
present the pdf function of the diffusion process with elementary returns as a
composition of pdf functions of diffusion process with absorbing barriers. The
solution is obtained in terms of Laplace transforms; the originals are sought
numerically [13]. This refers to the case of constant parameters of the diffusion
equation. However, one may divide the time axis into short periods during which
the parameters are kept constant by allowing the change of values only at the
beginning of each interval. Solution at the end of an interval becomes the initial
condition for the next interval. The fact that we may shape this way the features
of input stream allows us to model various traffic patterns and to reflect the im-
pact of control algorithms. For instance, we are able to include in the model a
correlated and time varying input stream [7].

Our resolution of diffusion equations, partly analytical and partly numeri-
cal, involves nontrivial computations and needs a careful programming to avoid
serious errors. Hence, to organize the modelling process within a common frame-
work, we propose here a C++ library. Numerical problems that we encounter are
mostly due to the errors of the algorithm used for Laplace inversion. They are
especially visible when they are accumulated due to the procedure mentioned
above for time dependent parameters.

2 The Use of the Package

The software is composed of a set of classes representing separate modelling
problems. For example, the diffusion model of a G/G/1/N station is included in
the class GG1N, the class ExperimentsDevice allows a series of experiments
for a single station, and the class diffusionTSolver enables the modelling of
the whole network.

A network model is represented by a C++ program written with the use
of classes; its syntax was proposed in [8]. We present below a simple example:
a network composed of a source and three stations in tandem. The source is
Poisson (squared coefficient of variation of interrarrivals C2

A = 1) with intensity
λ(t): λ = 4.0 for t ∈ [11, 21) and λ = 0.1 otherwise. For all stations, the initial
number of customers, service intensity and squared coefficient of variation of
service time are the following: Ni(0) = 5, μi = 2, C2

Bi = 1, i = 1, 2, 3.
The necessary libraries should be accessible and the function main() should in-
clude:
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1) definition of the whole network: Network net("Network_name",1);
which gives the network name and defines the number of classes (here 1),
2) definition and naming of all classes: net.SetClassPar( CL_A, 1); ,
3) definition of stations and their inclusion into the network, e.g.

SimpleServer source("source A", net);
SimpleServer station1("station 1", net);

Customers leaving the network pass to the station out:
SimpleServer out("out", net);

We should define the types of stations and give the station parameters; the
method SetService Source TDiffusion is used to set the source parameters:
class name and λ, C2

A for that class. SetService TDiffusion sets service stati-
ons parameters: N , μ, C2

B for a given class; e.g. we define:
source.SetService_Source_TDiffusion( CL_A, 0.1, 1.0 );
station2.SetService_TDiffusion( CL_A, 10, 2.0, 1.0 );, etc.

The method SetTransition gives the routing probabilities for a given class, e.g.
source.SetTransition( CL_A, station1, 1.0 );
station1.SetTransition( CL_A, station2, 1.0 );

4) description of the modelling session with the use of class diffusionTSolver.
Set the initial time, the step (time interval) and the number of resolutions before
the change of model parameters

sol.setTime( 0.0 ); sol.setdT( 1.0 ); sol.setNbExp( 1 );
Set the initial number of customers for each station, e.g.:

sol.setInitState( "station 1", 5 );
Start the computations for t = 1, . . . , 11:

for( i=0; i<11; i++ ) { sol.runExperiments(); sol.lock(); }
Change the source parameters for t ∈ [11, 21) and increase the frequency of re-
sults:

sol.setCountParam("source A",4.0,1.0 );
sol.lock(); sol.setdT(0.5);
for( i=0; i<20; i++ ) { sol.runExperiments(); sol.lock(); }

Results (diffusion process density functions approximating queue distributions)
are written into files; each station has its own file, the records in files correspond
to time moments for which the computations are performed. These data may be
processed by a user. Fig. 1 presents mean queue lengths of stations as a function
of time. Diffusion approximation is compared with simulation.
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Window Mechanism. ICC’98, Atlanta, Georgia, USA (1998)

10. Gelenbe, E.: On Approximate Computer Systems Models. J.ACM 22 no.2 (1975)
11. Gelenbe, E., Pujolle, G.: The Behaviour of a Single Queue in a General Queueing

Network. Acta Informatica, Fasc. 7, (1976)
12. Kobayashi, H.: Application of the diffusion approximation to queueing networks,

Part 2: Nonequilibrium distributions and applications to queueing modeling.
J.ACM, 21 no. 3 (1974) 459-469

13. Stehfest, H.: Algorithm 368: Numeric Inversion of Laplace Transform, Comm. of
ACM, 13 no. 1 (1970) 47-49



HIMAP� Architecture� Features� and Hierarchical Model

Speci�cation Techniques

Murari Sridharan� Srinivasan Ramasubramanian� and Arun K� Somani
Dependable Computing Laboratory

Department of Electrical and Computer Engineering
Iowa State University� Ames� IA �����
email� fmurari� rsrini� arung�iastate�edu

Abstract

Accurate analysis of complex systems for their reliability and performance is a chal	
lenging task� Development of powerful and easy	to	use tools allow engineers and system
designers to accurately model such systems� Several tools have been developed address	
ing these needs� HIMAP is one such tool that helps analyze system behavior that are
used in multi	phased missions and in systems that employ scheduled maintenance� The
tool accounts for the e
ects of phase changes� that may include con�guration and be	
havior changes� and maintenance of components� In this paper� we describe the most
important features of HIMAP and hierarchical model speci�cation techniques that al	
low easy development and solution of models�

�� Introduction

As systems become more complex� it is important to ensure reliable operation in
critical applications� Developing powerful and easy	to	use tools which allow engineers
and system designers to specify� model and analyze such systems in an e�cient and
user	friendly manner is the need of the hour� In this paper we describe speci�cation
techniques for modeling hierarchically in the HIMAP modeling environment �� and
build an example to illustrate the modeling process�

HIMAP provides an ideal modeling environment as it allows the designer to specify
the system as a Fault tree� a Fault tree with component repairs� a Markov chain or a
Petri net� The modeler has the �exibility to choose the modeling method as appropri	
ate to the system� HIMAP allows these high level representations to be solved directly
or convert them to a markov chain and uses EHARP �� to solve them�

In the fault tree mode� to ease the e
ort needed in the modeling of highly complex
systems HIMAP has a feature called IN gate in the fault tree mode� This feature allows
the designer to describe the system hierarchically into simpler subsystems� which can
be linked through IN gates� HIMAP allows modeling repairs in the fault tree mode�
The modeler can also specify repair rate as well as the number of repair persons asso	
ciated with the repair of each component or a group of components� Such speci�cation
is automatically converted into a markov chain� In the Markov modeling environment
HIMAP provides a standard view where the whole Markov chain generated is displayed
and a single state view for viewing the transitions emanating from any state�

HIMAP also provides a very user	friendly graphical interface to specify Petri nets�
To make the modeling process easier� HIMAP supports constructs like places and tran�

sitions �timed and immediate�� and relationship between them in the pictorial mode�
In addition� HIMAP allows the declaration of global variables� constants� and func	
tions that include reward type� rate type� probabilistic type and enabling functions
�associated with each transition�� To facilitate Stochastic Reward Net �SRN� analysis�
Hierarchical Stochastic Reward Nets Solver Package �� has been developed�

The Library concept is unique to HIMAP� The library �les are used to de�ne the
characteristics of components� which are used in a model� HIMAP allows importing of
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components from library �les created using any of the compatible database packages and

chooses the relevant �elds for the component� Parameters like name� version� failure
rate� repair rate are associated with each component� The modeler can create a new
library or import from an existing one�

HIMAP has the capability to divide the mission into phases and develop models
for each phase� use proper failure rates and solve each phase model separately ����
HIMAP also incorporates techniques as described in ��� to accurately model Scheduled
Maintenance systems�

�� Hierarchical Modeling

Modeling complex systems is very involved� both in view of the amount of work
needed to model it� as well as the size of the model that needs to be solved� This makes
the solution process computationally intensive� The hierarchical modeling principles
can be employed in two ways� �	 A system can be decomposed into smaller models
based on component types or subsystems� These models can be solved separately� and
the results can be combined to produce large system solution� This approach helps
solve the largeness problem� This also makes modeling of large systems simpler and
the modeler has the 
exibility to analyze individual subsystems independently and be
able to abstract their behavior at the next higher level� HIMAP allows the modeler to
choose the environment �i�e��fault tree or Petri net	 most suited to specify each indi�
vidual subsystem� This assumes that the behavior of the subsystem is independent of
each other ��� �	 Even when subsystems are not independent� the model description
may be identical� Moreover� the system may consist of several identical components or
subsystems� This is likely to be the case when a fault tolerant or a system employing
parallelism is being analyzed� In such cases� the subsystem description can be speci�ed
once� and used through instantiations� as many times as required� It is also conceivable
that the pictorial view of the subsystem model is identical� but the physical association
of components is di�erent� In most cases� even most of the physical components may
also be identical and only a few descriptions change� A modeling environment must
allow speci�cation of such systems as well� HIMAP speci�cation approach allows a
modeler to follow this methodology� The speci�cation technique for hierarchical mod�
eling in HIMAP provides a powerful modeling aid� which allows events to be shared
among the instantiations of a model� We demonstrate this technique using an exam�
ple�It is desired to specify a model only once� The modeler can then instantiate the
unique model as many times as required� Hierarchical modeling using fault trees is
implemented in HIMAP ��� by integrating speci�cation of di�erent subsystems into
the main system through IN Gates �Fault tree mode	 which serve as pipes transferring
reliability characteristics of the subsystem into the main system�

To use hierarchical speci�cation� the modeler decomposes the system behavior� cre�
ating sub�models which can be combined to solve the whole system� These sub�models
may have some events that are shared� A sub�model itself can be common in di�erent
parts of the system� HIMAP facilitates speci�cation of such commonalities and use
of common sub�models� When a model is instantiated� the modeler has to specify
whether it is a common sub�model which can be carried over di�erent hierarchies� In
such cases the IN gates which represent these sub�models are termed as �Common IN
gates�� HIMAP also maintains a list of all the models created during the model devel�
opment process�

��� Example

To demonstrate our modeling technique� consider the example of modeling a Re�
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�a� �b� �c�

Figure �� �a� The Research Center Model �b� The Lab Model �c� The Computer
System Model

search Center� The Research Center has four Labs� The Research center would like
all the labs running� Each Lab deploys Computer Systems of four types numbered
���� For simplicity� we assume that there are seven Computer Systems�CS� in each
lab� The Lab operation requires at least � out�of 	 to remain fully operational� Each
Computer System in turn has two processors� a Power Supply�PS� and connects to an
Ethernet �EC�� The Computer System will fail when both the processors fail or the
PS or the EC fails� For the operation of all labs there are 
 Power supplies �PS��PS
�
and 
 Ethernet Cables �EC�� EC
� which are shared among the Computer Systems�
Computer Systems of type ��
 �CS��CS
� use PS� and type ����CS��CS�� use PS
�
Computer Systems of type ��� use EC� and type 
�� use EC
� Lab� consists of � CS
of Type � and � CS of Type 
� Lab
 consists of � CS of type � and � CS of type ��
Lab� consists of � CS of Type � and � CS of type �� Lab� consists of � CS of Type
� and � CS of Type 
� Our speci�cation technique simpli�es the modeling process as
the modeler needs to describe each model only once�

The Research Center �shown in Figure ��a�� will fail even if one of the Labs fail�
To describe this behavior� The Lab models are connected to an OR gate as shown in
Figure ��b�� The Labs are modeled as IN gates and the modeler needs to associate
the properties of each Lab type to the corresponding IN gate� The Lab will fail if �
out�of 	 Computer Systems fail� The Computer Systems are modeled as IN gates and
the modeler needs to associate the properties of the Computer System types to the
corresponding IN gates� The IN gates are connected to a M�out�of�N gate� The values
of M and N are speci�ed by the modeler during the association process� The Computer
System model is shown in Figure ��c�� The Computer System will fail when both the
processors �Processor��Processor
� fail or Power Supply or Ethernet fails� The failure
rates of the Power Supply and Ethernet models are speci�ed during the association
process� While associating the CS model �CS�� the IN gates for power supply and
Ethernet are mapped as PS� and EC� where PS�� EC� are instantiated from models
PS and EC� To create a model for CS Type 
� the modeler need not re�specify� The
Copy feature in HIMAP allows the modeler to copy an already developed model� The
modeler then associates the IN gates corresponding to PS and EC which are di�erent in
the instantiated model� In this case CS� is copied and saved as CS
 and the Ethernet is
associated with EC
�The PS is not associated again as PS� remains common between
CS� and CS
� The same procedure is followed to create CS� and CS�� Now consider
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creation of of model for Lab�� It is instantiated from the Lab model and there are �
CS� and � CS� in Lab�� Each of the computer systems of type � is instantiated from
the already developed CS� model and the instantiations �CS��� CS���CS��	 use PS�
and EC�� Similarly each of the Computer Systems of type � is instantiated from CS�
and the instantiations �CS��� CS��� CS��� CS��	 use PS� and EC�� The Lab� model
is copied using the Copy routine and Lab�� Lab�� Lab� models are created using the
same technique as explained for the Computer model�

This model can now be solved by solving the sub
models independently and com

bining the results to get the �nal solution� or as a single fault tree� The former approach
gives an optimistic view of the reliability of the system as the sub
models are treated
independently� The latter approach gives an accurate solution by maintaining depen

dencies among the sub
models� HIMAP allows the model to be solved in both ways�

�� Conclusion

In this paper we have presented the modeling features in HIMAP and speci�cation
techniques for hierarchical modeling� Complex systems can be modeled in an easy and
user
friendly manner� without having to compromise on the accuracy of the model�
HIMAP allows systems to be modeled hierarchically� and facilitates individual sub

models to be analyzed separately or as one model� As implemented currently� HIMAP
has the following important features� �a	 Systems can be modeled as a fault tree�
fault tree with repairable components� Markov chain or a Petri net� �b	 Phased Mis

sion analysis and Schedule Maintenance system modeling are incorporated to model
realistic scenarios� �c	 Hierarchical modeling process has been greatly simpli�ed and
designers are provided with speci�cation techniques that reduce the amount of work
needed to model complex systems�
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Abstract. SvPablo is a language independent performance analysis and
visualization system that supports analysis of applications written in a
variety of languages and executing on both sequential and parallel sy-
stems. In addition to capturing application data via software instrumen-
tation, SvPablo also exploits hardware performance counters to capture
the interaction of software and hardware. Both hardware and software
performance data are summarized during program execution, enabling
measurement of programs that execute for hours or days on hundreds of
processors.

Overview

Emerging parallel systems have multilevel memory hierarchies managed by dis-
tributed cache coherence protocols or low latency message passing, all accessed
by superscalar processors. To provide a language and architecture independent
mechanism for performance analysis, we developed SvPablo (source view Pablo),
a graphical environment for instrumenting application source code and browsing
dynamic performance data.

SvPablo supports interactive instrumentation of C, Fortran 77, and Fort-
ran 90 and automatic instrumentation of data parallel HPF programs, when
compiled with the PGI HPF compiler. Interactive instrumentation provides de-
tailed control, allowing users to specify specific instrumentation points, albeit
at the possible expense of excessive perturbation and inhibition of compiler op-
timizations. In contrast, automatic instrumentation relies on the compiler or
runtime system to insert measurement probes in compiler-synthesized code.

During execution of the instrumented code, the SvPablo library captures data
and computes performance metrics on the execution dynamics of each instru-
mented construct on each processor. Because only statistics, rather than detailed
� This work was supported in part by the Defense Advanced Research Projects Agency

under DARPA contracts DABT63-94-C0049 (SIO Initiative), F30602-96-C-0161, and
DABT63-96-C-0027 by the National Science Foundation under grants NSF CDA 94-
01124 and ASC 97-20202, and by the Department of Energy under contracts DOE
B-341494, W-7405-ENG-48, and 1-B-333164.

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 352–355, 1998.
c© Springer-Verlag Berlin Heidelberg 1998



SvPablo: A Multi-language Performance Analysis System 353

event traces, are maintained, the SvPablo library can capture the execution be-
havior of codes that execute for hours or days on hundreds of processors.

Instrumentation

The SvPablo instrumentation library includes a standard interface for augmen-
ting software performance data with hardware metrics. We have exploited this
interface to capture hardware performance data on the MIPS R10000 [2]. Within
SvPablo, a user can select the desired set of hardware counters via a configu-
ation file. During program execution, the SvPablo data capture library queries
the counters and records the data with extant application measurements. In ad-
dition to presenting the raw counter data, the SvPablo library also computes
derived metrics for each source code line (e.g., MFLOPS and branch mispredic-
tion percentages).

Taken together, the application and hardware performance measurements
provide a rich set of metrics for program analysis. Moreover, the SvPablo inter-
face allows users to identify high-level bottlenecks (e.g., procedures), then explore
increasingly levels of detail (e.g., identifying a specific cause of poor performance
at a source code line executed on one of many processors).

Following execution, the SvPablo data capture library records its statistical
analyses in a set of summary files, one for each executing process. A post-mortem
utility program then merges the summary files, computing new global statistics
and the resulting metrics are correlated with application source code, creating
a performance file that is represented via the Pablo Self-Describing Data For-
mat (SDDF) [1]. This performance file is the specification used by the SvPablo
browser to display application source code and correlated performance metrics.

Analysis

Developing an interface that separates performance data presentation from lan-
guage and architecture idiosyncrasies requires a flexible specification mechanism
for both instrumentation points and performance metrics. Only with this sepa-
ration can one readily add new metrics and support new languages, compilers,
and architectures without requiring extensive modifications to the user interface.

To isolate language differences from the user interface, the performance me-
trics associated with each procedure and source line are organized as a hierarchy
defined by a set of SDDF records. This meta-meta-format hierarchy contains
three groups of SDDF record descriptors: mapping, configuration and statistic.
Mapping records define the set of statistics associated with each instrumenta-
ble construct. In turn, configuration records indicate the statistic record names
and allow SvPablo to extract the base names of all performance metrics before
reading the statistics records, which define the actual performance metrics.

Finally, one of the design goals for SvPablo was creation of an intuitive,
cross-architecture, language independent performance analysis interface. Reali-
zing such a design would allow users and performance analysts to learn a single
set of software navigation skills and then apply those skills to application codes
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written in a variety of languages and executing on a diverse set of sequential and
parallel architectures.

Hence, the SvPablo implementation relies on a single interface for perfor-
mance instrumentation and visualization. If the code was interactively instru-
mented, the user can refine the performance analysis by re-instrumenting the
code while visualizing performance data from earlier executions. Regardless of
the instrumentation mode, one can access and load performance data from mul-
tiple prior executions, including different numbers of processors and hardware
platforms. This allows one to compare executions to understand hardware and
software interactions.

Application

As an example, Figure 1 shows the SvPablo interface, together with code and
performance data from an HPF program. The SvPablo interface supports a
hierarchy of performance displays, ranging from color-coded routine profiles to
detailed data on the behavior of a source code line on a single processor.

In the figure, the leftmost scrollbox shows the set of files comprising the
HPF code, with all previously measured executions of this code shown in the
scrollbox to the right. Here, the user has loaded a performance data context (i.e.,
a measured execution) for a 32 processors Silicon Graphics Origin 2000. After
selecting a performance context, the list of procedures in the application code,
together with two color coded metrics, is shown below the performance contexts
scrollbox in the area labeled Routines in Performance Data.

The two colored columns summarize, over all processes, the mean number
of calls and mean cumulative time for the routines. Clicking on a routine name
loads the associated source code in the bottom pane of Figure 1, together with
color-coded metrics beside each source code line. In addition, pop-up dialogs
showing other statistics and detailed information about a particular routine or
a particular source code line, including individual processor metrics, can be ob-
tained by clicking the mouse on the routine name or the source code line.

Working with a group of large-scale applications, we observed that SvPablo
enabled us to rapidly identify and correct performance bottlenecks. However, the
key feature of SvPablo is language and architecture transparency, achieved by
representing performance data via a meta-meta-format presentation of different
events from different languages using the same graphical interface.
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1 Introduction/Motivation

We present a toolbox for the combined functional and quantitative analysis
of discrete event dynamic systems (DEDS) on the basis of a common model
interchange format, the Abstract Petri Net Notation (APNN,[5]). This format
covers a fair amount of Petri net like formalisms as well as certain Queueing
network concepts. At a lower level the toolbox uses a format for communicating
stochastic automata, a notation to describe DEDS at a state transition level.
For a more detailed description of the toolbox we refer to [3].

The toolbox consists of a variety of independent modules communicating
via the interchange format. A modular tool design around common interfaces
reduces the effort of implementing new modules or tools drastically, since it
saves the effort for user friendly frontends and allows to use results computed
by other components of the toolbox. The toolbox provides a transformer from
net level to the automata level such that algorithms mainly for Petri nets can
work with the APNN interface, while state based analysis can take place at the
level of automata. The possibility to reuse software components facilitates the
construction of modular tools. This increases productivity and stability.

The goal behind the development of the toolbox is twofold. First, research
activities should be supported by providing a platform for a fast implementa-
tion of new analysis methods. So far, the emphasis in our group at Dortmund
University has been on analysis methods based on Kronecker representations of
the underlying stochastic processes or transition systems.

Our second goal is a separation of concerns. This especially supports clas-
sroom work: small projects can be defined, which concentrate on specific aspects,
but the resulting modules can be integrated in the toolbox and then applied as
one step in the analysis of complex models. Examples for such student projects
are the development of specific GUIs, the implementation of parallel simulators
and the realisation of stubborn set methods for Petri net analysis.

2 Modular Structure

Fig. 1 shows the different components and interfaces of the toolbox. The main
components are a GUI and the different analysis programs. All cooperate via
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Fig. 1. Structural overview of the toolbox

APNN, a textual interface, which is complemented by the description of analysis
specific parameters, e.g., the definition of quantitative measures like rewards, and
by the description of the result format. This interface is the basis for the coope-
ration of all other tool components: the GUI which transforms the user-specified
model to the APNN, and the various analysis programs which read the APNN
together with further analysis specific parameters and calculate the desired re-
sults. Our toolbox provides several analysis modules for functional (qualitative)
and quantitative (performance) analysis. The state based analysis tools split up
into a module generating an automata description (e.g., one describing the re-
achability graph), and a part performing core analysis steps (e.g., calculating the
steady state distribution by vector/matrix iterations). The mentioned automata
description is a further interface which simplifies the incorporation of state based
analysis features into our toolbox, since the modules for automata generation
can be reused. The analysis programs export results in a specific output format
which can be used by the GUI or report generators for result presentation.

Furthermore the toolbox also comprises transformers, which translate other
formats into the APNN. E.g., software translating GreatSPN net specifications
or PEP model descriptions to the APNN.
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3 APNN-Format

The APNN covers several modelling formalisms including Place/Transition Nets,
possibly extended by a notion of colour, hierarchy and time, even Queueing
Networks are integrated as e.g. in Hierarchically combined Queueing Petri Nets
(HQPNs [2]). HQPNs are a superset of a wide class of Queueing Networks and
Stochastic Petri nets. Several high-level modelling formalisms have been mapped
on HQPNs, although this mapping is not sufficiently implemented yet: e.g., [4]
presents a transformation of SDL to Queueing Petri Nets [1], which are covered
by the APNN.

The key idea of the APNN is to describe a hierarchical or modular net as a set
of nets where each net consists of places, transitions and arcs. Places, transitions
and arcs carry any additional information via an extendable set of attributes.
The APNN version of [5] has been extended to cover reward definitions as as
well. Reward measures need to be defined for quantitative analysis.

4 Functional Analysis

For functional analysis one focuses on logical, causal dependencies, timing as-
pects are usually neglected. Our toolbox contains a tool for invariant computa-
tion like most PN analysis tools. The resulting set of invariants is stored in a
format which allows reuse of these results for other analysis tools. For state based
analysis, the toolbox contains a special implementation for liveness, existence of
a home space and ergodicity. For more general properties, state based functional
analysis results in proving presence or absence of certain nodes or paths in the
reachability graph. Our toolbox contains a model checker for CTL formulas as
well [12], which profits from modular or hierarchically structured state spaces
like analysis tools for quantitative analysis as described in Sect. 5.

In functional analysis equivalences are frequently employed to relief the state
space explosion problem. Components of a complex model are substituted by
equivalent components with a smaller state space, which often results in a sig-
nificant reduction of the state space of the complete net. The available model
checker supports bisimulation to reduce the state space. Equivalences are consi-
dered to some extend for quantitative analysis as well, see below.

5 Quantitative Analysis

Performance characteristics presuppose a notion of time, such that a DEDS
requires appropriate timing information. In case of Markovian timing, one can
perform numerical analysis based on the underlying Markov process or employ
simulation. For the latter case, the toolbox provides a simulator [8], which in its
current state allows the analysis of coloured and possibly hierarchically specified
GSPNs.

Numerical analysis is supported by a variety of tools which employ different
representations of the generator matrix. Currently available are
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– a tool for conventional numerical analysis using a sparse matrix representa-
tion,

– SupGSPN, which uses a modular matrix representation based on Kronecker
products [10],

– QPN-Tool [2], based on a two-level hierarchical matrix representation for
certain hierarchical Queueing Petri nets,

– and an implementation of a variety of numerical solution algorithms for two-
level hierarchies of automata networks, which result in a hierarchy generation
either at net level or at automata level [7,9].

Structured Markov chains allow to employ performance equivalence to reduce
generator matrices for their numerical analysis; methods according to [6] are
implemented and can be combined with the solution tools at the automata level.

Exact numerical techniques are accomplished by approximate methods. In
our toolbox, decomposition and aggregation is integrated for all models which
are described in a modular or hierarchical way [8]. Thus the technique can be
used for a wide class of models.
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Abstract� Estimation of rare events probabilities �such as loss rate� in
high speed network remains in most cases an open problem� To address
this problem� a �exible hardware testbed for simulation of ATM�based
networks has been used� The goal of this article is to present this simu�
lation technique� It is shown that this technique can be used to highlight
rare events� such as realistic packet loss probability in high�speed net�
works�

� Introduction

More and more High Speed Networks are intended to provide a variety of dif�
ferent services on a single �universal� network� Such services can have widely
di�ering Quality of Service �QoS	 requirements� At the packet �cell	 level� this
means di�erences in permissible cell loss and cell transfer delays� This measure
of performance depends directly on the switch architecture and algorithms for
congestion control and scheduling� That is why investigation on performance
evaluation are so important�

Models used for this research are often discrete time queuing networks� This
is especially true in the case of ATM �Asynchronous Transfer Mode	� where
slotted time is natural since all the cells have the same size� A slot is the time
needed to serve a cell� Because of the small size of the ATM cell and the high
link�speeds� a large number of cell events may need to be simulated to ensure
satisfactory con
dence intervals� A realistic packet loss probability is around
���������� Such losses are rare events which are dicult to capture� Software
Simulators are too limited to obtain such a probability� Although analytical
techniques may be used to bound the worst�case performance� ��� these are often
inadequate for modeling the switch algorithms at the needed level of detail�

The aim of this paper is to show a new approach� using emulation on a
versatile architecture machine for performance evaluation of high speed networks
��� ��� This technique is used to highlight rare events� such as realistic packet
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loss probability� This technique is also used to make performance evaluation on
congestion control and scheduling algorithms of an ATM switch developed at
the CNET�

Programmable hardware �emulation� is widely used to reproduce the func�
tionalities of a circuit� Emulation is performed by an emulator� which can be
seen as an hardware simulator� Its hardware con�guration can be modi�ed to
model other circuits � this is an 	all purpose hardware emulator	 based on a
versatile architecture 
���

Here we will focus on the architecture� the use� and the possibilities of this
tool� An ATM switch is modeled by a queuing network which is emulated by
a dedicated architecture on the versatile machine� The structure of the paper
is the following� The versatile architecture and software used are presented in
Section � Section � presents experimental results on a eight�by�eight multistage
ATM switch�

� Hardware architecture and software environment

This section presents the hardware architecture and the software environment
used to emulate queuing networks� The software is used to describe a compo�
nent modeling the queuing network and the hardware simulator emulates this
component�

��� Architecture

The hardware simulator is the M��� machine from Metasystems 
��� It acts
like a giant FPGA ��eld programmable gate array� on which the circuit to
be tested and debugged can be mapped� The emulator is based on a building
bloc called PLB �Programmable Logic Bloc�� static RAM and VRAM� PLBs
provide register and basic logic gates� the static RAMs provide possibilities to
map memories described in the netlist� The VRAMs sample all the internal nodes
for logic analysis of the signal values�

All this give to the user the e�ective use of � ������� programmable logic
gates �connected to each other through a programmable network�� �� Mbytes of
memory �single or double port�� adjustable clock frequency from � to �� Mhz�

This hardware can be shaped to emulate any digital and synchronous circuit�
The description of a chip is given to the Emulator by con�guration �les� The
clock frequency� under normal conditions� is usually close to � Mhz� The emulator
clock is under user control� All signals and register values are available on the
last ���� clock cycles� which is very useful for debugging�

This machine is from the �rst generation ������� An up to date machine has
at least � time more logic gates�

��� Software environment

The software �ow leads to the �les required by the emulator to reproduce the
functionalities of a circuit� These functionalities are described in terms of concur�
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Fig� �� The waveform window display all signals and register values on the last ����

clock cycles�

rent processes using the VHDL language� VHDL is an e�cient way of obtaining
a high level description of a hardware component� which is then translated into
gates by the Synopsys synthesis tools� From this representation of the compo�
nents� the Metasystems compiler produces the data base required by the emu�
lator� The software �ow is detailed above �

� a VHDL �VHSIC Hardware Description Language	 description of the chip
is used to describe the system in terms of concurrent processes 
���

� Synopsys synthesis � this software� provided by Synopsys� translates the
VHDL description into combinational logic and registers �logic gates	
���

� The Metasystems compiler� This is the routing operation� which results in
connecting the gates to each other through the programmable network of
the emulator�

Those two last steps are entirely automatic�

��� Simulation control

Emulation is performed using the MEL tool� which loads the emulator with the
conguration le� and allows run control� logic analysis� triggering features� and
patterns verication� MEL can be driven by procedures written in a C�like code�
which is useful for complex simulation�

All the signals or vectors �busses	 can be displayed in a waveform window �cf
Figure �	� Control of input signals or registers can be done through the monitor
window �cf Figure �	� Any signal and register value can be displayed without
recompilation�
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First stage Second stageSources Third stage

Fig� �� A three stages eight�by�eight ATM switch modeled with discrete time queues�

� Application to a three stages eight�by�eight switch

This section is devoted to the study of a eight�by�eight switch ��gure ��� The
tra�c model adopted is geometric	 servers of queue are deterministic	 with arrival
�rst 
��� This tra�c is also call uniform tra�c 
	 ��� Figure � shows the packet
loss probability per stage� The x axis is the queue capacity K varying from �� to
��� Each curve corresponds to a di�erent stage� The queues of each stage have
the same capacities K�

It should be noted that losses are always greater on higher stage� This is
explained by the fact that the tra�c following a bu�er stage is more bursty
than the one at the entrance� This is easily observed when doing a statistical
analysis of burst length� This has been done thanks to a tra�c analyzer which has
been build to characterize the tra�c perturbation introduce by bu�ers� Tagged
cell can also be used to di�erentiate background tra�c from the point to point
communication�
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Fig� �� Loss rate at di�erent stages versus capacities K of queues �same capacities K
at each stage�� � � 	�
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� Conclusion and extension

In this article� a new technique for simulation of high speed network has been

presented� This methodology uses a versatile architecture con�gured for maxi�

mum e�ciency for a given problem� Analytical techniques are often inadequate

for modeling the commutation algorithms at the needed level of detail� In soft�

ware simulation� estimation of the probability of rare events are very di�cult

to obtain� The proposed tools and method overcomes the problem by a parallel

approach� In one time slot� the number of treated events is in the order of the

number of queues�

This new approach has been applied to the study of rare events in ATM net�

works� This has allowed simulation of realistic cell loss probabilities
�
����� ����

�

in a multistage ATM switch� This technology could be used to highlight other

rare events with a good degree of accuracy�

This model has been extended to real service policies� In particular for studies

on Fair Queuing disciplines and congestion control algorithms� More generally�

this type of machine could be used to emulate numerous types of performance

evaluation problems using discrete time queuing network� graphs or Petri nets�
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Abstract. A methodology (JAGATH) and a tool based on it for esta-
blishing the performance of a distributed system within an empirical
framework are presented. A set of performance variables representing
the system performance is derived in terms of a combination of a set of
performance measures. These performance measures represent the actual
measurements of the events in the system. These performance variables
are used to display the system performance status in the form of Kiviat
graphs. The causal relationship between the performance variables and
the internal system control variables and the workload characteristics
can be established. This can be used in a performance ‘tuning’ system.

1 Introduction
The methodology, JAGATH (Just Another Graphical Analysis Tool for Hetero-
genous systems) establishes the performance of a distributed system within an
empirical framework. It is intended as a tool assisting in the performance mana-
gement component of the distributed systems management model put forward
by ISO1. For the tool implementation, a locally distributed system with load sha-
ring is considered. Jobs enter the system via the nodes in the system (clients)
and are processed by those and other nodes (servers) in the system.
A detailed comparison of existing monitoring tools is given in [1].

2 The System Model
Here we present a brief description of the design principle of JAGATH [2]. The
general architecture is applicable to a client-server paradigm as well as systems
based on distributed shared memory.

2.1 Development of the Performance Evaluation System
JAGATH can be applied to a complicated, inherently nondeterministic distri-
buted system to establish its performance within an empirical framework. This
involves the following:
a. System Definition.
b. Data Collection (determination of what to collect and how to collect).
c. Data Analysis (reduction using principal component analysis).
d. Performance Indication (displaying the results using Kiviat graphs).
e. System Control (establishing a feedback control mechanism).

R. Puigjaner et al. (Eds.): Tools’98, LNCS 1469, pp. 365–368, 1998.
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Fig. 1. Performance evaluation and control system

Figure 1 shows the basic block diagram of an application of this methodology. In
it we have indicated where each of the above mentioned design phases influence
the design most.

Due to limitations of space the formulas and the derivations involved with
this methodology are not provided here. Refer to [2] for details.

2.2 System Definition
We would consider the distributed system to consist of several levels of abstrac-
tion [3]. One way of defining the performance of a level is by the measure of
the response to the requests from the level above it. The selection of the level
at which the performance evaluation is carried out depends on the performance
objective [2]. Once the level for the performance evaluation is determined, the
events to be measured can be selected in that level.

2.3 Data Collection and Reduction
The data is summarized in several stages. The first data reduction takes place
where the observations are made. Further reductions can be done at intermediate
points before being sent to the central monitoring station for final data reduction.

We use multivariate statistical methods (principal component analysis) to re-
duce the large number of data [4]. The underlying principle is aimed at obtaining
a limited number of orthogonal variables by combining the measured variables.
The lesser number orthogonal variables contain almost the same amount of per-
formance information as the original set of variables. The reduction is possible
since we combine the original variables to get the orthogonal set and unlike the
original variables no two of the orthogonal variables carry the same information.

The final outcome of our reduction algorithm [5] will be the transformation
matrix. This matrix will convert a vector of performance measures X containing
n variables into a vector of performance variables Y containing p variables with
the desired properties. (Where p is much smaller than n.) These final composite
variables are used for the graphical display (Kiviat graph).

2.4 Performance Indication
In the Kiviat graphs each axis represents an almost independent phenomenon.
Each axis consists of a composite performance variable. The variables can be as-
signed to the axes of the Kiviat graph so that the Kiviat graph for a good system
1 International Standardization Organization
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will have a star form. These Kiviat patterns can be interpreted and related to
the structure of the system by a system analyst or a manager. Once the patterns
have been identified any significant perturbation can be easily recognized [6].

2.5 System Control
It is possible to express the original performance measures as a linear combi-
nation of the final set of principal components. Hence a feedback mechanism
can be introduced that causes the system to return to the range of optimum
performance shown by the “good” shape of the Kiviat graph.

3 Prototype Implementation
For this case study a workstation cluster in the department of Computer Science
running distributed Ada programs as the workload was used. The performance
objective was to establish an empirical performance model of the system. Hence
events related to requests, allocations and releasing of low level resources were
identified and measured.

The prototype was executed in two distinct phases. Phase 1 programs were
written in C and C++ and the real-time programs including the Kiviat display
in phase 2 were written in C and Java. One objective of the design of the system
of programs was to make them modular and portable to different systems.

1. System characterization phase: Performance measures were collected for a
long period so that the system characteristics could be determined. The
data collected was analyzed [5] to obtain the transformation matrix and
other parameters which are later used to convert vectors of collected perfor-
mance measures into a reduced number of performance variables in real-time.
SASTM software package [7] was used for the principal component analysis
and for derivations of the correlation matrix in the reduction algorithm.

2. Real-time data collection, reduction and display: Performance measures are
collected periodically from the distributed system, normalized and converted
into a set of performance variables using the transformation matrix. These
performance variables are used in the display of a Kiviat graph (Figure 2).
Parameters derived in phase one are used for the normalization of data.

Data Collection

Repository

Performance
variables

Data Performance
variables

(adjusted)

Parameters
and Conversion

for display
Java 

Shared memory
RPC

Display

cpu interface

OS

comm. HW
rpc.rstatd

Distributed System

USER

Fig. 2. Data collection, reduction and display.

The display object is implemented using JavaTM . This is designed to run as
a separate process communicating with the program generating principal com-
ponents using shared memory.
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Kiviat Patterns The patterns in Figure 3 show various display modes of the
Java application. These patterns were recorded during a case study involving
126 performance measures which were reduced to 11 performance variables.

Fig. 3. Kiviat patterns

4 Conclusion
Practical use of the prototype implementation of JAGATH showed the usefulness
and the validity of the methodology. The flexible implementation allowed to
switch between system configurations by just exchanging the parameter files.
Multiple Java applications could be invoked on different terminals with only one
data collection process executing. The prototype did not implement the feedback
control mechanism. The data collection and reduction program used a relatively
small amount of cpu time (2.4% max.) whereas the Java Application used up to
32% (on a sun4c running SunOS 5.5). The rpc.rstatd daemon on each machine
responding to the RPC calls consumed less than 0.1% of the cpu time. Usage of
broadcasting or multicast messages will reduce the communication overhead. In
a system possessing a synchronized clocks, a push technology could be used to
collect data.
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Abstract. This paper describes the design and application of the Hi-
erarchical Stochastic Reward Nets Solver Package (HSP) to compute
system reliability, availability, maintainability, and other system perfor-
mance metrics. This enables us to model systems with hierarchy and/or
modular redundancy efficiently.

1 Introduction

System reliability, maintainability, availability and performance analyses are im-
portant and complex. Several modeling methods, such as fault trees (FTs),
Markov chains (MCs), and Stochastic Petri Nets (SPNs), are used for such
analyses. FTs are easy to use to develop system models, but are not suitable
to describe systems with repairable components. The MC model becomes too
complicated to specify by hand for any real-life system. Petri Nets (PNs) [1]
provide more versatile environment than FTs and MCs.

A PN consists of a set of places P, a set of transitions T , and a set of arcs
A. To increase the modeling power of the PNs, temporal concept is introduced.
A Generalized Stochastic Petri Net (GSPN) [2] and its enhancement Stochastic
Reward Net (SRN) are temporal extensions of the basic PN. A GSPN is obtained
by associating with each transition in a PN an exponentially distributed (timed)
or a δ-function-shaped (immediate) firing time. A SRN is a structural extended
version of a GSPN with the following added features: enabling functions and
marking dependent rates or probabilities for transitions, transition priorities,
and reward functions. Especially, reward functions play an important role to
distinguish SRNs from GSPNs. The separated specifications of reward functions
enable SRNs to model systems with less complexity at the net level in comparison
to GSPNs. Enabling functions specify enabling conditions of transitions instead
of markings. SPNs [3] are flexible, concise, and have intuitive forms. Therefore,
they are more suitable to model such system. They are usually converted to
continuous-time Markov chains (CTMCs) and solved.

Even though SRNs are used to specify system models, the exponential in-
crease in the number of states of converted CTMCs cannot be avoided and may
prevent the analysis from being carried out in reasonable time. Thus, the direct
conversion of SRNs into CTMCs, works well only when the system model is
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Fig. 1. A 3-triplex parallel system and its SRN and modularization.

relatively small. We extend these description and solution methods to develop
the HSP [4]. As its user-interface, we adopt the enhanced version of the C-based
Stochastic Petri Net language (CSPL) used in a SRN solver, the Stochastic Petri
Net Package (SPNP) proposed by Ciardo et al. [3].

We pay attention to the SRN model structure and propose a new solution
technique, named modularization, by which a SRN is divided into several sub-
nets, each of them is solved independently, and their solutions are combined to
obtain the final solution. If the system has redundancy, a subnet solution for a
module can be reused as solutions for the other redundant modules. In addition,
modularization makes SRNs’ hierarchical analysis possible. The user-interface
allows modelers to describe SRNs in the form of functions as in the C language
and gives flexibility to system model specification. In order to understand the
role, we will consider an example of a 3-triplex parallel system as shown in
Figure 1.

2 Modularization

We develop a technique for SRN analysis, which is named modularization. The
method allows hierarchical analysis for a given SRN that reduces the state space
dramatically. The SRN model of Figure 1 may be converted into the equivalent
CTMC. Since each triplex module has 4 markings (all 3 up, 2 up/1 down, 1
up/2 down, and all 3 down) and all modules are independent, the number of the
marking combinations is 43 = 64. Thus the SRN consists of 64 makings. This
direct conversion method from SRNs into CTMCs works well when the object
system is relatively small. Now, suppose a system consists of three such 3-triplex
parallel systems. If the direct conversion is applied to the system, since each
module has 64 states, the total number of states for this system becomes 643.
The large state space may prevent the analysis in reasonable time.
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The problems of the direct conversion method are twofold: (1) Exponential
increase of state space for large system models, and (2) Inefficiency of models
for systems with redundancy. Several techniques to reduce the state space have
been developed. In [5, 6]. These methods make it possible to reduce the state
space to solve, however, they are approximations and can be applied to only
steady-state analyses. The difficulties can be overcome by modularizing parts
of SRNs. An SRN can be partitioned into several subnets which can be solved
independently [4]. Their solutions are used by including Relation functions are
similar to reward functions, however, they are used to connect potions of a SRN,
while reward functions are used to define rewards for specific markings.

For our example triplex1, triplex2, and triplex3, are independent of each
other. This SRN is divided into 3 subnets, triplex1, triplex2 and triplex3. Since
each of them can be also treated as a SRN, it is converted into a 4-state CTMC
by the ordinary solving procedure for SRNs. The whole system reliability is given
by the following relation function of the 4-state CTMC solutions,

1 − pnm(down1)=3 × pnm(down2)=3 × pnm(down3)=3, (1)

where, pnm(down∗)=3 (“*” is replaced by 1,2,or 3) is the probability that place
down* has 3 tokens, which is included in the solution of the 4-state CTMC.

Fortunately, since the three subnets are identical in this example, instead of
solving the three 4-state CTMCs, we just solve one of them and reuse the result
as follows:

1 − (pnm(down∗)=3)3. (2)

Obviously, a solution cost for the 4-state CTMC is much lower than that for the
64-state CTMC in the direct conversion method. Modularization and relation
functions allow us to analyze SRNs more efficiently than the direct conversion
method and also make analyses for hierarchical systems using SRNs simpler
and more efficient. The example above is ideal; however, it is obvious that the
increase of state space by modularization is additive, while that by the direct
conversion method is exponential.

Figure 1 also show the modularized SRN with graphical representation of the
relation function (2). The right half of the figure represents the relation function
(2) and the function value is expressed as fbox. The arc from place down to the
AND gate means that the AND gate inputs are the 3 identical events (expressed
by the label “3∗” in the AND gate) that place down has 3 tokens (expressed by
the number 3 next to the arc).

3 The Hierarchical Stochastic Reward Net Solver

HSP analyzes transient and/or steady-state behavior of of a model using the
algorithms introduced in the previous sections. HSP consists of several functions
which manages the analysis and execution. A modeler should provide a C++
source file, input file, which specifies a SRN and analysis procedures by C++
functions defined in HSP. The input file format and the predefined functions.
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HSP compiles the input file, links it with HSP routines, and make an executable
file corresponding to the input file; then it is executed by HSP and finally outputs
analysis results.

Input files for HSP are compatible with those of SPNP; that is, they are
written in Enhanced-CSPL or E-CSPL, with some extensions. Since the input
file is an exact C++ file, any C++ functions can be used and any function
definitions are allowed except for functions defined in HSP. A place, transition,
and initialization functions are similar to CSPL with some enhancements. HSP
allows users to define places in more efficiently way.

The function,

void module(char *module name);

creates a new SRN named module name during SRN specification. For example,

net(){
module("net1"); place("pl1");
module("net2"); place("pl2");

}

creates two SRNs named net1 and net2 and place pl1 and pl2 are defined in
net1 and net2, respectively. The two SRNs are analyzed separately. If there is
no module function in the input file, the SRN is named root by default.

Relation functions can be defined by using any of the function available in
ac final. If a modularized SRN is complicated, FT representation of relation
functions using constructs like and, or, m and, m or, and fbox is preferable.

The system shown in Figure 1 is modeled using the following description.
Because triplex1, triplex2 and triplex3 have the same structures, the net structure
is defined as the function subnet() once and each subnet is defined by calling
the function from net() with different arguments. Since module() is used in
subnet(), the three SRNs, triplex1, triplex2 and triplex3 are converted
into CTMCs and solved independently. The result is obtained by the relation
function defined as function down() in the file.

/** example2.cc **/
#include "user.h"
double lambda1,lambda2,lambda3;
parameters() {

iopt(IOP_STEADY,VAL_NO);
lambda1 = input("triplex1 rate");
lambda2 = input("triplex2 rate");
lambda3 = input("triplex3 rate"); }

subnet(char *name, rate_type lambda) {
module(name);
place("UP"); place("DOWN"); init("UP",3);
trans("fail"); ratedep("fail",lambda, "UP");
iarc("fail","UP"); oarc("fail","DOWN"); }

net() {
subnet("triplex1",lambda1);
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subnet("triplex2",lambda2);
subnet("triplex3",lambda3); }

assert() {return RES_NOERR;}
ac_init() {}
ac_reach() {}
double down() {

double p1,p2,p3;
p1 = pl_prob("DOWN","triplex1",3);
p2 = pl_prob("DOWN","triplex2",3);
p3 = pl_prob("DOWN","triplex3",3);
return fbox(and(3,p1,p2,p3)); }

ac_final() {
pr_transient(1000,50,down,"System Down"); }

4 Conclusion

We have developed techniques to specify and solve Hierarchical Stochastic Re-
ward Nets. The HSP provides: 1) efficient methods to analyze SRNs, especially
models for systems with hierarchical structure and/or with modular redundancy,
and 2) convenient user-interfaces which enable us to specify models more easily
and efficiently in comparison with its counterpart, SPNP; that is, they lead to
less mistakes to specify SRN models.
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Suárez, F., 117
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